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Abstract

Residuals from models for discrete data are often hard to summarize graphically or

numerically. Contingency tables, data on graphs, array data including microarrays,

and count data are all examples of discrete data. While Fourier analysis can uncover

underlying structure in discrete time series, it is not immediately applicable to data

without a periodic structure. Spectral analysis using the eigenvectors of Markov

chains on the space where data takes value is a a way to generalize Fourier analysis to

any discrete data. This method can yield simple understandable summaries missed

by other modeling approaches. To motivate the use of Markov chains, this thesis

relates the underlying geometry of a Markov chain to the structure of its eigenvectors,

including a strong joint characterization of the eigenvectors of birth and death chains.

In addition, spectral geometry of Markov chains is used to develop and analyze an

algorithm which automatically finds informative decompositions of residuals using

this spectral analysis.

Spectral analysis with Markov chains is presented as a technique for exploratory

data analysis and illustrated with simple count data and contingency table data.

Some distribution theory for the components in a spectral decomposition is devel-

oped. The techniques in this thesis can be seen as developing methodology for the

classical exploratory procedure of partitioning Pearson’s chi square statistic. Further

connecting the technique to established procedures, correspondence analysis is shown

to be a particular case of spectral analysis with Markov chains.
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Chapter 1

Introduction

One of the aims of statistics is to identify structure in data by finding a good model

for observations. The process of finding such a model typically begins with a guess

and then a statistical test of that guess. This process may be iterated. One standard

procedure to evaluate the proposed model is to calculate a test statistic, a function

of the data that will likely be small if the data is a random realization of the model

being tested. If the statistic is small, one can infer that the model fits the data well.

In real world applications, many times, testing the fit of data to a first model does

not produce a small test statistic. In this case, there is reason to believe that the

model is not the right predictor for the data observed, but understanding of how the

null hypothesis does not fit may not be gained. One route to understanding lack of

fit is through the analysis of residuals1.

The techniques introduced in this thesis are methods for using such residuals to

find interpretations for the lack of fit. By their close analogy with spectral analysis

developed for time series, the methods are called spectral analysis. As opposed to time

series, spectral analysis is developed for discrete data that may take values on a space

with arbitrary structure. The methods rely on the main idea that eigenfunctions of a

Markov chain can be used as an orthogonal basis in which to decompose a function.

In this thesis, spectral analysis for discrete data is emphasized as a technique for

exploratory data analysis.

1See for example, Mallows’ and Tukey’s method of structural escalation [91].
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2 CHAPTER 1. INTRODUCTION

1.1 Discrete Data

Discrete data simply means any data taking value on a discrete space. An easy

example is count data, for example, counts of the number of times {1, 2, 3, 4, 5, 6}
appear in repetitions of a roll of a standard die. More complicated examples of discrete

data are ranking data, which are data on the permutation group, data on graphs or

data that themselves are graphs, data that takes value on a grid, or contingency

tables. The techniques developed in this thesis can be specialized in order to analyze

any of these data examples.

The most common way to view data that comes from counting the outcomes

of multiple rolls of a fair dice with faces numbered {1, 2, 3, 4, 5, 6} is by the vector

counting the number of times each face appears. Suppose the counts of 1, 2, . . . , 6

are respectively (54, 46, 45, 50, 53, 60). This is simply an ordered list of the number of

times each of the faces appear: (N1, . . . , N6).

An equivalent representation of the data is to look at the sum of the number of

times 1 and 2 appear, their difference, and the individual counts of the number of

times the other faces appear. This is expressed mathematically as

(N1 +N2, N1 −N2, N3, N4, N5, N6) = (100, 10, 45, 50, 53, 60).

and amounts to a change of basis for the data. It is an example of a spectral decom-

position. For now, think of a spectral decomposition as a representation of the data

in a different basis.

One way a spectral decomposition can be useful from a statistical perspective is

if a few of the components in its representation are large and the rest are small. In

this case, the data can be thought of as lying in a space of smaller dimension. Many

modern statistical procedures, including principal components analysis (PCA) and

correspondence analysis, aim to find such low dimensional summaries of data.

Of course, there are many possible spectral decompositions. The spectral decom-

positions for data arising from Markov chains on the space where the data take value

are explored in this thesis. In many practical examples illustrated in the following

chapters, Markov chains provide informative spectral decompositions. In addition,
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these decompositions often give an interpretable way to summarize data and are also

natural from a statistical point of view.

1.2 Weldon’s Dice Data

A famous data set called Weldon’s dice data will be used to describe the methods and

contributions in this thesis. Weldon was a marine zoologist in England, and, in 1894

collected 26,306 repetitions of the following experiment: 12 dice were simultaneously

thrown, and the number of times ‘5’ or ‘6’ appears was recorded. Each trial is a

number between 0 and 12 so the data is count data on the points {0, 1, . . . , 12}:

Weldon’s Dice Data

0 1 2 3 4 5 6 7 8 9 10 11 12

185 1149 3265 5475 6114 5194 3067 1331 403 105 14 4 0

Weldon collected this data as part of his exploration of how the empirical distribu-

tion of data from an asymmetric distribution should be expected to fit an underlying

model. He postulated the underlying distribution for the dice data was the binomial

distribution on 12 points with success probability 1
3
. Weldon’s dice data was a mo-

tivating example for Pearson’s famous chi square test of goodness of fit which was

introduced several years later in 1900 [102].

One standard modern statistical analysis of Weldon’s data makes use of Pearson’s

chi square test and the corresponding test statistic, X22. After amalgamating the

last three counts, X2 = 31.5 on 10 degrees of freedom. This indicates a convincing

lack of fit of the data to the binomial model, but no indication of why the data fail

to fit the model.

A usual step following the calculation of X2 is to compute the Pearson residuals:

observed - expected√
expected

2Throughout the thesis, the notation X2 is used to denote Pearson’s chi square test statistic.
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Data 185 1149 3265 5475 6114 5194 3067 1331 403 105 14 4 0

Res. -1.2 -1.9 -1.4 -1.3 -2.0 2.5 2.6 2.2 0.6 1.9 .3 2.6 -.2

Table 1.1:
Weldon’s dice data and Pearson residuals from fitting the binomial model.

If a few of the residuals were significantly larger than the others, insight would

be gained into how the data and model deviate. Table 1.1 shows that none of the

residuals are very large, especially given the large value of X2. This is made precise

in Chapter 8. Although by eye, the Pearson residuals do not reveal how the binomial

fails to fit Weldon’s data, spectral analysis with Markov chains explains the deviation.

Before describing the methodology used for spectral analysis, its use in time series is

recalled.

1.3 Familiar Spectral Analysis for Discrete Time

Series

To explain spectral analysis, it is useful to draw an analogy with discrete time series

data and the Fourier transform. An example of a discrete time series is data on n

equally spaced points, say daily observations of solar radiation at nighttime over the

course of a year. The level of observed radiation at day i is denoted f(i).

Perhaps there is a periodic structure in the data, for example that radiation at

night depends on the phase of the moon, which is roughly periodic with in each four

week period. Then, the discrete Fourier transform will reveal this structure.

For data on n sequential, equally spaced points (in this case the 365 days of

a year), the discrete Fourier transform represents the data vector f in the Fourier

basis, {ψj}n−1
j=0 , where

ψj(m) = e
2πijm

n m ∈ {1, 2, . . . , n}.

When solar radiation data is decomposed in the Fourier basis, its alternative
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representation as f̂ , is also a function on the points 1 through n. The function f̂ is

defined as

f̂(j) =

n−1∑

k=0

f(k)e
2πijk

n = 〈f, ψj〉.

The Fourier inversion theorem says that the data f , has a dual representation

through the coefficients, f̂(j):

f(j) =

n−1∑

k=0

f̂(k)e−
2πijk

n .

If there is a simple periodic structure in the data, a few coefficients will be large

and the rest will be small. In this case, an intuitive summary for the data will be

achieved.

It makes sense to apply the discrete Fourier transform to data which may have

hidden periodicities, but there are many examples of discrete data known not to

possess a periodic structure. The basic idea of this thesis is to generalize the Fourier

transform for discrete time series to data with different structure.

1.4 The Discrete Fourier Transform and Markov

Chains

Periodic data can be thought of as data on a discrete circle. The discrete Fourier

basis functions {e 2πijk

n }n−1
j=0 are related to the group structure of the discrete circle Zn

under addition and Markov chains: the basis functions are exactly the eigenvectors of

the random walk on the circle Zn which moves to each of its nearest neighbors with

probability 1
2

(or actually, for all other random walks on Zn).

The fact that the discrete Fourier basis functions pick up periodic structure in

data on the discrete circle suggests a way to extend the Fourier transform to other

discrete data: take a Markov chain which, in one step, can move from one state in

the chain to another if it is “close”. Find the eigenvectors of this Markov chain and
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project the data onto these functions.

This is the essential idea of spectral analysis with Markov chains. More formally,

the data space will be denoted X. For Weldon’s dice data, X = {0, 1, . . . 12}. A

Markov chain on X induces a spectral decomposition of L(X), the space of real valued

functions on X, through its eigenvectors. The spectral theorem of linear algebra says

that if M is the transition matrix of a π reversible Markov chain on X, then M has

n right eigenvectors, orthonormal in L2(π) denoted {ψi}n−1
i=0 . The vectors {ψi}n−1

i=0 are

ordered according to their eigenvalue and since M is stochastic, ψ0 = 1, and form a

basis for functions on X.

1.5 Illustration with Weldon’s Dice Data

If π is a model for data, the spectral decomposition from a π reversible Markov chain

gives a representation for the residuals of the model π. For Weldon’s data, π is the

binomial distribution, π(k) =
(
12
k

) (
1
3

)k
(2

3
)
12−k

.

Weldon’s data is denoted by the function f where f(i) is the number of times i ‘5’

or ‘6’ appear in the 26, 306 rolls of 12 dice. Instead of working with f , it is convenient

to define the function f̄ where

f̄(i) =
f(i)

Nπ(i)

where N is the total number of data points. For Weldon’s data, N = 26, 306. The

spectral decomposition of f̄ − 1 can give information about deviations of the data

from the model π.

The function f̄ − 1 is a natural measure of departure form the model. Also, an

easy computation shows that its norm is a scaled version of the Pearson chi square

statistic, X2:

X2 = N ||f̄ − 1||2L(π).
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The eigenvectors of a Markov chain, {ψi}n−1
i=0 , decompose f̄ − 1 as linear combina-

tions of ψi weighted by the projections of the data onto each ψi:

f̄ − 1 =
n−1∑

i=0

〈f̄ − 1, ψi〉L2(π)
︸ ︷︷ ︸

projection

ψi

If a few of the |〈f̄ − 1, ψi〉L2(π)| are large, the residuals from the model can be

summarized by the corresponding subset of {ψi}. For Weldon’s data, natural Markov

chains decompose the data so that one of the |〈f̄ − 1, ψi〉L2(π)| is large and the rest

are small.

Spectral analysis using three π reversible birth and death chains (the modified

Ehrenfest Urn chain and two Metropolis chains denoted Chain 2, Chain 3, all of which

are explained in detail in Chapter 3) on the path {0, 1, . . . , 12} give the decomposition

in Table 7.1:

ψ1 ψ2 ψ3 ψ4 ψ5 ψ6 ψ7 ψ8 ψ9 ψ10 ψ11 ψ12

Urn 27.06 0.56 0.00 0.01 4.88 0.81 1.07 0.20 0.00 2.74 0.30 3.62

Chain 2 26.98 0.17 0.79 3.53 0.08 0.25 1.46 4.66 0.49 0.09 0.52 2.31

Chain 3 27.06 0.14 0.60 2.30 0.08 2.39 0.00 2.17 3.61 0.12 0.48 2.31

Table 1.2: Spectral coefficients for three different nearest neighbor walk decomposi-
tions of Weldon’s dice data.

Table 7.1 shows that the largest spectral coefficients are approximately the same for

the three chains and one coefficient accounts for most of the norm of the residuals.

The decompositions are explained and interpreted further below.

1.6 More Spectral Decompositions

The example with Weldon’s data shows the possibility of finding a striking summary

of residuals using spectral analysis with Markov chains. As a note, Weldon’s dice

data and the three Markov chains above were the first data set and first Markov
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chains used to explore the technique of spectral analysis with Markov chains. Of

course, it is possible to use other Markov chains to decompose Weldon’s dice data.

Decompositions from a variety of chains are developed and compared in Chapter 3.

One class of chains used to explore Weldon’s dice data are called global chains.

These chains can move between any two points in the state space in one step. That

is, from 4, the chain may move to 11, whereas a nearest neighbor random walk could

only move to the state 3 or 5.

The decomposition of residuals from a particular global chain, (a Metropolized in-

dependent sampling chain), leads to a classically known decomposition of the residuals

called the Helmert decompositions, introduced by Lancaster [84] who was influenced

by Irwin [69]. In Chapter 3, this connection is described in detail. In Chapter 2, spec-

tral analysis with Markov chains is connected to classical techniques for partitioning

X2.

Markov chains provide a general framework to produce decompositions of data or

their residuals from a model without the restriction that the structure of the data be

periodic. To illustrate this, Markov chains can be used on the data space of a two way

contingency table. Such data is ubiquitous in statistics; Chapters 4 and 5 is devoted

to specializing the general techniques outlined above to data which takes value on a

two dimensional grid. These methods can be used to analyze cross classified data and

microarray data [74].

1.7 Optimality

For spectral analysis, it is useful to find particular Markov chains which have a few

eigenvectors that lie close to the direction of the residuals, with the rest nearly or-

thogonal. This suggests an optimization problem: given the residuals, look for “the

best” Markov chain for them: the π reversible Markov chain which has an eigenvector

that lies in a direction closest to the residuals.

It is straightforward to show that that a search through all π Markov chains will

always yield one chain with an eigenvector that lies exactly in the direction of the

residuals (see Chapter 6 Section 6.3). Thus, the search for the optimal decomposition
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over all Markov chains is not interesting. In contrast, restricting the search to a set of

Markov chains with natural constraints, e.g. nearest neighbor Markov chains, often

reveals useful and intuitive summaries of data.

Correspondence analysis, a popular graphical and numerical technique used to

summarize multivariate data can be understood as such a constrained optimization

problem. This connection is made precise in Chapter 6. There, variations of this

technique are described and their implementation and mathematical properties are

discussed.

1.8 Contributions and Outline

The main point of view in this thesis is the development of tools for data display

along the lines of John Tukey’s exploratory data analysis. It turns out that the tools

developed can also be used in conjunction with classical goodness of fit problems, such

as Pearson’s chi square test. While these applications are mentioned and developed

in subsequent chapters, they should not be confused with formal goodness of fit

testing procedures. Indeed, because many the data analysis is exploratory, classical

distribution theory does not apply. The main focus of spectral analysis with Markov

chains is to find structure in residuals and not in formal testing.

The rest of the thesis begins with a literature review. While the focus of this thesis

is on the use of Markov chains for exploratory data analysis, the connection to classical

goodness of fit tests is described. Chapter 3 develops spectral analysis with Markov

chains for data with a one dimensional order and illustrates the techniques using

Weldon’s dice data. Following it, Chapter 4 specializes Markov chain decompositions

for data on a grid using an example of cross classified data with a simple structure.

Chapter 5 extends these techniques and introduces methods that may be useful for

data on a grid with more complex structure.

The remaining chapters are more general. Chapter 7 is focused on spectral ge-

ometry of Markov chains on a graph. It includes an exposition of the original proof

that the eigenvectors of a random walk on the path alternate, as well as giving a new

simple alternative proof. Chapter 6 relates projection pursuit to spectral analysis
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with Markov chains and formulates optimization problems arising from spectral anal-

ysis with Markov chains. This chapter includes a proof of the equivalence between

correspondence analysis and the projection of the residuals onto a particular Markov

chain which itself depends on the data. The rest of this chapter is devoted to an

algorithm that automates the search for informative decompositions of the residuals

using Markov chains. Distribution theory is presented in Chapter 8. The main results

take the data vector f and the model π to be fixed, and provide approximations to

the joint distribution of the projections of the residuals onto randomly chosen sets

of orthogonal vectors; all of this terminology is made precise. The Appendix reviews

necessary notation for matrix and tensor analysis.

The main contributions of this thesis fall into two categories. The first is connect-

ing a well developed literature on residual analysis with spectral analysis and Markov

chains. Specifically, the connection between Fisher [44] and Lancaster’s [85] use of

orthogonal polynomials to decompose the Pearson chi square statistic with spectral

analysis with Markov chains is made. Several of Fisher and Lancaster’s claims about

these decompositions are stated precisely. Further connecting this work with stan-

dard data analytic procedures, an equivalence between a constrained optimization

of projection of residuals via Markov chains and correspondence analysis is proved.

Further, the connections between total positivity, eigenvalues and vectors and data

analysis is a useful contribution. The second contribution is the development of an al-

gorithm for finding informative summaries of residuals. Spectral geometry of Markov

chains allows for interpretation of special cases of the algorithm’s output.



Chapter 2

Literature Review and First

Definitions

Decomposing a time series into its frequency components is a thoroughly developed

application of spectral analysis in statistics. Harmonic analysis says that a periodic

function f is a linear combination of components each of which vary more quickly in

time than f . Sometimes, f is a sum of just a few of these components and so has

a simple representation. For a statistician, f is usually an empirical observation, for

example a measure of solar radiation over time, and assumed to be observed with

error. In this case, two issues arise in computing the spectral decomposition of f .

One is interpretability. In time series, if the kth spectral component of f is large,

then f is well approximated by a signal whose frequency is proportional to k; solar

radiation has strong periodic variation with a frequency of k days. In contexts other

than time series, the interpretation of large spectral coefficients may not be so easy.

However, finding an interpretation for the coefficients or interpretable basis for a

decomposition is always a goal.

The methods developed in this thesis are intended for exploratory analysis which

can be seen as a an extension of the original and historical use of the chi square

statistic and its properties. After a review of spectral analysis for discrete time

series, the chapter has three parts. The first is a history of spectral analysis for

discrete data. Bahadur introduced the idea that spectral analysis can be applied

11
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to binary panel data, and it is reviewed in Section 2.2. Diaconis provides a deep

theory for spectral analysis of data taking value on groups and homogeneous spaces

([25]), which is described. The next section reviews Pearson’s chi square test and

its optimality properties. It also discuses the foundations for spectral analysis of

Pearson’s chi square test statistic, X2, laid by Lancaster, Irwin and Fisher. Finally,

correspondence analysis and kernel methods are related to the work with Markov

chains developed in this thesis.

2.1 Time Series

In time series, data is observed at discrete time points, usually with error. Then,

the goal is to estimate its frequency components and confidence intervals for those

estimates. If a time series is considered to be a complex function taken at times

{0, 1, . . . , n− 1}, it can be decomposed as a linear combination of the complex expo-

nential functions e
2πik·

n which have period n
k
. In this case, the period of f is assumed

to be n. The expansion of f as

f =

n∑

j=1

f̂(j)e−2πikj/n

is called its Fourier representation, and the {f̂(j)} its Fourier coefficients. The coeffi-

cient f̂(j) is large if there is a periodic component in f with period n
j
. For background

in Fourier analysis and its use in statistics, see [111] and [11].

The collection of Fourier coefficients in a discrete time series are called a peri-

odogram. Fisher [45] determined the distribution of the largest periodogram ordinate

(see Feller [42] for a text book treatment). Basic linear algebra shows that any or-

thogonal transformation of a decomposition of a data vector into variance components

yields another decomposition. But, the resulting variance partition may be incom-

prehensible. Tukey [119] observes that the variance components in a time series can

be interpreted just as the components in ANOVA can be interpreted in terms of co-

variances between rows or columns. Parts of this thesis can be seen as a follow-up
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and generalization of Tukey’s ideas1: to find interpretable decompositions of variance

for data observed on a structured (but not necessarily periodic or linear) space.

Brillinger [13] provides a comprehensive treatment of estimation of time series

spectra. Under assumptions on the error distribution of an observed discrete time

series, distribution theory for the spectral coefficients can be obtained. For example,

Brillinger [13] Theorem 4.4.1 says that if f(x) is discrete time series on the points

{0,±1,±2, . . .} satisfying a decay of its autocorrelation function, then a finite set of

Fourier coefficients are asymptotically independent mean zero normal variables with

known variance proportional to the correlation function of f .

The above theorem concerns asymptotic distribution theory for a finite number of

Fourier coefficients. A statistical application involves a finite number of coefficients,

and typically interest in all of them, making the theorem above unsatisfactory. Freed-

man and Lane [49] prove a more practical result, conjectured by Mallows [90]: that

the empirical distribution of Fourier coefficients of a collection of discrete indepen-

dent identically distributed variables tends to a complex normal, provided they are

centered and have unit variance. Freedman and Lane’s theorem holds for spectral

decompositions beyond the Fourier decomposition and includes the case where f is

a random permutation of a fixed vector. Its application to spectral analysis with

Markov chains is discussed in Chapter 8.

Freedman and Lane’s paper is probabilistic. The Fourier coefficients of an ob-

served vector are computed as though it were a fixed and known function. Then, the

distribution of these coefficients is investigated. Tukey [119] approaches estimation of

Fourier coefficients from a statistical perspective. If the function f is a signal observed

with error, the Fourier coefficients {f̂(j)} have a joint distribution, and the estima-

tion of their variance is a statistical problem. Tukey observes that the decomposition

into variance components of a time series is analogous to the decomposition of sum of

squares in ANOVA. Performing ANOVA on a table whose rows are the serial variance

function yields a decomposition with each row effect being a frequency component.

1This includes Tukey’s other contributions to the theory of ANOVA, for example “One degree
of Freedom for non-additivity” [118], which is an ostensibly independent and modern account of its
first statistical exposition in Fisher and MacKenzie [46].
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2.2 Spectral Analysis for Discrete Data

2.2.1 Set-up

Suppose X is a discrete n point space. Let L(X) denote the set of real valued

functions on X which can be thought of as a vector space. A decomposition of L(X)

is its expression as ⊕k
i=1Vi where the Vi are orthogonal subspaces and together span

L(X).

In statistics, data on X can be regarded as a function f onX. Thus, f ∈ L(X) and

f can be decomposed by its projection onto each component in the decomposition,

Vi. One way of finding such decompositions given data f and a statistical model π is

to use the eigenspaces associated to a Markov chain with stationary distribution π.

In broad outline:

• L(X) is the space of real valued functions on X which can be viewed as an n

dimensional vector space.

• With π a probability on X, make L(X) into a Hilbert space with the inner

product 〈·, ·〉L2(π) defined in the following way. If f, g ∈ L(X), 〈f, g〉L2(π) =
∑n

i=1 f(i)g(i)π(i). The notation πi and π(i) will be used interchangeably.

• If M is a π reversible Markov chain, so π(x)M(x, y) = π(y)M(y, x), then M

has n real eigenvalues λ0 = 1 ≥ λ1, . . . ,≥ λn−1 ≥ −1 and n corresponding

eigenvectors, with {ψi}n−1
i=0 orthonormal in L2(π) and ψ0 = 1.

• A decomposition of the vector space L(X) is a set of k ≤ n orthogonal subspaces

{Vi}k−1
i=0 whose direct sum is L(X). Formally,

L(X) = ⊕k−1
i=0 Vi.

• A set of n orthonormal vectors {ψi}n−1
i=0 in L2(π) give rise to a decomposition of

L(X) via the shorthand

L(X) = ⊕n−1
i=0 〈ψi〉
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where 〈ψi〉 denotes the span of ψi. Throughout this thesis, the short hand

L(X) = ⊕n−1
i=0 ψi will be used in its place.

• As before, the data {fi}ni=1 is a function on X and is considered fixed. The

vector f̄ is defined by the ratio of observed counts to their expectation:

f̄i =
fi
Nπi

.

Sometimes, the notation f(i) will be used to denote fi.

A spectral decomposition of L(X) produces a spectral decomposition of any real

valued function on X. For purposes of data analysis, spectral analysis of the vector

of residuals, f̄ − 1 can reveal interpretable deviations of data from a model. If L(X)

is decomposed as

L(X) = ⊕n−1
i=0 ψi,

then the resulting spectral decomposition of f̄ − 1 is

f̄ − 1 =
n−1∑

i=0

〈f̄ − 1, ψi〉L2(π) ψi.

2.2.2 Spectral Analysis for Multivariate Binary Data

Bahadur [5], [4] developed methodology for the analysis of strings of binary data.

Examples include test-score data, panel study data and ecological presence-absence

data.

Bahadur’s analysis applies to the following situation: suppose {X1, . . . , Xn} is a

vector of binary random variables with Xi independently distributed and E(Xi) = αi.

The joint density of the Xi is denoted p[1]. According to this model,

p[1](x1, . . . , xn) =
n∏

i=1

αxi

i (1 − αi)
1−xi.

Let p be any other distribution of the x. Then, with Zi = Xi−αi√
αi(1−αi)

,
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Proposition 2.2.1 (Bahadur [5]). For any n dimensional binary random vector

W = (W1, . . . ,Wn) with joint distribution p(x) where the marginal distributions of W

and X above are equal, that is, Wi
D
= Xi,

p(x) = p[1] f(x) (2.1)

where

f(x) = 1 +
∑

i<j

rijzizj +
∑

i<j<k

rijkzizjzk + . . .+ r12...nz1z2 . . . zn.

where the coefficients of the z denote m- correlations between the x.

The proposition follows from the basic fact that the functions

{ψ}ni=1 = {1, z1, . . . , zn; z12, . . . , zn; . . . ; z12...n}

are orthonormal under the distribution p[1]. As a prelude to later chapters which relate

the eigenvectors of Markov chains to statistically interpretable functions, the basis

{ψi}ni=1 is related to the eigenvectors of a natural Markov chain on the hypercube.

Proposition 2.2.2. The eigenvectors of the nearest neighbor random walk on the

hypercube of dimension n with stationary distribution p[1] are exactly {ψi}ni=1.

The proof of the proposition is a computation that uses the explicit formula for

the eigenvectors of the nearest neighbor random walk on the hypercube in Proposition

3.3 of Diaconis and Bassetti [6].

The popularity of Bahadur’s method for analyzing binary data has varied over

time. Solomon [113] uses Bahadur’s methodology to analyze test score data from a

low and high IQ group. But, on a survey of techniques to model multivariate binary

data, Cox [20] suggests that the logistic model for the random variables (Z1, . . . , Zn) ∈
{±1}n defined as

log P(Z1 = z1, Z2 = z2, . . . , Zn = zn) = α1z1+ . . . αpzpα12z1z2 . . . αp−1,pzp−1zp+ . . .−Λ

is preferable to Bahadur’s analysis [5].
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A modern application of Bahadur’s developments for example to data collected

on neural firing patterns is given in Sarmanov and Goodman [56]. These authors

provide a theoretical discussion of [5], seeing the technique as fixing an orthonormal

basis of the
(
n
k

)
k − set correlation functions of the {Xi} in which to expand p.

This is a density expansion: a joint density being expanded in terms which represent

increasingly higher order dependence between variables. Equation 2.1 represents the

density p as a sum of the joint density of {Xi} under independence, the next terms

which are pairwise correlations between the {XiXj}, then triad-wise correlations, and

so on.

2.2.3 Spectral Analysis Based on Groups

The idea of extending the classical Fourier analysis of time series to other groups and

homogeneous spaces was suggested by Hannan [61] and Yaglom [126]. The exploratory

data analysis approach taken here was developed by Diaconis [25] who showed that

standard types of data can be usefully analyzed in this way. Follow-up to this work

includes the development of a non-commutative Fast Fourier transform for efficient

computation of the spectral coefficients (see Diaconis and Rockmore [29], Rockmore

and Maslen [92]). Software for this class of problems and several examples are in

Orrison et al [99].

There are many spectral decompositions of L(X) based on groups. Diaconis [26]

develops the theory in the case where a group, G, acts on X. A common example

in statistics occurs when people are asked to rank n candidates. In this case, the set

X is the collections of permutations on n letters, and G is the symmetric group, Sn.

A decomposition of L(X) is produced by partitions, λ, of n and are denoted Vλ. In

general, the dimension of the subspaces Vλ is larger than one. The projection of the

data onto each subspace Vλ in the spectral decomposition can be explicitly computed:

Theorem 2.2.3 (Diaconis [26]). Let λ and µ be partitions of n. Let f ∈Mλ. The

orthogonal projection of f onto the isotypic subspace V µ
λ is the function

f̄µ(x) =
χµ(id)

n!

∑

π∈Sn

χµ(π)f(π−1(x))
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Diaconis [26] analyzes data from the 1980 American Psychological Association

presidential elections using this spectral decomposition and shows how it reveals a

simple structure in the data.

2.2.4 Lancaster Decompositions

Bahadur’s expansion in (2.1) is an expansion of p in a particular basis of orthogonal

functions. Lancaster [85] developed an extensive theory of the expansion of bivariate

densities using more general functions. It centers on the observation that any discrete

bivariate density p, for example an empirical distribution from counts on a two way

contingency table has an expansion in orthogonal polynomials. For a contingency

table with an R point row space, and a C point column space with row and column

marginal densities pr and pc, two sets of orthogonal polynomials (for a definition of

orthogonal polynomials, see Chapter 3 Section 3.3.2 or [70]) can be defined: {ψ(r)
i }R−1

i=0 ,

orthogonal in L2(pr) and {ψ(c)
i }C−1

i=0 , orthogonal in L2(pc). The density p can be

expanded as

p =

R−1∑

i=0

C−1∑

j=0

αi,jψ
(r)
i ψ

(c)′

j .

There are many choices of an an orthonormal basis in which to expand p. The

expansion above allows deviations of a contingency table from the independence model

to be explained in terms of sample moments of its rows and columns from the moments

of its rows and columns under this independence model. This is explained in Chapter

4 Section 4.4 in the context of modeling departures from independence in a two way

contingency table.

Lancaster [84], [85] laid the foundations for this subject through partitioning of

Pearson’s chi square: just as a density can be decomposed using orthogonal func-

tions, so can any function (for applications of orthogonal polynomials to stochastic

processes, see Griffiths [60]).

Lancaster also initiated systematic study of the decomposition of Pearson’s good-

ness of fit statistic X2 for testing observations {fi}n−1
i=0 , totaling N , on a discrete space
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to a model {πi}n−1
i=0 . The chi square statistic X2 is typically written as a sum of square

of the vector of Pearson residuals Pr, as seen in Section 2.3. It also has an expression

as a sum of squares of any orthogonal transformation Q of Pr:

X2 =

n−1∑

i=0

(fi −Nπi)
2

Nπi
= ||Pr||22 = ||Q Pr||22.

The expression of X2 as the components in the sum on the right is known as

a partition of X2, and was first suggested by Fisher [44]. He observed that for

a parametric model where π is a function of θ, the goodness of fit statistic, X2,

can be decomposed as a term involving the difference between π and the estimate

of π, π̂, through the maximum likelihood estimate of θ̂. Lancaster formalized this

idea in [84] and, influenced by Irwin [69], suggested other partitions such as the

Helmert decomposition. Chapters 3, 4 and 5 are extensions of this work. Lancaster’s

contributions to bivariate densities and the chi square distribution are compiled in

[85], and historical survey of work on the subject can be found in [109].

2.3 Goodness of Fit Tests

The focus of subsequent chapters in this thesis is using Markov chains to find in-

terpretable low dimensional summaries of data. The technique is presented as an

exploratory procedure for explaining lack of fit of data to a particular parametric

model through an orthogonal decomposition of Pearson’s chi square statistic. Many

other functions could have been chosen for this purpose. Pearson’s statistic is used for

several reasons. One, historical precedent, is described above. Pearson’s chi square

statistic is also one of the simplest and widely used goodness of fit test statistics,

and has some optimality properties. In addition, the test statistic has a convenient

asymptotic distribution theory with adjusted degrees of freedom for parameters esti-

mated.

Two fundamental optimality properties of the Pearson chi square test described

below are that it is admissible and asymptotically maximin. However, like all omnibus

tests, its power it limited. This is also described later in the section: for example, no
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test can achieve good power against a set of alternatives that are either in a space of

moderate dimension or close to the null distribution (Theorems 14.6.1 and 14.6.2 of

[87]). This means that in many situations, the Pearson chi square statistic will not

detect departures of data from the null distribution.

The main competitor to the chi square test of goodness of fit is the likelihood

ratio test statistic. In the case of a two way contingency table, it is also known as G2

and has a simple form (see [1] Chapter 4). The comparative quality of the chi square

approximation to X2 and G2 varies according to the sparseness of the table, and its

size relative to the total number of samples (see [1] and references therein).

2.3.1 Pearson’s Chi Square Test

Pearson [102] introduced the chi square goodness of fit test slightly more than a

century ago. It is a statistical test that data f (a total of N observations) supported

on a finite set of n points, X, enumerated {0, 1, . . . , n − 1} is a sample from π, a

distribution on X. The familiar chi square statistic is denoted X2 and given by the

formula

X2 =

n−1∑

i=0

(fi − Ei)
2

Ei

where fi is the number of data points observed in the ith category and Ei is the

number of expected points under the null distribution π.

Weldon’s dice data is used to illustrate Pearson’s chi square test numerically. The

data was recorded in 1894 and is comprised of 26, 306 repetitions of the following

experiment: 12 dice were simultaneously thrown, and the number of times ‘5’ or ‘6’

appears was recorded. Each trial is a number between 0 and 12 so the data is count

data on the points {0, 1, . . . , 12}. A first guess at a model for the data is that the

number of ‘5’ or ‘6’ should be binomial with parameters 12 and 1
3
.

This model does not fit well: Table 3.1 displays the data, the expected counts

under the binomial model, and the Pearson residuals:

For Weldon’s data, X2 = 41.3 on 12 degrees of freedom. Good [55] discusses
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0 1 2 3 4 5 6 7 8 9 10 11 12

f(i) 185 1149 3265 5475 6114 5194 3067 1331 403 105 14 4 0

Ei 202 1216 3345 5575 6272 5018 2927 1254 392 87 13 1.0 0

Res. -1.2 -1.9 -1.4 -1.3 -2.0 2.5 2.6 2.2 0.6 1.9 .3 2.6 -.2

Table 2.1: Weldon’s dice data, expected counts and Pearson residuals under the
Binomial(12, 1

3
) model

the calculation of degrees of freedom, used to compute the level of the test based on

Pearson’s X2 statistic.

Almost every one of the Pearson residuals in Table 3.1 is larger than expected

under the null hypothesis. However, no single residual is especially large. Ideally, a

method to summarize how the residuals indicate lack of fit would be available.

Summarizing residuals for models on discrete data has not seen extensive develop-

ment compared to models for continuous data. Pregibon [105], [71] presents graphical

techniques for assessing lack of fit in logistic regression. Three main techniques are

suggested, all of which attempt to summarize residuals in order to detect outliers,

rather than directly visualizing residuals. One method is to cluster data and plot

how the overall lack of fit of the model (the cumulative deviance) changes as a func-

tion of cluster size. The second two methods are closely related to standard regression

diagnostics. One method checks distributional assumptions on the errors from logistic

regression using bootstrap methods, and another is a method for plotting predictors

in the logistic regression against the error distribution of the residuals.

Another graphical method for analyzing discrete data is Hoaglin’s “Poissonness

Plot” [63] (and its analogue for the binomial distribution) is a graphical summary

of goodness of fit for discrete, one parameter models. A main purpose of the three

following chapters is to propose graphical and numerical methods for summarizing

the lack of fit using residuals based on analysis of the total X2 that takes account of

the underlying structure of the data.
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2.3.2 Projection View of X2

The size of X2 can be used for statistical testing of the null hypothesis π. As will

become clear, the value X2 is the sum of spectral coefficients in the space L2(π),

each component having an expected size of 1 under the null hypothesis. X2 can be

expressed as

X2 = N

n−1∑

i=0

( fi

N
− πi)

2

πi
= N

n∑

i=1

πi(f̄i − 1)2,

where

f̄i =
fi
Nπi

.

This expression gives X2 as a vector norm in the Hilbert space L2(π):

X2 = N ||f̄ − 1||L2(π).

For any choice of basis {ψi}n−1
i=0 of the space R

n, the vector f̄ − 1 has a decompo-

sition into components. This intuitive idea is expressed mathematically as

f̄ − 1 =
n−1∑

i=0

〈f̄ − 1, ψi〉L2(π) ψi (2.2)

which is elementary and rigorously justified by the fact noted earlier that the inner

product 〈·, ·〉L2(π) makes L2(π) into a Hilbert space.

The relation of spectral decompositions to the Pearson chi square test is through

Parseval’s theorem, stating that

||f ||22 =
n−1∑

i=0

|f̂(i)|2.
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Applied to X2, the theorem says that

X2 = N

n−1∑

i=0

|〈f̄ − 1, ψi〉L2(π)|2 (2.3)

The terms in Equation 2.3 are called the components in a decomposition of X2

and as earlier described, have been analyzed classically (see section 2.2). Any choice

of the {ψi}ni=0 are possible, but one that sets ψ0 to be the constant vector, denoted

ψ0 = 1 is convenient and used systematically throughout this thesis. In this case, if

the data f is a random sample from π, each term in the above sum is asymptotically

distributed as a χ2 random variable and the variables are independent. This is stated

rigorously in Chapter 8.

The components in the sum of the right hand side of Equation 2.3 are norms of

projections of f̄ − 1. Formal projection operators {Pi}n−1
i=0 that produce the decom-

position in (2.2) can be defined as follows:

Pi(·) = 〈ψi, ·〉L2(π)ψi.

If the {ψi}ni=0 are orthonormal in L2(π), then the Pi have useful (and obvious)

properties. They are stated formally as Cochran’s theorem:

Proposition 2.3.1 (a part of Algebraic form of Chochran’s theorem adapted

from Wichura [123]). If {Pi}ni=1 and {ψi}ni=1 are as above, then P1, . . . Pk, k ≤ n

are self-adjoint, linear transformations of L(X) into L(X).

The following are equivalent:

1. each Pi is idempotent

2. PiPj = 0 for i 6= j

Inferential results for assessing the significance of the random variables Pi(f̄ −
1) = 〈ψi, f̄ − 1〉L2(π)ψi if {Pi} are chosen uniformly at random or if the data are

a sample from π are available. This adds precision to the idea of an informative

spectral decomposition and is discussed in Chapter 8. The values of Pi(f̄ − 1) =

〈ψi, f̄ − 1〉L2(π)ψi are important in the classical theory of goodness of fit testing.
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2.3.3 Optimality Properties of the Pearson X2 Test

The main focus of this thesis is exploratory data analysis. However, the procedures

described here also give decompositions of the chi square goodness of fit statistic. The

chi square test has had extensive theoretical development under classical sampling

assumptions. Some of this illuminates the data analytic applications.

One justification for the widespread use of the chi square test is an asymptotic

maximin optimality property. Informally: if the data could have any other distribu-

tion than the null, asymptotically, any test other than the one that rejects when

X2 > cα

would have smaller power against one such alternative. Below, this is described

with more rigor by closely following Lehman and Romano [87].

For two distribution (density) functions F (f) and G (g) on n discrete points, let

d(F,G) = supx|F (x) −G(x)|

be the usual Kolmogorov-Smirnov distance between F and G. For the purposes of

explaining the admissibility of the chi square test, suppose a goodness of fit test is

performed testing that data follow a distribution with cumulative distribution func-

tion F . Fix ε > 0 and let H̄0 = {G : d(F,G) < ε} and H̄1 = {G : d(F,G) > ε}.
In this context, recall the following definition of admissibility adapted from [18]. The

dependence of H̄ on ε is suppressed in the following notation:

Definition 2.3.2. A level α test φ0 of F ∈ H̄0 versus the alternative F ∈ H̄1 is

admissible if for any other level α test φ,

EGφ(X) ≥ EGφ0(X) for all G ∈ H̄1

and

EGφ(X) ≤ EGφ0(X) for all G ∈ H̄0
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imply

EGφ(X) = EGφ0(X) for all G ∈ H̄0 ∪ H̄1.

The definition of admissibility applies to tests of finite samples of data. To make

the definition concrete, take φ0 to be Pearson’s chi square test and F to be the

binomial model with parameters 12 and 1
3
. Fix some ε. Together, ε and F determine

sets H̄0, the set of distributions on {0, 1, . . . , 12} whose Kolmogorov-Smirnov distance

to the binomial model with parameters 12 and 1
3

is less than ε and H̄1, the set of

distributions whose Kolmogorov-Smirnov distance from it is greater than ε. Pearson’s

chi square test is admissible if for any other test φ whose level is no more than the

Pearson test for distributions in H̄0, those close to the binomial model with parameters

12 and 1
3
, φ never has at least as good power for all alternatives in H̄1 and strictly

better power against a particular alternative.

The following theorem of Cohen and Sackrowitz [18] says in many situations Pear-

son’s chi square test is admissible. A special case is detailed below:

Theorem 2.3.3 (Special case of Theorem 2.1 of [18]). Let F be a multinomial

distribution on n points specified by the density π. Fix some ε satisfying 0 < ε <

mini
πi

2
. Then the X2 test is admissible for testing G ∈ H̄0 versus G ∈ H̄1.

The admissibility of the chi square test is a finite sample property: there is no

other test that always performs better. This just says that the test is not obviously

bad. In asymptotic analysis, the chi square test has a positive property: it maximizes

the minimum power of all level alpha tests. The formal statement of the maximin

property of the Pearson chi square test is describe next, following the treatment in

[87]2.

To set notation, the null distribution has support on n points and is denoted as π.

If n is fixed, as the sample, whose size is N , grows larger, the chi square test should

be able to detect smaller and smaller departures from a fixed null distribution. If

the set of alternatives is outside a ball (in the chi square metric) that shrinks with

2The result is proved from scratch in [87] with no original reference located. Neuhaus [95] gives
a survey of asymptotic theory of goodness of fit tests when parameters are present. Hoeffding [64]
gives some conditions under which the likelihood ratio test has better power than the chi square
test.
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N at rate order 1√
N

, the chi square test can achieve non-trivial power simultaneously

against these alternatives. This is the first part of Theorem 2.3.4 below.

The second part of the theorem says that over this set of alternatives Ω′
N shrinking

to π (made rigorous below) as N tends to infinity, the lowest power the chi square

test has against one alternative will actually be higher than the lowest power of any

other candidate test sequence against one alternative in Ω′
N , provided the level of any

candidate test sequence approaches α. This is described formally: first, a sequence

of tests {φN} whose level has a limit, α, as N tends to infinity is fixed. The infimum

of the power of each φN against all alternatives in Ω′
N is taken. Say this value is

ι(φN); then, sup over all M ≥ N of ι(φN) is taken and finally the limit as N tends to

infinity computed. Theorem 2.3.4 says that this value is no larger than the limit of

the minimum power on Ω′
N of the chi square test.

Theorem 2.3.4 (Theorem 14.3.2 of [87], notation and wording slightly dif-

ferent). Let π be a probability with support in the interior of the n − 1 dimensional

simplex, ∆n. Fix a vector, h, of length n with 〈h, 1〉 = 0. For N sufficiently large,

π + h√
N

∈ ∆n. Let Eπ+ h√
N

denote the expectation with respect to this distribution.

For testing the multinomial model π ∈ ∆n with N total observations, let φ∗
N be

Pearson’s chi-squared test which rejects when X2 is larger than the 1 − α quantile of

the χ2 distribution with n − 1 degrees of freedom denoted cn−1,α. That is, φ∗ rejects

when

n−1∑

i=0

(Yi −Nπi)
2

Nπi
> cn−1,α.

Then φ∗ has the property that

lim supN inf h{Eπ+ h√
N

(φ∗
N) :

n−1∑

i=0

h2
i

πi
≥ b2, π +

h√
N

∈ Ω′
N} = P(χ2

n−1(b
2) > cn−1,α).

The left hand side is less than or equal to the right hand side when φ∗
N is replaced

by φN , any other test sequence satisfying
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lim Eπ(φN) → α as N → ∞.

Above, χ2
n−1(b) denotes the non-central chi square distribution on n − 1 degrees of

freedom with non centrality parameter b.

For finite N , the definition of the rejection region of φ∗
N does not ensure it is a level

alpha test, just that it approaches a level alpha test as N → ∞. Then, asymptotically,

given a set of alternatives that are shrinking toward the true parameter π, no test

can have better power than the Pearson chi-squared against all alternatives.

Despite the asymptotic maximin property of the chi square test, it cannot have

power against every alternative. Its power decreases toward the level of the test as

the closest alternative distribution, π′
N to π shrinks to π in the sup norm. Theorem

2.3.4 gives the rate of the decay of the power of the X2 test asymptotically in terms

of the chi square distance between π and π′
N and the total number of points in the

sample N . If the distance between π and π′
N shrinks at a rate slower than order

O( 1√
N

) then the test will have high power, if the rate is faster, the test will have no

power, and if the rate is of order O( 1√
N

), the test has constant power.

Even if the rate is of order O( 1√
N

), if the dimension of the space of alternatives

grows too quickly with N , the power will go to zero. When π is the uniform distri-

bution, Lehman and Romano [87] show that the chi square test can still have power

if the size of the support of the distribution nN grows with N as N
1
4 (Lemma 14.3.1

of [87]). This rate is not optimal (see references in [87] after Lemma 14.3.1).

In a large dimensional parameter space, the chi square test may have poor power

in finite samples. The worst power will result from testing alternatives that lie in a

space whose dimension is that of π. By parameterizing a set of alternatives to be in

a lower dimensional subspace, better power can be achieved. Neyman’s smooth tests

are one class of models that can do this. They are related to inference using spectral

decompositions.
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2.3.4 Neyman Smooth Tests

The idea of the Neyman test [96] is that by parameterizing a low dimensional alterna-

tive hypothesis space, a test with good power against all of alternatives (of sufficient

distance from the null hypothesis) can be found. The parametric family of alterna-

tives are formulated by specifying a basis of functions orthonormal in L2(π). These

functions can also be thought of as a spectral decomposition.

The relationship between Neyman smooth tests and spectral analysis is explained

in the case that the null hypothesis is the uniform distribution on n discrete points

(for the general case, see 14.4 of [87]). Take pθ to be a density on X, a discrete space

of n points. To keep with usual notation for Neyman tests, {Tj}nj=1 denotes a basis of

orthonormal functions on X. {Tj}kj=1, k ≤ n can be used to generate an exponential

family indexed by a k dimensional vector θ = (θ1, . . . , θk):

pθ(x) = Ck(θ)e
Pk

j=1 θj〈Tj ,X〉. (2.4)

Where Ck(θ) is a normalizing constant. Under the null hypothesis, theta = 0. An

alternative specifies that θ 6= 0. Neyman’s smooth test is the likelihood ratio test of

these hypotheses. A simple computation shows that the test rejects the hypothesis

that θ = 0 for large values of
∑k

j=1〈Tj, f〉2.
Neyman’s smooth test is asymptotically maximin under the model (2.4). With

the same notation as in Theorem 2.3.4,

Theorem 2.3.5 (Theorem 14.4.1 of [87]). Neyman’s smooth test φ∗
N [of the hy-

pothesis that θ = 0 versus θ 6= 0] is asymptotically maximin in the sense that, for any

0 ≤ b ≤ B ≤ ∞,

lim supN infh{EhN− 1
2
(φN) : b ≤ |h| ≤ B} → P (χ2

k(b
2) ≥ ck,1−α).

Thus, for any 0 < b < B <∞, φ∗
n maximizes

lim supN infh{Ehn− 1
2
(φN) : b ≤ |h| ≤ B}
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among all tests with asymptotic level α.

There is a relationship between Neyman’s smooth tests and spectral analysis with

Markov chains. To explain the connection, assume a null model, the uniform distribu-

tion on the points {1, . . . , n} is being tested. If k = 1, the test statistic for Neyman’s

smooth test is exactly the norm of the projection of the residuals onto the first eigen-

vector of a Markov chain with first eigenvector T1. For general k, the test statistic

for Neyman’s smooth test is exactly the following: take a Markov chain whose first k

eigenvectors are T1, T2, . . . , Tk and sum the norms of the projections of residuals onto

these first k eigenvectors.

If a particular Markov chain with uniform stationary distribution is fixed, a formal

statistical test that the data comes from a uniform distribution can be performed by

comparing the sum of the first k components in this fixed spectral decomposition to

the level of the Neyman smooth test described above.

2.3.5 Limits on Power

The previous example relates exploratory spectral analysis to formal testing proce-

dures. A multiple testing situation is entered to maintain an appropriate level for

the test. A crude solution is to use the Bonferroni inequality. As is well known,

applications of Bonferroni inequalities typically lead to tests with decreased power.

This raises a question of whether a test with good power can be found.

Janssen [72] shows that it is not be possible to find a test with global power

properties, even in an alternative parameter space whose dimensional is moderate,

for example, 12. The explanation of Janssen’s results below follow the account in

[87], supplemented with some concrete numerical examples.

Theorem 2.3.6 (paraphrased 14.6.2 of [87]). Let X1, . . .XN be i.i.d. according to

the density (2.4). For testing θ = 0 versus θ 6= 0, take φN = φN(X1, . . . , XN) to be

any level α test. Fix two real numbers ε > 0 and H > 0, and set k > D where

D = 1 +
1

ε
α(1 − α)(eH

2 − 1).
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Then,

lim sup N

k∑

i=1

(

sup |E
teiN

− 1
2
(φN) − α| : |t| ≤ H|

)2

≤ α(1 − α)(eH
2 − 1),

and there exists a subspace V of R
k of dimension d with d ≤ D such that

sup h{|EhN− 1
2
(φN) − α| : h ∈ V ⊥, |h| ≤ H} ≤ ε.

This theorem says that after an orthonormal basis for expanding the density (2.4)

is fixed, no test can have good power against all alternatives in a space of dimension

k when the order of the coefficients in the exponent of (2.4) is order 1√
N

. Practical

applications of Theorem 2.3.6 are simple because the bound on the dimension of the

space where any test can have power is a function of the level of the test, α, the norm

of θ and ε, the difference between the highest power of the test and α outside of a d

dimensional space. Below, D is calculated for ε = 1
c
α, α = .05, c = 2 and H = 1. In

this case,

D = 1 + c(1 − α)(eH
2 − 1) = 4.26.

When α = .05, c = 2, and H = 4,

D = 1 + c(1 − α)(eH
2 − 1) = 102.83

If the dimension of the alternative space is larger than D, and H = 1 as in the

first computation, then as N → ∞, the first part of the theorem says no test can have

power greater than 3α on any alternative where the largest θi = 1√
N

. The second part

of the theorem says that the power of any test is no more than α(1+ 1
c
) on a space of

size k − dDe. For Weldon’s data, k is 12 so k − dDe = 7. This means that for fixed

N and test φN , there is some subset of a basis set {T ′
i}7
i=1 ⊂ {T ′

i}12
i=1 for (2.4) with

corresponding parameters {θ′i}12
i=1 so that φN will essentially have no power to detect

any alternative where one of θ′j ∈ {θ′i}7
i=1 equals 1√

N
.
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This finding is strong and could mean that the power lost from a coordinate-wise

multiple testing procedure on θ would not be too bad. One such test could be to first

estimate each θi by setting

θ̂i = 〈ψi, f̄ − 1〉L2(π0).

For each i, a level α = .05 test of

θi = 0 vs θi = θ̂i

with power against θi = 1√
N

can be obtained using the usual likelihood ratio test

theory. For Weldon’s dice data, the composite level alpha test that rejects θ = 0 when

any single 〈ψi, f̄ − 1〉2L2(π0)
≥ cα will do so when cα = 8.2. In contrast, for a single i,

the test that rejects when 〈ψi, f̄ −1〉2L2(π0)
≥ 3.8 level α = .05. However, the test with

composite level alpha will have power against a larger dimensional parameter space.

The size of the alternative parameter space in most modern statistical problems,

and even Weldon’s data, is moderate or large. In this situation, Jansenn’s theorem

says good power cannot be achieved unless this parameter space can somehow be

restricted, perhaps with auxiliary knowledge. In many applications, such a restriction

is not possible. This gives exploratory analysis a potentially more important role.

One example of this role is that exploratory procedures can use data to guess at the

right alternative hypothesis. A modern exploratory tool related to spectral analysis

is described in the next section.

2.4 Correspondence Analysis

This section gives a brief overview of a modern method related to spectral analysis

with Markov chains: simple correspondence analysis. The simplest example of corre-

spondence analysis is its application to data taking value on a two dimensional table.

This could be count data such as a two way contingency table (for an application in

ecology, see [117]) or an array of multivariate observations such as microarray data

comprised of data on a grid whose rows are particular genes and columns are points

in the cell cycle. In this case, take as an example the data matrix which in the (i, j)
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cell is a measurement of the intensity of the expression of the ith gene at the jth point

in the cell cycle. See Holmes et al [15] and Fellenberg et al [74] for the application of

correspondence analysis to real data.

Correspondence analysis produces a graphical and numerical summary of asso-

ciations between I rows and J columns of grid data, denoted F ; in this example,

between gene expression levels and time points in the cell cycle. If there were no

relationship between gene expressions and points in the cell cycle, the columns of the

matrix F would, up to measurement error, be proportional to each other. Correspon-

dence analysis is one way to summarize departures from strict proportionality of the

columns of data on a grid (or equivalently, departures from proportionality of the

rows).

Numerically, correspondence analysis is based on performing a singular value de-

composition of a renormalized data matrix M defined below. For more rigor in the

description of correspondence analysis, see Chapter 6. The matrix M is formed from

F (the data matrix assumed to have non negative components which sum to N) by

computing the vector πc which in the jth component, records the proportion of the

data F in the jth column. Analogously, the vector πr is formed where the ith com-

ponent records the proportion of the data in the ith row. The matrix F̄ is defined

component wise as

F̄ (i, j) =
F (i, j)

Nπr(i)πc(j)
.

Defining diagonal matrices Πc = diag(πc) and Πr = diag(πr), the renormalized

data matrix M is defined as

M = Π
1
2
r

(
F̄ − 1I1

T
J

)
Π

1
2
c

where 1I represents a column vector of I ones. Correspondence analysis uses the

singular value decomposition of M ,

M = UDV T ,
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to provide low dimensional summaries of the data. Intuitively (and formally in

the Frobenius norm), the best rank one approximation to M is the matrix

d1u1v
T
1

where d1 is the first singular value and u1 and v1 are the first column vectors of the

matrices U and V respectively. The best rank two approximation to M is

d1u1v
T
1 + d2u2v

T
2

where d2 is the second singular value and u2 and v2 are the second column vectors

of U and V .

A standard plot generated by correspondence analysis represents the vectors u1,

v1, u2, v2 in a standard x−y plot in R
2 with I points representing the vectors (u1, u2)

and J points representing the vectors (v1, v2). The distance of particular coordinates,

for example, (u1(1), u2(1)) to the origin can be used to interpret the deviation of the

first row in the table (the vector of measurements of the first gene at different points

in the cell cycle) from what would be expected if the columns of the table were all

proportional (the proportion of expressed genes did not vary at different points in the

cell cycle). A detailed explanation of graphics used in correspondence analysis and

their interpretation is described in Chapter 5 Section 5.5 using an example of data

on a contingency table for illustration.

Correspondence analysis is actually a special case of spectral analysis with Markov

chains. This is described rigorously in Chapter 6 Section 6.1.1. Briefly, the row vectors

of the matrices U and V in the singular value decomposition of M are actually the

eigenvectors of a Markov chain that, given data F , provide in a precise sense, the

spectral decomposition giving the “simplest” summary of the deviations of the data

F from what would be expected under the assumption that its rows (respectively, the

columns) were proportional.

Escofier [38] and Benzecri [8] are generally credited with the modern development

of correspondence analysis although its conceptual history can be traced to Fisher (see

[122]). Greenacre [58] gives a comprehensive treatment of correspondence analysis in
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the English language. Holmes [65] and Escoufier and Holmes [39] have put correspon-

dence analysis in the context of multivariate statistical methods, Kernel methods and

log-linear models, respectively. Because of this rich development of correspondence

analysis, the equivalence between correspondence analysis and spectral analysis with

Markov chains can be used to inform the development of new special cases of the

latter for data analysis. Preliminary work in this direction is suggested in Chapter 6

Sections 6.1 and 6.2.3. The afterword compares spectral analysis with Markov chains

to regression and kernel methods.



Chapter 3

Spectral Analysis for One

Dimensional Data

Spectral Analysis with Markov chains can reveal striking and intuitive summaries

of even simple data. This chapter considers a famous data set called Weldon’s dice

data. It is a record of the total number of ‘5’ or ‘6’ that appear when a set of 12

dice are simultaneously thrown hence count data on the points {0, 1, . . . , 12}. Data

that have a natural monotonic order such as Weldon’s dice data can be considered as

one dimensional. Other examples are time series, one dimensional spatial measure-

ments or histograms. A variety of spectral analysis for one dimensional discrete data

which can be applied to the dice data is developed below. The first section of the

chapter develops the mathematical framework for spectral decompositions of data on

a discrete space. Using this framework, Weldon’s dice data is analyzed using several

Markov chains. The chains are classified into two categories. The first are called local

chains which can only move between successive points i and i ± 1 in one step. The

second class of chains are called global chains, and can move between any two states

in the space in one step.

35
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3.1 Weldon’s Dice Data

Weldon was a marine zoologist who collaborated with Karl Pearson in England. Early

in Pearson’s career, in 1894, Weldon gathered a data set comprised of 26, 306 trials

of the following experiment: 12 dice are thrown simultaneously and the total number

of ‘5’ or ‘6’s that appear is recorded for each trial1. Thus, the data is a discrete

distribution on 13 points.

Weldon’s Dice Data

0 1 2 3 4 5 6 7 8 9 10 11 12

185 1149 3265 5475 6114 5194 3067 1331 403 105 14 4 0

A sensible guess is that Weldon’s data comes from a binomial distribution with

parameter p = 1
3
, the probability of seeing a 5 or 6. Pearson’s chi square test may be

used to test goodness of fit of the data to this model. The chi square approximation

to Pearson’s chi square test is inaccurate when cell counts are small, and the number

of recorded successes of Weldon’s dice data in the set {10, 11, 12} are {14, 4, 0}. When

computing Pearson’s chi square test for Weldon’s data, Fisher analyzed the data by

grouping the last three observations. Since that time, it is customary to aggregate

the trials in which 10, 11 or 12 successes occurred into one category. The X 2 statistic

in this case is 35.1 on 10 degrees of freedom so the null hypothesis that the data are

binomial observations is rejected since P(χ2
10 ≥ 35.1) = .0001. For reference, the chi

square statistic for the data without grouping cells is X2 = 41.3 on 12 degrees of

freedom.

Standard residual analysis for these discrete data is displayed below: the rows

are respectively, the data, the expected number of counts in each cell under the null

model and the Pearson residuals for this model:

1Weldon collected the data prior to 1900 when Pearson’s chi square goodness of fit test was
introduced, and did so in order to empirically explore goodness of fit of data from an asymmetric
distribution. After the introduction of the X2 statistic, the data was analyzed by both Pearson
and Fisher using the chi square goodness of fit test. A recent survey of the data and analysis that
has been performed on it is given in [110] and in [80], where the data’s history is recounted. As
mentioned, the data is referred to in the literature as Weldon’s dice data, although Weldon himself
did not perform all of the experiments to generate it; a large fraction of it was collected by one of
his trusted clerks. For a complete history, see [101].
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0 1 2 3 4 5 6 7 8 9 10 11 12

Data 185 1149 3265 5475 6114 5194 3067 1331 403 105 14 4 0

Exp. 202 1216 3345 5575 6272 5018 2927 1254 392 87 13 1.0 0

Res. -1.2 -1.9 -1.4 -1.3 -2.0 2.5 2.6 2.2 0.6 1.9 .3 2.6 -.2

Table 3.1: Weldon’s dice data, expected counts and Pearson residuals under the
Binomial(12, 1

3
) model

Treated individually, the Pearson residuals do not indicate a particular lack of fit:

under the null model, each residual will be distributed normally with variance slightly

smaller than 1. This is made precise in Chapter 8. As a quick calculation, one expects

the maximum of n independent normals to be roughly
√

2 logn. With n = 13, this

is 2.26. The maximum of these residuals is 2.6, slightly higher than expected, but

nothing striking.

This calculation is generous because of the large X2 statistic; there is already

information that the null model does not hold. Under this situation, there is no

reason to suspect the joint distribution of the Pearson residuals to be standard normal.

Indeed, conditional on the total X2 statistic, if a basis in which to view the residuals

is chosen randomly, the maximum residual will be larger than what what is seen for

the Pearson residuals more than 85% of the time, a consequence of Propostion 8.2.2

in Chapter 8.

While the size of the Pearson residuals are not informative, there is a pattern in

the signs of the residuals: the residuals are all negative until the observation of 5

successes, after which all of the residuals are positive. This sign pattern is unlikely

unless it reveals structure, for example that another model holds which specifies that

a higher probability of ‘5′ or ‘6′ appearing than predicted under the null model. This

observation is picked up by the techniques used to analyze the dice data developed

later.

The lack of information provided by the Pearson’s residuals motivates alternative

analyses of the residual vector: it is known that the data deviate from the model, so

a goal is to find a low dimensional summary of this deviation. To do this, exploratory

analysis is performed to look for a decomposition of the space of functions on the
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points X = {0, 1 . . . , 12} via a vector space decomposition of a 13 dimensional space.

Since Weldon’s data is a function or vector on X, it can be decomposed in such a

basis. Given a particular data set, the goal of the spectral analysis described below is

to find a decomposition so that the data are well summarized by a low dimensional

projection. The next section makes this precise.

3.2 Spectral Analysis

Spectral analysis refers to the decomposition of a function space by an operator. In

statistics, the data f are counts on X and hence viewed as a fixed function on X.

The set of functions on X, a function space, is denoted L(X). Therefore, the data f

is an element of L(X). Since X is a discrete space, it is conceptually simple to think

of L(X) as a vector space.

If M is the transition matrix of a π reversible Markov chain on X, it is an operator

on L(X). The matrix M is an operator on L(X) because it takes functions on X

to functions on X. This can be seen from a probabilistic perspective: suppose a

random variable Z represents the position of a particle on X. Formally, this can be

represented by specifying that Z takes value on the set Ω of binary n-tuples with

exactly one coordinate equal to one,

Ω = {(δ0,j, δ1,j , . . . , δn−1,j)}n−1
j=0 .

If p0 is a probability distribution on X, it can be interpreted as a distribution for the

random variable Z at a fixed time:

P((δ0,j, δ1,j, . . . , δn−1,j)) = p0(i).

If the probability of the particle Z moving from i to j in X is given by the transition

matrix of a Markov chain, M(i, j), the distribution of Z after one step of the chain

can be found by multiplying p0 by the matrix M and is given by the vector Mp0,

another probability distribution on X.

This shows that M is an operator that takes functions on X to functions on X.
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Because M is an operator on L(X), is induces a spectral decomposition of L(X). The

idea is that it may be useful to view data or residuals in the basis of eigenfunctions

of M . To develop the methodology for spectral decompositions of residuals from an

independence model induced by π reversible Markov chains, the following notation

and basic concepts of Markov chains are used (for more extensive background see

[25]). Below is a summary of notation used in this chapter:

• L(X) is the space of real valued functions on X which can be viewed as an n

dimensional vector space.

• With π a probability on X, make L(X) into a Hilbert space with the inner

product 〈·, ·〉L2(π) defined in the following way. If f, g ∈ L(X), the inner product

〈f, g〉L2(π) =
∑n

i=1 f(i)g(i)π(i). Let Π = diag(π) denote the n × n diagonal

matrix with the kth diagonal entry equal to π(k).

• If M is a π reversible Markov chain, so π(x)M(x, y) = π(y)M(y, x), then M

has n real eigenvalues λ0 = 1 ≥ λ1, . . . ,≥ λn−1 ≥ −1 and n corresponding

eigenvectors, with {ψi}n−1
i=0 orthonormal in L2(π) and ψ0 = 1. Thus, M operates

on L(X) and is a self adjoint contraction in L2(π).

• If {ψi}n−1
i=0 are the eigenvectors of a Markov chain, the induce decomposition of

the vector space L(X). Formally

L(X) = ⊕n−1
i=0 〈ψi〉

where 〈ψi〉 denotes the span of ψi. In all of the examples in this thesis, these

decompositions will be called spectral decompositions, and the shorthand

L(X) = ⊕n−1
i=0 ψi

will be used.

A spectral decomposition of L(X) produces a spectral decomposition of any real

valued function on X. For purposes of data analysis, spectral analysis of the vector of
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residuals, f̄−1 is of interest because the analysis can reveal interpretable discrepancies

of data from a model. If

L(X) = ⊕n−1
i=0 ψi,

then

f̄ − 1 =
n−1∑

i=0

〈f̄ − 1, ψi〉L2(π) ψi.

The right hand side of the above equation is represents f̄ − 1 in a new basis: the

basis of the {ψi} and expresses f̄ − 1 as a linear combination of its projections onto

these basis elements. A spectral decomposition with a few of the projections of the

residuals onto {ψi}n−1
i=0 , that is, a few of the {〈f̄ − 1, ψi〉L2(π)}n−1

i=0 , are comparatively

large, and the rest are small, means that the residuals fall in the direction of a few of

the {ψi}n−1
i=0 . This will usually be a useful spectral decomposition for data analysis.

Another useful spectral decomposition is one in which the projections {〈f̄−1, ψi〉L2(π)}
have an intuitive interpretation. The rest of the chapter describes this in more detail.

The methods developed in this chapter are applicable to any set of one dimen-

sional data. Throughout, Weldon’s dice data are used to illustrate the techniques.

For Weldon’s data, the number of observations is N = 26, 306, and the kth component

of the data vector f represents the number of times k ‘5′ or ‘6′ were recorded in simul-

taneous role of a total of 12 dice. Since f takes value on the set X = {0, 1, . . . , 12},
n = 13.

The original guess at the model for f is that it follows the binomial distribution

with parameters 12 and 1
3

denoted π:

π(k) =

(
12

k

)(
1

3

)k (
2

3

)12−k
.

The distribution π is a special case of the more general binomial model πp with

underlying parameter p ∈ (0, 1) which will be useful later:

πp(k) =

(
12

k

)

pk(1 − p)12−k. (3.1)
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The first is spectral decompositions from nearest neighbor π reversible Markov

chains. Viewing {0, 1, . . . 12} as ordered categories gives a graph structure on X. The

graph G is simply the one on X where i and j have an edge just when |i − j| ≤ 1.

It turns out [79] that any Markov chain consistent with this graph structure and no

strict subgraph (birth and death chains) is automatically reversible.

One local chain is the modified Ehrenfest urn chain, whose eigenvectors are known

explicitly to be the Krawtchouk polynomials, mutually orthogonal with respect to

the binomial distribution and given in Equation 3.3 below (for a review of orthogonal

polynomials, see [70]). Section 3.3.3 shows that the components in the decomposition

of residuals with Krawtchouk polynomials are deviations of sample moments from

those predicted by the model. Applied to Weldon’s dice data, this analysis shows

how the deviations of observations are well summarized by a bias in the probability

of rolling a ‘5′ or ‘6′.

Another set of local chains giving rise to spectral decompositions are chains ob-

tained by performing the Metropolis algorithm on any (not necessarily π reversible)

local chain. Briefly, the Metropolis algorithm transforms any local Markov chain on

G to a π reversible local chain (see Definition 3.5.1 or [30] for an extensive discussion).

The second class of decompositions arise from local Markov chains on X which

do not depend on the distribution π. An example is the simple random walk on the

path. Three other such chains will also be used. Because, in general, the chains are

reversible with respect to a stationary distribution different than π, their eigenvectors

are not orthonormal in L2(π). However, the matrix of eigenvectors can be normalized

to produce a set which are orthonormal in L2(π) by multiplication by a positive

diagonal matrix. That is, if Ψ is a matrix whose rows are orthonormal in L2(σ), if

Λ and Π are diagonal matrice with (i, i) entry equal to σi and πi respectively, then

ΨΛ− 1
2 Π− 1

2 has row vectors orthonormal in L2(π). Decompositions from these vectors

can be used for any one dimensional data and any model for the data because they

are easy to modify (a new singular value decomposition is not required).

The third group of Markov chains considered are π reversible and have positive

transition probabilities between any two states. Attention is restricted to a class of
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chains called Metropolized independent sampling chains. These chains have been ex-

plicitly diagonalized by Jun Liu [88], and his results are used in this thesis to show the

equivalence between the spectral decomposition they induce and a classical decom-

position of Pearson’s chi square statistic from Helmert matrices due to Irwin [69] and

Lancaster [84]. In addition to this result, Proposition 3.5.5 makes Lancaster’s inter-

pretation of the components of the spectral decomposition of residuals as sequential

binomial goodness of fit tests precise.

The focus of the decompositions discussed next is on exploratory analysis. Thus,

no choice per se must be made about which is the “right” decomposition to perform.

3.3 Decompositions from π Reversible

“Local” Markov Chains

This section investigates the spectral decompositions of residuals in the basis of three

π reversible local chains. This analysis was briefly treated in the introduction and is

presented again here in detail. The three chains are as follows:

1. The modified Ehrenfest urn chain2. It is well known that this chain has the

Krawtchouk polynomials as eigenvectors. This is appealing because there is a

closed form expression for the decomposition.

2. The Markov chain which is output of the Metropolis algorithm producing a

2The Ehrenfest urn model was introduced by Ehrenfest and Ehrenfest as described in [81]. The
urn model with n balls can be formulated as a Markov chain in the following way. An urn contains
n balls, k of which are red and n− k of which are black. At each step, the chain proceeds as follows.
A ball is chosen from the urn uniformly at random. If it is red, it is returned to the urn with
probability 1

2 ; otherwise, a black ball is returned in its place. Similarly, if the chosen ball is black,
it is returned to the urn with probability 1

2 ; otherwise, a red ball is returned in its place. The chain
has a Binomial(n, 1

2 ) stationary distribution.
The modified Ehrenfest urn is a variant of the Ehrenfest urn with a parameter p. It can be

described as follows: at each step, a ball is chosen from an urn uniformly at random. If it is red, it is
returned to the urn with probability p; otherwise, a black ball is returned in its place. If the chosen
ball is black, it is returned to the urn with probability 1 − p; otherwise, a red ball is returned in
its place. This chain has a Binomial(n, p) stationary distribution. The eigenvectors and eigenvalues
of the modified Ehrenfest urn chain are explicitly known (see [78]). The chain is discussed from a
physical point of view by Klein [81].
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π reversible chain from the proposal distribution which is the nearest neighbor

random walk on the ordered points (0, 1, 2, 3, 4, 5, 6, 7, 9, 10, 11, 12) with holding

1/2 on each vertex.

3. The Markov chain which is output of the Metropolis algorithm producing a

π reversible chain from the proposal distribution which is the nearest neighbor

random walk on the ordered points (0, 1, 2, 3, 4, 5, 6, 7, 9, 10, 11, 12) with holding

1/2 on all interior vertices and holding 3/4 on the edges.

All three chains are π reversible and hence can be diagonalized numerically. The

eigenvectors of the modified Ehrenfest urn chain have analytic expressions given in

Equation 3.3. Each chain has eigenvalues which are all distinct (a consequence of

being a birth and death chain [79]) and hence each has 12 well defined, nontrivial

eigenvectors {ψi}n−1
i=1 . Each of the chains therefore gives a decomposition of L(X) into

13 one dimensional subspaces and hence a way of viewing the vector of residuals: by

their projections onto each of the 12 vectors orthogonal to the constants.

The components of the residuals for each of the three walks are reported together

in the Table 3.3. The eigenvectors of each chain are ordered according to eigenvalues.

Because the eigenvectors of the modified Ehrenfest urn are orthogonal polynomials,

the eigenvectors are in increasing order of the degree of the associated polynomial.

ψ1 ψ2 ψ3 ψ4 ψ5 ψ6 ψ7 ψ8 ψ9 ψ10 ψ11 ψ12

Modified
Ehrenfest
urn (1)

27.06 0.56 0.00 0.01 4.88 0.81 1.07 0.20 0.00 2.74 0.30 3.62

Unif.
Holding
(2)

26.98 0.17 0.79 3.53 0.08 0.25 1.46 4.66 0.49 0.09 0.52 2.31

Unif. Pro-
posal (3)

27.06 0.14 0.60 2.30 0.08 2.39 0.00 2.17 3.61 0.12 0.48 2.31

Table 3.2: Comparison of norms of spectral coefficients of the residuals from fitting
Weldon’s dice data to the Binomial(12, 1

3
) from three local chains. In a particular row,

the kth column is the norm of the projection of
√
N(f̄ − 1) onto the kth non-trivial

eigenvector of the chain.
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There is a striking similarity between these decompositions: the first component

accounts for almost all of the norm of the residuals. This means that the residuals

fall almost exactly in the direction first eigenvector of any of the three chains (in the

L2(π) inner product).

The plots in Figure 3.3 compare the first three eigenvectors of the three Markov

chains used for spectral analysis of Weldon’s data. The least variable line on each plot

is the eigenvector of the modified Ehrenfest urn; the most variable is the Metropolis

chain with uniform holding at each vertex. It is more than coincidence that the first

non trivial eigenvectors are all monotonic, the second have one local minimum and

the third have two. This is explained in Chapter 7. The fact that the projection of

the residuals onto the first non trivial eigenvector of all chains is large means that

they also have a rough monotonic structure.

As a practical note, the above Markov chains were our first guess at chains that

provide an informative decomposition of the residuals, and one was striking. If a set

of orthonormal vectors in L2(π) is chosen uniformly at random, the probability of

seeing the maximum component as large as 27 is roughly 5%. This is made precise

in Chapter 8.

The next part of this section is devoted to developing methodology for following up

when a spectral decomposition suggests a few components in the decomposition ac-

count for most of the norm of the residuals. In particular, a large spectral component

can suggest a new model for data.

3.3.1 Expanding the Model in the Direction of ψ1

If one component (assume without loss that it is the projection onto ψ1) in a spectral

decomposition of a residual vector is large, one way to follow up is by using ψ1 to

propose a new model that fits the data better. A natural model to consider is the

model π′
θ which is a function of θ:

π′
θ(k) = π(k)(1 + θψ1(k)).
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Figure 3.1: Plots comparing the first three non trivial eigenvectors of the modified
Ehrenfest Urn chain, and the Metropolized uniform holding and uniform proposal
chains. The first plot compares the first non trivial eigenvectors of the three chains.
The second and third plot compare the second and third nontrivial eigenvectors,
respectively.
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Here of course θ must be such that π′
θ is a probability, that is, for all k, 0 ≤ π′(k) ≤ 1.

If these conditions are satisfied, π′(θ) is automatically a probability. Under the model

π′
θ, θ̂ = 〈ψ1, f̄ − 1〉L2(π) is an unbiased estimate of θ. If f is of the form

f(i)

N
= π(i)(1 + θψ(i)),

then θ = 〈ψ1, f̄−1〉L2(π). This idea extends to higher dimensional models. If {ψk}n−1
k=0

is an orthonormal set in L2(π) then any distribution π̃ can be written coordinate wise

as

π̃(i) =
n−1∑

k=0

π(i)θkψk

for some {θk}n−1
k=0.

In this setting, the estimate θ̂k of θk given by θ̂k = 〈ψk, f̄−1〉L2(π) is unbiased since

Eπ̃(〈ψk, f̄ − 1〉L2(π)) = θk. For any subset {ψij}ki=1, k ≤ n of orthonormal vectors in

L2(π)3 a model π′ defined coordinate-wise as

π′(i) =

k∑

l=1

π(i)θjlψjl (3.2)

can be fit to the residuals using the unbiased estimates of θ given by θ̂ = 〈ψk, f̄ −
1〉L2(π).

This development does not depend on the form of the orthonormal functions

{ψi}n−1
i=1 . However, to illustrate the idea, the {ψi}n−1

i=1 will be taken to be the Krawtchouk

polynomials, π the binomial distribution with parameters 12 and p = 1
3

and f Wel-

don’s dice data. Because of properties particular to the Krawtchouk polynomials,

expanding π in the direction of the first Krawtchouk polynomial, ψ1, is approxi-

mately another binomial distribution with a new parameter p′. This is described

below.

3Crain [21], [22] treats the density estimation problem for the continuous case with a finite number
of orthogonal functions.
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Using the model (3.2) with k = 1, an unbiased estimate of θ is

θ̂ = 〈ψ1, f̄ − 1〉L2(π).

Then

π′(k) = π(k)(1 + 〈ψ1, f̄ − 1〉L2(π)ψ1(k))

·
= π(k)

1

Z
e〈ψ1,f̄−1〉L2(π)k.

The last line uses the first term of the power series expansion for the function ex and

the fact that ψ1 is the first Krawtchouk polynomial so is linear in k (see the equation

following 3.3); Z is a normalizing constant.

Using the fact that for the binomial distribution, π, π(k) =
(
n
k

)
ek log p

1−p
+n log 1−p,

the above can be expressed as

π′(k)
·
=

1

Z ′h(k)e
k(log p

1−p
+〈ψ1,f̄−1〉L2(π))

=
1

Z ′h(k)e
k log p′

1−p′ ,

where Z and Z ′ are normalizing constants and p′ is a new estimate of p and h does not

depend on p. Thus, when π is the binomial distribution and ψ1 is the first Krawtchouk

polynomial, given p and f̄ − 1, an estimate of p′ is obtained by solving the equation

log
p′

1 − p′
= 〈ψ1, f̄ − 1〉L2(π) + log

p

1 − p
.

For Weldon’s data, with p = 1
3
, p′ = 0.3405. This can be compared to the

maximum likelihood estimate of p in the binomial model: p̂ = .3377. Pearson’s chi

square test of the data to either model does not indicate lack of fit.

The next topic is the relationship between the maximum likelihood estimate of
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p and the decomposition of Weldon’s data through the eigenvectors of the modified

Ehrenfest urn model.

3.3.2 Orthogonal Polynomials and Binomial Maximum Like-

lihood

This section describes how the spectral decomposition of residuals from a binomial

model using the eigenvectors of the modified Ehrenfest urn chain can be interpreted

in terms of deviations between the moments of the binomial distribution and the

moments of the empirical distribution f
N

. This interpretation is possible because the

eigenvectors of the modified Ehrenfest urn chain are orthogonal polynomials called

the Krawtchouk polynomials. Orthogonal polynomials and their relationship to the

modified Ehrenfest urn chain are described first. Next, the main propositions relating

components in the spectral decomposition to sample moments are given. In conclu-

sion, related historical contributions from Fisher and Lancaster to the problem are

described.

The eigenvectors of the modified Ehrenfest urn with parameter p are the Krawtchouk

polynomials, the orthogonal polynomials with respect to the binomial distribution

with the same parameter p (see [77]). Ordered by their eigenvalue, the n eigenvectors

of the modified Ehrenfest urn chain {ψi}n−1
i=0 as functions of x ∈ {0, . . . , n−1} are the

Krawtchouk polynomials:

ψk−1(x) =

√

Γ(1 + x)Γ(n + 1 − x)

n!px(1 − p)n−x

k∑

ν=0

(−1)k−ν
(
n− x

n− ν

)(
x

ν

)

pk−ν(1 − p)ν . (3.3)

In particular, the normalized first non trivial Krawtchouk polynomial is:

ψ1(k) =
k − np

√

np(1 − p)
.

Before stating the first proposition, when data f on the points {0, 1, . . . , n− 1} is

observed, with N total observations, and fit to a binomial model with parameters n
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and p, recall that the maximum likelihood estimate of p, denoted p̂, is

p̂ =

∑n−1
k=0 kf(k)

n N
.

The next proposition states the relationship between the maximum likelihood

estimate p̂ and the projection of residuals f̄−1 onto the first Krawtchouk polynomial.

Proposition 3.3.1. Use the notation above and let πp be the binomial model through

the parameter p: πp(k) =
(
n
k

)
pk(1 − p)n−k. Let p̂ be the maximum likelihood estimate

of p from the data f . Then the norm of the projection of residuals onto the first

Krawtchouk polynomial with respect to the null distribution is

|〈f̄ − 1, ψ1〉L2(π)|2 = (p− p̂)2 n

p(1 − p)
. (3.4)

Further, under the null hypothesis that p is the true value of the parameter in the

binomial model, as N → ∞,

(p− p̂)2 N n

p(1 − p)

D→ χ2
1.

Proof. The proof of the first part proposition is a simple computation. The first step

in the calculation below uses the fact that f̄ − 1 is orthogonal to the constants in

L2(π):

〈f̄ − 1, ψ1〉L2(π) =
1

√

np(1 − p)

n−1∑

k=0

(
kf(k)

N
− kπ(k)

)

=
n

√

p(1 − p)
(p̂− p) .

One proof of the second part of the proposition is given in Chapter 8 using the

Fourier-analytic proof of the central limit theorem to prove convergence in distribution

to normality. In addition, for the multinomial, the result follows from the limiting

normality of the scaled maximum likelihood estimator [14].
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The relationship described above holds in more generality: when the underlying

distribution π is a function of one parameter, the maximum likelihood estimate of that

parameter is a linear function of the observed counts, and ψ1 is the first orthogonal

polynomial with respect to π. This is the case for the Poisson.

Proposition 3.3.1 shows that the projection of the residuals onto the first Krawtchouk

polynomial is exactly proportional to the discrepancy between the maximum likeli-

hood estimate, p̂, and the value of p assumed under the binomial model. An analogous

interpretation is possible for projections onto the higher Krawtchouk polynomials.

3.3.3 Moment Interpretations from Decompositions with Or-

thogonal Polynomials

The first main result of this section, Proposition 3.3.2, shows that the projection

of the residuals f̄ − 1 onto the second Krawtchouk polynomial is approximately the

difference between the sampling variance and the variance of the binomial distribution

with parameter p̂.

The second result of this section, Proposition 3.3.3, shows that the spectral com-

ponent from projecting residuals, f̄ − 1, onto the kth orthogonal polynomial with

respect to π is equal to the deviation between the kth sample moment of the empiri-

cal distribution f
N

and the kth moment of the distribution π, given all lower moments

of π and f
N

are equal.

Proposition 3.3.2. Let ψ2 be the normalized second non trivial Krawtchouk polyno-

mial with respect to the binomial distribution with parameters n and p. Given data f ,

let p̂ denote the maximum likelihood estimate for p. View f as the sum of N obser-

vations {Xi}Ni=1 with each Xi ∈ {0, . . . , n}. Let V (X) denote the sampling variance

of f . That is,

V (X) =
1

N

N∑

i=1

(Xi − X̄)2 =
1

N

N∑

i=1

X2
i − X̄2.

Let σMLE = np̂(1 − p̂) denote the variance of the Binomial(n, p̂) distribution. Then,
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〈ψ2, f̄ − 1〉L2(π) =
V (X) − σMLE

p(1 − p)
√

2n(n− 1)
+

n(n− 1)

p(1 − p)
√

2n(n− 1)
(p̂− p)2.

In particular, if f̄ is calculated with respect to the maximum likelihood estimate p̂,

then

〈ψ2, f̄ − 1〉2L2(π(p̂)) =

(

V (X) − σMLE

p̂(1 − p̂)
√

2n(n− 1)

)2

.

If p and p̂ are close, this result shows that the second component of the Krawtchouk

decomposition measures the deviation of the empirical variance and the variance of the

binomial model. The proof below can be easily adapted to show that the Proposition

holds under more general conditions, for example if the maximum likelihood estimate

is a linear function of the cell counts as is the case for the Poisson distribution.

Proof. Because the data is categorical with f(i) observations in the ith category,

0 ≤ i ≤ n,

V (X) =

n∑

k=1

k2f(k)

N
−
(

n∑

k=1

kf(k)

N

)2

.

Specializing Equation 3.3, the second nontrivial Krawtchouk polynomial denoted ψ2

is

ψ2(k) =
1

√

p2(1 − p)2n(n− 1)

(
n2p2 + k(2p+ k − 1) − np(p+ 2k)

)
.

The calculation below shows that this projection is the difference between the

sample variance and the variance under the maximum likelihood estimate with an

additional term involving the difference between the maximum likelihood estimate

and the null value of p. Let γ = 1

p(1−p)
√

2n(n−1)
:
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〈ψ2, f̄ − 1〉L2(π) = γ

(
n∑

i=1

k2f(k)

N
+ (2p− 1 − 2np)

n∑

i=1

kf(k)

N
+ (n2p2 − np2)

)

= γ
(
V (X) + n2p̂2 + np̂(2p− 1 − 2np) + n2p2 − np2

)

= γ
(
V (X) + n2p̂2 + n2p2 − 2n2pp̂+ np̂(2p− 1) − np2

)

= γ
(
V (X) − np̂(1 − p̂) + n(n− 1)p̂2 + n(n− 1)p2 − 2npp̂(n− 1)

)

= γ
(
V (X) − σMLE(V (X)) + n(n− 1)p̂2 + n(n− 1)p2 − 2npp̂(n− 1)

)

= γ
(
V (X) − σMLE + n(n− 1)(p̂− p)2

)

This proves the first part of the proposition. For the second, simply observe that

the term p− p̂ disappears when the Pearson chi square test is used to test the model

binomial model whose parameter is the maximum likelihood estimate of p.

In general, if p and p̂ are close, and n is not too large, n(n − 1)(p̂ − p)2 will be

small and

〈ψ2, f̄ − 1〉L2(π)
·
=

1

p(1 − p)
√

2n(n− 1)
(V (X) − σMLE) .

As might be guessed, Proposition 3.3.2 can be generalized to give a relationship

between higher order orthogonal polynomials and higher order moments. The next

proposition shows that if the first k−1 sample moments of f are the same as the first

k−1 moments of π, then the kth component of the decomposition of the residuals using

the kth orthogonal polynomial with respect to π is, up to a constant, the deviation of

the kth sample moment from the kth model moment. Hence, deviations from the mean,

or differences in variance, skewness, kurtosis, et cetera are interpretable by using the

decomposition of the residuals by the orthogonal polynomials. More precisely,

Proposition 3.3.3. Let π be a distribution on the points {0, 1, . . . , n}. Let {ψi}ni=0 be

orthogonal polynomials with respect to L2(π). Suppose the first m−1 sample moments

of the empirical distribution induced by the data, f
N

are the same as the first m − 1
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moments of π. Then

〈f̄ − 1, ψm〉L2(π) = γm(µ̂m − µm)

where µm = Eπ(x
m) is the mth moment of π, µ̂m = 1

N

∑n
i=1 f(i)ki is the mth

sample moment of π, and γm is a constant not depending on the data.

Proof. Suppose that µ̂k = µk for 1 ≤ k ≤ m − 1, that is, the first m − 1 sample

moments are equal to the first m − 1 moments of π. Define the function gk as

gk(x) = xk. Then, for any polynomial pm−1, of degree m− 1,

〈pm−1, f̄ − 1〉L2(π) = 0.

Expanding pm−1 as a polynomial in k, pm−1(k) =
∑m−1

i=0 αm−1k
i, the above equa-

tion follows from the assumption that the first m − 1 moments of f
N

and π agree.

Next, by a change of basis, ψm can be written as a linear combination of the function

gm and {ψi}m−1
i=0 :=ψm(k) = β̃mk

m +
∑m−1

i=0 β̃iψi(k).

To finish,

〈f̄ − 1, ψm〉L2(π) = 〈f̄ − 1, β̃mgm +

m−1∑

i=0

β̃iψi〉L2(π)

= β̃m〈f̄ − 1, gm〉L2(π)

= β̃m(µ̂m − µm)

completing the proof.

The next section illustrates these results with Weldon’s dice data and describes

Fisher and Lancaster’s contributions.

3.3.4 Remarks for Weldon’s Dice Data

Table 3.3 above shows the components of spectral decomposition from the modified

Ehrenfest urn of the residuals from Weldon’s dice data after fitting a binomial (12, 1
3
).
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The first component accounts for most of the total norm of the residuals. Proposition

3.3.1 provides an interpretation: for Weldon’s dice data, the parameter p = 1
3

differs

from its maximum likelihood estimate, p̂ = .3377.

When the binomial model through p̂ is fit to Weldon’s data, the model fits well:

Pearson’s chi square statistic, X2 = 13.1, on 10 degrees of freedom. There is no indi-

cation of overall lack of fit. However, it is still possible that a spectral decomposition

of the residuals from fitting the binomial model under the MLE will have one large

component and reveal structure in the data.

To investigate this, three standard decompositions of the residuals are performed:

the decomposition of the Pearson residuals, the decomposition of the residuals from

the eigenvectors of the modified Ehrenfest urn chain and the eigenvectors of Metropolized

independent sampling (Metropolized independent sampling decompositions are intro-

duced in Section 3.5). The largest component in all three of these decompositions is

roughly 5. This is not unexpected if the size of the maximum component is compared

to the maximum component in a decomposition chosen uniformly at random from an

orthonormal basis4. By this reasoning, the analysis of the residuals does not show

any significant structure in the deviation of the data from the binomial model defined

through the maximum likelihood estimate of p.

For completeness, the norms of the Pearson residuals, and components from

the eigenvectors of the modified Ehrenfest urn and Metropolized independent sam-

pling chain (using two significant figures) are reported in the tables below. The

non trivial eigenvectors of the Metropolized independent sampling chain are denoted

{ψ(M)
i }12

i=1 and the non trivial Krawtchouk polynomials with respect to π(p̂) are de-

noted {ψ(K)
i }12

i=1.

Ordered norms from the Pearson residuals. The ith column represents the ith

4Proposition 8.2.2 in Chapter 8 shows the maximum of the projection lengths should be compared

to the maximum of the coordinates of a point uniformly distributed on the sphere of radius
√

13.1
10 ;

roughly, the largest component in a decomposition should be approximately as large as the maximum
of 10 independent normally distributed random variables times this radius. Thus, the largest norm of

one component of the first decomposition of the residuals is expected to be at least
√

13.1
10 2 log 10 =

5.27.
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residual.

0 1 2 3 4 5 6 7 8 9 10 11 12

.03 .00 .76 .01 3.84 1.23 .19 .00 1.01 .83 .03 5.11 .05

Norms of the scaled residuals projected onto the Krawtchouk polynomials. The ith

column is the value N〈ψ(K), f̄ − 1〉2L2(π(p̂)).

1 2 3 4 5 6 7 8 9 10 11 12

0 .40 .02 .01 4.69 .57 1.12 .24 .01 2.57 .21 3.29

Norms of the scaled residuals projected onto the eigenvectors of the Metropolized

independent sampling chain. The ith column is the value N〈ψ(M), f̄ − 1〉2L2(π(p̂))

1 2 3 4 5 6 7 8 9 10 11 12

.03 .22 .20 3.65 1.77 .20 .00 1.01 .84 .03 5.11 .05

To finish the section, some historical background on the decomposition of X2

using the MLE and orthogonal polynomials is presented. Fisher [44] derived an

asymptotic decomposition of X2 using the maximum likelihood estimate, claiming

that asymptotically (as N → ∞), the X2 statistic for the fit to the binomial model

could be written as two components

X2 =
(p− p̂)2

np(1 − p)
+ other terms .

Proposition 3.3.1 makes this decomposition precise, and exact even if N is finite.

It appears that Lancaster [86] noticed that the Krawtchouk polynomials provide the

exact decomposition of the norm of the residual vector f̄ − 1 into a term representing

a deviation between the first sample moment and the first model moment. However,

no precise statement or generalization of this idea to Proposition 3.3.3 was found in

[86]5.

5As a contextual note, the author only read parts of Lancaster’s paper [86] after formulating and
proving the propositions in the section above.
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This completes the analysis of Weldon’s dice data using spectral decompositions

induced by nearest neighbor random walks with stationary distribution π. In the

interest of developing methodology that can be applied to general data sets, the next

section compares the local chain methods above with decompositions induced by other

Markov chains.

3.4 “Standard Path” Markov Chain Decomposi-

tions

Spectral analysis using each of four classical nearest neighbor Markov chains on a

path of length n is now developed. The following is a list of what will be called

standard path Markov chains on the space X = {0, . . . , n − 1}. They are described

by their transition matrices. None of the walks described below have holding unless

specified.

1. RW1: Random walk on the path

2. RW2: Random walk on the path with holding 1
2

at the left endpoint

3. RW3: Random walk on the path with holding 1
2

on both endpoints

4. RW4: Random walk on the circle

The eigenvectors for each four Markov chains are available as a standard data

analytic technique for producing spectral decompositions for any model on an n point

space. The reason for this is that closed form expressions for the eigenvectors of each

walk are known (see[42] Chapter 16 Section 3). The eigenvectors of each chain can

be scaled to be orthonormal in L2(π) (this is described precisely later).

The geometric character of the transitions of the four walks are similar; the chains

move locally between their nearest neighbors. Heuristically, this provides a way of

translating geometry into an orthogonal matrix which can then be used for spectral

analysis. Chapter 7 describes this in detail, proving that the ith eigenvector of a local

chain has exactly i sign changes. The importance for data analysis is that lower order
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eigenvectors are smoother functions on X than higher order eigenfunctions; morally,

the projection of a function f onto lower order eigenvectors pick up local structure of

f .

The four standard path Markov chains do not require constructing and then di-

agonalizing a Markov chain with a given stationary distribution. This is both a com-

putational advantage and provides a way of comparing decompositions of residuals

from different models on n points, since the projection base is fixed6.

The standard path walks are classical and are diagonalized by Feller [42] and

more recently in Boyd, Diaconis, and Xiao [34] who extend these results to give

explicit eigenfunctions for Markov chains on graphs with symmetry properties. The

mathematical characterization of the eigenvectors of the standard path chains and

some of their graphical properties are given here.

For reference, the eigenfunctions {φj}n−1
j=0 of the random walks on the n point space

X = {0, 1 . . . n − 1} (in the case of Weldon’s dice data, n = 13) are written. The

subscript j represents the jth eigenvector corresponding to the jth largest eigenvalue.

Thus, 0 ≤ j, k ≤ n− 1:

In order to develop an intuitive understanding of the decompositions given by the

eigenfunctions of the Markov chains, two dimensional plots of the eigenfunctions for

each walk on n = 13 points are shown in Figures 3.4 and 3.4. The ith eigenfunction is

represented as a slice across the axis going into the page, and the function has been

interpolated between the discrete points.

1. Markov chain 1 is a random reflecting walk on the path. The eigenfunctions are

φj(k) = cos
πjk

n− 1
.

When n = 13, the eigenfunctions can be visualized in Figure 3.4:

2. Markov chain 2 is a random walk on the path with holding at the right most

vertex: The eigenfunctions are

6The reweighting of orthonormal eigenvectors in L2(π) to be orthonormal in a new metric π′ may
increase or decrease their local maxima, but not their sign changes.
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φj(k) = cos
2πjk

2n− 1
.

When n = 13, the eigenfunctions can be visualized in Figure 3.4:

3. Markov chain 3 is a random walk on the path with holding on both edges. The

eigenfunctions are

φj(k) = cos
π(k + 1

2
)

n
.

The discrete Chebychev transform is defined by projecting onto the basis τj

where

τj(k) =

√

2

n
cos

(2k + 1)πj

2n
.

The τj are the same as the eigenvectors of the Markov chain with holding on

both edges.

When n = 13, the eigenfunctions can be visualized in Figure 3.4:

4. Markov chain 4 is a random walk on the circle. Its eigenfunctions are complex.

φj(k) = e2πikj 1
n

To visualize φj, write φj(k) = aj(k) + ibj(k) where i =
√
−1 and aj(k) and bj(k)

are real. For each j, aj is graphed as a function of k as above. Because the transition

matrix is real, the real and imaginary parts of the eigenfunctions are themselves

eigenfunctions; they are displayed in Figure 3.4.
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Only the last two of the chains listed have uniform stationary distribution. Thus,

the matrix whose rows are either eigenfunctions of RW1 or RW2 are not orthogonal.

By finding the stationary distribution of these chains, the matrices can be scaled so

that they are orthogonal. It is easy to see that the stationary distribution, µ1, of the

RW1 is

µ1(j) =







2
2n−2

if j 6= 0, n− 1

1
2n−2

if j = 0, n− 1.

The stationary distribution, µ2, of RW2 is

µ2(j) =







2
2n−1

if j 6= 0,

1
2n−1

if j = 0.

If ΦRW i denotes the matrix whose rows are eigenvectors of the ith chain, then

Φ̃RW i = ΦRW idiag(µi)
1
2
i is orthogonal in the Euclidean metric. Therefore, if ΦRW i

is scaled so it is orthonormal in L2(π), a set of vectors orthonormal in L2(π)7 is

obtained. These vectors are defined from ΦRW i and Π = diag(π) as follows:

ΨRW i = Φ̃RW iΠ
− 1

2 .

The jth row of ΨRW i is the vector denoted ψ
(RWi)
j . For each of the i standard

path random walks, this gives a formal spectral decomposition of L(X) as

L(X) = ⊕n−1
j=0ψ

(RWi)
j ,

In this basis, the residual vector f̄ − 1 defined on X is decomposed as

7Technically, since the eigenvectors of RW4 are complex, the inner product in L2(π) is defined

as 〈f, g〉L2(π) =
∑n−1

i=0 f(i)ḡ(i)π(i). Inner products for RW4 are complex inner products.
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f̄ − 1 =

n−1∑

j=0

〈f̄ − 1, ψ
(RWi)
j 〉L2(π)ψ

(RWi)
j .

Next, the orthogonal bases defined above are used to decompose the residuals

from Weldon’s Dice data. The projections of the residuals from the binomial model

for Weldon’s Dice data onto {ψ(RW1)
j }n−1

i=0 , the eigenvectors of RW1, and their norms

are displayed in Table 3.4. Table 3.4 displays analogous information for RW2, RW3

and RW4. The projections are included to show the sign pattern of the residuals.

The jth column in each subtable corresponds to the projection onto ψ
(RW ·)
j .
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Plot of the normalized eigenvectors of RW1

Plot of the normalized eigenvectors of RW2

Plot of the normalized eigenvectors of RW3

Table 3.3: Eigenvectors of RW1, RW2, RW3. In each plot, the thirteen eigenvec-
tors are plotted in parallel as functions on the axis coming out of page towards the
reader and take value on the y axis. The first eigenvector (corresponding to the high-
est eigenvalue) has the third coordinate axis equal to zero and the 13th eigenvector
(corresponding to the smallest eigenvalue) has third coordiante equal to 13.
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Plot of aj Plot of bj

Plot of aj + bj Plot of aj − bj

Table 3.4: Real and imaginary components of eigenvectors of the standard path walk
RW4. In each plot, the thirteen eigenvectors are plotted in parallel as functions on
the axis coming out of page towards the reader and take value on the y axis. The
first eigenvector (corresponding to the highest eigenvalue) has the third coordinate
axis equal to zero and the 13th eigenvector (corresponding to the smallest eigenvalue)
has third coordiante equal to 13.
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Decomposition of the residuals induced by the eigenvectors {ψ(RW1)
j }n−1

j=0 of Walk 1:

No Holding. The jth column is the norm and projection of
√
Nf̄ − 1 onto ψ

(RW1)
j

respectively.

Norm 1.9 16.7 7.9 0.0 4.0 0.1 2.5 0.6 0.0 1.4 0.0 1.6 3.9
Proj. 1.3 -4.0 -2.8 0.2 2.0 0.3 -1.6 -0.8 0.3 1.2 -0.0 1.2 -1.9

Decomposition of the residuals induced by the eigenvectors {ψ(RW2)
j }n−1

j=0 of Walk 2:

Holding on the right. The jth column is the norm and projection of
√
Nf̄ − 1 onto

ψ
(RW2)
j respectively.

Norm 1.8 13.9 10.5 0.0 2.5 1.4 3.0 0.5 0.3 2.8 0.0 2.4 1.6
Proj. 1.3 -3.7 -3.2 0.2 1.6 1.2 -1.7 -0.7 -0.6 1.7 -0.3 1.6 -1.3

Decomposition of the residuals induced by the eigenvectors {ψ(RW3)
j }n−1

j=0 of Walk 3:

Holding on the edges. The jth column is the norm and projection of
√
Nf̄ − 1 onto

ψ
(RW3)
j .

Norm 1.4 14.9 8.1 0.8 3.5 0.6 3.5 0.0 0.1 3.5 0.3 0.7 3.3
Proj. 1.2 -3.8 -2.8 0.9 1.8 0.7 -1.8 -0.0 0.3 1.8 -0.5 0.8 -1.8

Decomposition of the residuals induced by the eigenvectors {ψ(RW4)
j }n−1

j=0 of Walk 4:

Random walk on the circle. The jth column is the norm and projection of
√
Nf̄ − 1

onto ψ
(RW4)
j .

Norm 1.5 11.7 2.5 1.8 1.2 0.4 2.3 2.3 0.4 1.2 1.8 2.5 11.7
Proj. -1.2 -2.6 0.8 -1.2 -0.7 0.3 0.6 0.6 0.3 -0.7 -1.2 0.8 -2.6

Table 3.5: Comparison of spectral decompositions for Weldon’s dice data by the
scaled eigenvectors of RW1, RW2, RW3 and RW4

The tables above show that the decomposition from the standard path Markov

chains is more informative than looking at the Pearson residuals, but is not as strik-

ing as the decomposition from random walk on the path with binomial stationary

distribution. The first three walks give roughly the same information in that the

residuals are well summarized by projection onto the second two orthogonal vectors.

The residuals are well summarized by projection onto the second and last eigenvectors
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of random walk on the circle. Looking at the decomposition of the residuals for the

random walk on the circle, notice that it is symmetric. None of the sign patterns of

the residuals have an obvious interpretation.

To complete the discussion of standard Markov chains, note that as n grows,

the real parts of the eigenvectors of all of the standard random walks converge to

the same functions. The motivation for introducing them is that in finite samples,

using different standard chains may give more informative results. To investigate

this visually for Weldon’s dice data (n = 13), the graph below compares the first

non trivial eigenvectors of the three Markov chains R1, R2, R3. The line in the plot

closest to the reader is the plot of the components of the eigenvector for R1, the walk

on the path with no holding, and the one furthest from the reader is the plot of the

components for the eigenvector R3.

Figure 3.2: Plot comparing the normalized eigenvectors of standard path walks R1,
R2, R3 as a function on X, the points {0, 1, . . . , 12}. The plot closest to the reader is
a plot of R1, the plot farthest is a plot of R3. R1 and R2 are not monotonic, whereas
R3 is.

Notice how the eigenvector associated to RW3 is smoother at the tails of the plot.

Therefore, the inner product of this vector with monotonic functions that increase or

decrease more significantly at the tails will be smaller than the inner product of the

eigenvector associated to RW1.
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Until this point, all spectral decompositions have been derived from the eigenvec-

tors of nearest neighbor Markov chains. The eigenvectors of less local chains may also

give insight into data analysis. In the next section, this idea is explored and related

to a classical decomposition of the residuals called the Helmert decomposition.

3.5 Spectral Decompositions Induced by

Metropolized Independent Sampling Chains

The Metropolis algorithm gives a way of transforming any reversible Markov chain

on X (called a proposal chain) into one with stationary distribution π. A particular;y

simple class of Markov chains arises from performing the Metropolis algorithm on

proposal chains which are independent sampling chains. The resulting chains are

referred to as Metropolized independent sampling chains. This section explores a

spectral decomposition of Weldon’s data using the eigenvectors of a Metropolized

independent sampling chain. These chains are not necessarily local, but their simple

structure allows for explicit expressions for the eigenvectors which was discovered by

Jun Liu [88].

In addition to applying these chains to analyze Weldon’s data, this sections gives

two analytic results. A proof is provided that the decomposition of residuals from

the eigenvectors of independent sampling chains is equivalent to a classical technique

for decomposing Pearson’s chi square test statistic called the Helmert decomposition.

The Helmert decomposition has been widely applied in the analysis of contingency

tables (for an introductory account, see [1]). It was introduced by Lancaster [84] who

asserted that it could be interpreted as decomposing Pearson’s chi square test statistic

into components, each of which can be thought of as an approximate test statistic of

a binomial goodness of fit test. The explicit diagonalization of the transition matrix

of the Metropolized independent sampling chain by Jun Liu [88] is a crucial step in

the proof showing that Helmert matrices are exactly the normalized eigenvectors of

Metropolized independent sampling chains.

The second contribution in this section is to formalize and prove a suggestion
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by Lancaster that each component of the decomposition of the residuals by Helmert

matrices can be understood as an approximate binomial goodness of fit test of the

hypothesis that conditional on the number of data points in the first k cells, the

number of the first k−1 data points is binomial with probability predicted under the

model π.

Before data analysis, Metropolized independent sampling chain and the classical

Helmert decompositions are defined and their connection described.

Definition 3.5.1. The Metropolized independent sampling chain on a discrete state

space with n vertices and stationary distribution π is defined by a fixed proposal dis-

tribution p = (p1, p2, . . . pn) with p in the n− 1 dimensional simplex, p ∈ ∆n−1, in the

following way.

Order the states in X so that

π1

pi
≥ π2

p2
≥ . . . ≥ πn

pn
.

Write wi = πi

pi
. The Markov chain proceeds as follows. From state k, propose state

m with probability pm.

• If wm ≥ wk, move to state m.

• If wm < wk, flip a coin with probability of heads wk

wm
. If the coin is heads, move

to state m. Otherwise, stay.

As the proposal weights change, so do the ordering of the states of the chain. For

Weldon’s dice data, the state space of this Markov chain is {0, 1, . . . 12}, and as the

ratios of proposal to stationary distribution wi change, so do the eigenvectors of the

chain. The decomposition of the residuals reported in Table 3.5 is induced by the

chain with states are ordered so that π(i) corresponds to the probability of i successes

of the 12 throws predicted by the binomial model and w0 ≥ w1 ≥ . . . ≥ wn.

While the spectral decomposition of Weldon’s data with this choice of weights

could be computed numerically, an analytic expression due to Jun Liu [88] is available:

Proposition 3.5.2 (Jun Liu [88]). Let M be the Metropolized independent sampling

chain with proposal distribution p and stationary distribution π. Let Sk =
∑n

i=k pi.
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Then, the first non trivial right eigenvector is the constant eigenvector and the 2 ≤
k ≤ n eigenvectors of M are orthogonal in L2(π) and can be expressed as

vk,π =



0, . . . 0
︸ ︷︷ ︸

k−1

,−
√

Sk+1

πkSk
,

√
πk

SkSk+1

, . . . ,

√
πk

SkSk+1



 .

The matrix of eigenvectors of this chain, up to multiplication by a diagonal matrix,

is a classical matrix used in statistics: the Helmert matrix (for an example of its use

in ANOVA, see Wichura [123]).

Definition 3.5.3. Let π be a probability on n ordered points {1, . . . , n}. Let Pi =
∑i

j=1 πj. Then there is a unique matrix Hπ which is called the Helmert matrix with

respect to to π with matrix entries hi,j denoted

h1,j =
√
πj 1 ≤ j ≤ n

hi,j =

√
πiπj
Pi−1Pi

1 ≤ i ≤ n, j ≤ i− 1

hi,i = −
√

Pi−1

Pi
, 2 ≤ i ≤ n

hi,j = 0 otherwise

There is a precise equivalence between the Helmert matrices and the eigenvectors

of Metropolized independent sampling chains. As earlier, assume the eigenvectors

of the Metropolized importance sampling chain are ordered by the weights. So, its

eigenvectors are

vk,π =



0, . . . 0
︸ ︷︷ ︸

k−1

,−
√
Sk+1

πkSk
,

√
πk

SkSk+1
, . . . ,

√
πk

SkSk+1





and vn = (1, . . . , 1). Let Vπ be the matrix with ordered column vectors vk. Let

Π = diag(π1, . . . πn). Then

V T
π ΠVπ = Id
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so {vi}ni=1 are orthonormal in L2(π). Define Ṽ T
π = V T

π Π
1
2 , and a new measure σ by

σi = πn−i+1. Let P be the permutation matrix of the reversal permutation. Recall

Hσ is the Helmert matrix with respect to σ. Then

Proposition 3.5.4. With notation above, up to the sign of ṽk,π,

Hσ = P Ṽ T
π P.

Proof. Consider the kth row of Ṽ T
π :

ṽk
T =



0, . . . 0
︸ ︷︷ ︸

k−1

,−
√
Sk+1

Sk
,

√
πkπk+1

SkSk+1
, . . . ,

√
πkπn
SkSk+1



 .

Superscripts will be used to distinguish between the cumulative distributions of π

and σ: Sπk+1 =
∑n

i=k+1 πi, and Sσk+1 =
∑n

i=k+1 σi. Since P σ
j =

∑j
i=1 σi,

P π
n−k =

n−k∑

i=1

σi = P σ
n−k.

Computing,

ṽk
T =



0, . . . 0
︸ ︷︷ ︸

k−1

,−
√

P σ
n−k

P σ
n−k+1

,

√
σn−k+1σn−k
P σ
n−kP

σ
n−k+1

, . . . ,

√
σn−k+1σ1

P σ
n−kP

σ
n−k+1



 .

Changing variables, let l = n− k + 1. Then

ṽk
T =



0, . . . 0
︸ ︷︷ ︸

n−l

,−
√

P σ
l−1

P σ
l

,

√
σlσl−1

P σ
l P

σ
l−1

, . . . ,

√
σ1σl

P σ
l P

σ
l−1



 .

Now, notice that if hl is the lth row of Hσ, l > 1, up to sign,

ṽTk = hlP = hn−k+1P,

and if l = 1, k = n so

ṽTn = (
√
π1, . . .

√
πn) = h1P.
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ψ12 ψ11 ψ10 ψ9 ψ8 ψ7 ψ6 ψ5 ψ4 ψ3 ψ2 ψ1

0.17 1.29 0.71 0.00 14.16 9.05 5.10 0.32 3.68 0.06 6.65 0.04

Table 3.6: A Metropolized independent sampling decomposition of residuals from
Weldon’s dice data fit to the binomial model with p = 1

3
. The ith column is the

projection N |〈f̄ − 1, ψ12−i+1〉L2(π)|2.

Hence, up to sign,

Hσ = P Ṽ T
π P.

The above proof shows that searching through the Helmert decompositions of all

n! permutations of the data is equivalent to searching through all spectral decom-

positions of Pearson’s chi square test statistic induced by the class of importance

weighted Markov chains as the weights vary over the unit simplex. Thus, given the

data, finding an ordering of its categories so that its Helmert decomposition has the

largest component is equivalent to a projection pursuit problem over the class of

Metropolized independent sampling Markov chains. The spectral decomposition of

one Metropolized independent sampling chain, the one corresponding to the classical

Helmert decomposition of Weldon’s data is displayed in Table 3.5:

The eigenvectors of the Metropolized independent sampling chain used to decom-

pose Weldon’s data are plotted in Figure 3.5. From a data analytic perspective, the

kth vector is sensitive to the deviation of the empirical density at the n−k+1th point

of the distribution from its value under the null model.
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Figure 3.3: Comparison of six eigenvectors of a Metropolized independent sampling
chain

Table 3.5 shows the 7th component in this decomposition is relatively large. The

next proposition says that roughly, this means that the conditional probability of an
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observation falling into the first four categories conditioned on falling into the first five

does not fit the binomial probability predicted by π. Looking back at the residuals,

this is not surprising as the sign pattern of the data is negative for successes 0, 1, 2, 3

and positive for 4 successes (see Table 3.1).

As will now be discussed, Lancaster [84] asserted that the components in the

Helmert decomposition can be interpreted, claiming that the kth component of the

Helmert decomposition is approximately the Pearson’s chi square test statistic of the

goodness of fit of a binomial model that the conditional probability of the first k− 1

categories given that a point is in the first k, is binomial with probability
Pk−1

Pk
.

The proposition below makes the connection between the kth element in the

Helmert matrix and the binomial goodness of fit test statistic precise. To detect

lack of fit of data {f(i)}n−1
i=0 to a multinomial probability {πi}n−1

i=0 , a possible method

is to proceed stepwise, aggregating the first k−1 categories and comparing the empir-

ical probability of falling into the first k−1 given that data falls into the first k to the

theoretical probability of this event. To test this, one could compute Pearson’s chi

square test statistic at step k for fit of the data in two categories (
∑k−1

i=0 f(i), f(k)) to

the model that the respective probabilities were (
Pk−1

i=0 πi
Pk

i=0 πi
, πk

Pk
i=0 πi

). At each step, the

Pearson chi square test statistic can be computed for this data. This is equivalent to

computing the test statistic of the fit of the aggregated data,
∑k−1

i=0 f(i) to a binomial

model with parameters
∑k

i=0 f(i) and
Pk−1

i=0 πi
Pk

i=0 πi
.

Following this procedure, with π fixed, denote Pearson’s test statistic at step k by

xk, and call this procedure an approximate binomial partition of Pearson’s chi square

test statistic. Using the notation in Definitions 3.5.1 and 8.4.1, and Fk =
∑k

i=0 πi

and Sk =
∑k

i=0 f(i). Then

Proposition 3.5.5. Denote the kth component in the Helmert decomposition of the

residuals as u2
k so

X2 =
n∑

i=2

u2
k.

Let x2
k be the kth component in the approximate binomial partition of Pearson’s chi

square test statistic described above. Then,
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u2
k =

(Skπk − f(k)Fk)
2

NFkFk−1πk
,

and

x2
k =

(Skπk − f(k)Fk)
2

SkFk−1πk
.

Therefore, the ratio of the kth component in the Helmert decomposition and the kth

component in the approximate binomial partition is a random variable with expectation

1:

E

(
x2
k

u2
k

)

= 1

and variance which decreases to zero as N , the number of samples grows:

var

(
x2
k

u2
k

)

=
1 − Fk
NFk

The proposition says that the kth component in the decomposition of the residuals

induced by the Helmert matrix associated to π is approximately the Pearson’s chi

square test statistic for testing goodness of fit of data f(k) to the Binomial(Sk,
πk

Fk
)

distribution.

Proof. The proof of the proposition is straightforward and computationally simple

after recalling that the Pearson chi square test statistic for testing data the hypothesis

that Y
D
=Binomial(n,p) is

X2 =
(Y − np)2

np(1 − p)
.

Plugging in Y = f(k), n = Sk and p = πk

Fk
into this equation gives

x2
k =

(Skπk − f(k)Fk)
2

SkFk−1πk
.

To compute uk, let hk be the kth row in the Helmert matrix associated to π.

Denote the vector of Pearson residuals as Pr so Pr =
√
NΠ

1
2 (f̄ − 1). For k such that
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k > 1, the orthogonality of the Helmert matrix implies that

uk = 〈Pr, hk〉 = 〈
√
NΠ

1
2 f̄ , hk〉.

Computing with the notation in this proposition,

uk =
k−1∑

j=1

√
πkπj
FkFk−1

f(k)√
Nπk

−
√

Fk−1

Fk

f(k)√
Nπk

=
πkSk−1 − Fk−1f(k)√

NFkFk−1πk

=
Skπk − f(k)Fk√
NFkFk−1πk

.

which shows

u2
k =

(Skπk − f(k)Fk)
2

NFkFk−1πk
.

The last two parts of the proposition are immediate consequences of the fact that

Sk is a binomial random variable under the model π.

A final example with Weldon’s data finishes the chapter. As already observed,

the largest component in the decomposition of the residuals from Weldon’s data

is in the 5th column. The next two largest components of the decomposition are

the subsequent sixth and seventh cells in the Helmert decomposition are large; and

that together, these contribute roughly the same mass as the first eigenvector of the

Ehrenfest urn (thanks to Wilfred Kendall for pointing this out). One way to interpret

this fact is that the projection of residuals onto the first Krawtchouk polynomial is

large, showing there is a monotonic trend in the data that is its significant deviation

from the model. That the projection of f̄ − 1 onto the space spanned by the fifth

through eighth eigenvectors of the Helmert matrix account for almost the entire norm

of f̄ − 1 suggests that approximately, the first Krawtchouk polynomial can be well

approximated in L2(π) by eigenvectors five through eight of the Helmert matrix.

To investigate this numerically, let ψ1 be the first non-trivial Krawtchouk polyno-

mials and let hi be the ith row of the Helmert matrix associated to π. The ith entry
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in the vector below is
√
N〈ψ1, hi〉L2(π). That is,

√
N










〈φ1, h1〉L2(π)

〈φ1, h2〉L2(π)

...

〈φ1, hn〉L2(π)










=

































0.0

−0.0

−0.1

−0.3

−0.4

−0.5

−0.5

−0.4

−0.3

−0.2

−0.1

−0.0

−0.0

































Thus, in L2(π), the projection of the first Krawtchouk polynomial onto the space

spanned by the rows of the Helmert matrix is largest for rows five through eight. If the

projection onto the first Krawtchouk polynomial is large, so will be the projections

onto rows five through eight of the Helmert matrix.

To finish the data analysis, recall that the Helmert decomposition is dependent on

the way the data points are ordered. To investigate the effect of the ordering on this

decomposition, some small scale numerical experiments were performed, randomly

permuting the order of the data. No decomposition was as striking as that given by

the nearest neighbor random walks.



Chapter 4

Spectral analysis for two-way

contingency tables

A contingency table with rows and columns that are independent of each other is

easy to understand. However, when a model specifying independence does not fit

well, interpreting cross-classified data can be difficult. This chapter develops the use

of Markov chains to find interpretable summaries of residuals from an independence

model denoted by π. The eigenvectors of a π reversible chain induce a spectral

decomposition of the residuals from π which are used to summarize them.

Both numerical and graphical summaries of residuals from such spectral decom-

positions are presented. After setting the framework for the data analysis, residual

decompositions from Markov chains which can be generated directly from techniques

for one dimensional spectral decompositions in Chapter 3 (the three classes are ten-

sor chains of the standard path chains, independent sampling chains and orthogonal

polynomials) are described. The main application of these procedures1 is to data on

a contingency table with an underlying either quantitative or qualitative ordering of

rows and columns. The chapter closes by investigating spectral decompositions from

Metropolis chains whose proposal chains are two dimensional. A summary of the data

analysis is at the end of this chapter. All of the techniques in this chapter are com-

putationally inexpensive. They at most require one singular value decomposition of a

1with the exception of the Metropolized independent sampling chain

75
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matrix whose size is that of the data matrix. In Chapter 6, a set of computationally

intensive algorithms is introduced which can be used to analyze two way tables.

4.1 Notation Set-up and Spectral Decompositions

Two way contingency tables are ubiquitous in statistics. The birth of social science

in the twentieth century, particularly sociology and epidemiology, has produced huge

numbers of studies which cross-classify individuals into two or more categories. The

data pose a statistical problem: how to model the dependence between the rows and

columns of the table?

Spectral analysis for Markov chains is one way to explore this question. It is

illustrated in this chapter using data from a large epidemiologic study called Midtown

Manhattan Mental Health Study ([98]). The study was conducted as a survey of

midtown Manhattan residents in the 1950s and was the first large scale systematic

epidemiologic study of psychiatric disorders. The data described below is one recorded

cross classification of the study: severity of mental illness by parent’s socioeconomic

status.

People surveyed were cross-classified by their psychiatric condition characterized

as Well, Mild Symptoms, Moderate Symptoms and Impaired, and by parental income

across six socioeconomic categories ranging from high to low indexed by A, B, C, D,

E, and F:

Familiar matrix notation alongside perhaps unfamiliar tensor notation is used to

develop the methodology for using Markov chains to explore dependence between

rows and columns of this table. For background on tensor algebra, see [67] or the

Appendix. The following notation is used for the remainder of the chapter:

• The data matrix is denoted F , and its row and column dimensions are assumed

to be I by J . For the midtown study, F is a 6 by 4 matrix composed of the first

6 rows and 4 columns of Table 4.1. The total number of cells in the contingency
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Well Mild Moderate Impaired Row Totals Proportion
A (high) 64 94 58 46 262 .16
B 57 94 54 40 245 .15
C 57 105 65 60 287 .17
D 72 141 77 94 384 .23
E 36 97 54 78 265 .16
F(low) 21 71 54 71 217 .13
Column Totals 307 602 362 389 1660
Proportion .18 .36 .22 .23

Table 4.1: Mental health status versus parent’s socioeconomic status

table is denoted n, in this case 24. The row space is denoted Xr and the column

space denoted Xc.

• The data matrix has an equivalent expression as a vector of length n = IJ taking

value on a discrete ordered n point space denoted X. Using tensor notation

described in the Appendix, F̄ can be written as a vector, denoted f = vec(F ).

The function vec() assigns values to f by defining f((i− 1)J + j) = F (i, j).

• The vector of marginal row probabilities of F is denoted πr, a column vector

of probabilities on Xr. The vector of marginal column probabilities is denoted

πc, a column vector of probability on Xc. Under the independence model, F

follows a multinomial distribution with the probability of falling in the (i, j) cell

of F equal to πr(i)πc(j) which is the (i, j) entry of the matrix πrπ
T
c .

• Under the independence model, the counts in f follow a multinomial distribution

with parameter π = πc ⊗ πr. Π is the diagonal matrix with Π = diag(π).

• As in Chapters 3 and 2, the function f̄ − 1 defined below is referred to as

residuals from the independence model:

f̄ − 1 =
vec(F )

π
− 1.

The components in this vector can be thought of as
observed − expected

expected
.
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This notation expressing F̄ as a vector f̄ allows all of the development of spectral

analysis in Chapter 3 to be applied to data on a contingency table. The data analysis

that follows concentrates on the case where X is a two way contingency table and

{ψi}n−1
i=0 are eigenvectors of a Markov chain on X. Two classes of Markov chains are

investigated in detail. The first are Markov chains on the contingency table whose

transition matrices are a tensor of the transition matrices of πr reversible Markov

chain on the row space with the transition matrix of a πc reversible Markov chain on

the column space. The second are a class of π reversible Markov chains on a graph

G related to X: G is the grid with vertex set Xr ×Xc and edge set that contains an

edge between (i, j) and (i′, j ′) just if |i− i′| + |j − j ′| ≤ 1.

4.1.1 Interpreting Lack of Fit

Spectral analysis for residuals can produce an interpretable and statistically significant

view of residuals from a model. When models are fit to data, it is common practice

to evaluate the fit by a goodness of fit test statistic, for example Pearson’s chi square

statistic, X2. When X2 is large, the first step is typically to observe the Pearson

residuals in order to detect lack of fit: if one of the residuals is large and the rest are

small, one category explains the deviation.

When an independence model is fit to Table 4.1, X2 is 45.98 on 15 degrees of

freedom. The Pearson residuals for the independence model are displayed in Table

4.2.

Well Mild Moderate Impaired
A 2.2 -0.1 0.1 -1.9
B 1.7 0.5 0.1 -2.3
C 0.5 0.0 0.3 -0.9
D 0.1 0.1 -0.7 0.4
E -1.8 0.1 -0.5 2.0
F -3.0 -0.9 1.0 2.8

Table 4.2: Pearson residuals for the independence model fit to the mental health data.
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The Pearson residuals do not provide an intuitive understanding of how the inde-

pendence model is a poor fit to the mental health data. No single Pearson residual

has an unusually large magnitude under the independence model: the largest norm

of any of the residuals is roughly 9 which is not large (given the results of Proposition

8.2.2 in Chapter 8). On the other hand, as the next section shows, spectral analysis

with Markov chains produces a good summary of the lack of fit.

4.2 Decompositions by Tensor Standard Markov

Chains

This chapter investigates spectral decompositions from a set of Markov chains whose

transition matrices reflect a model of independence on the rows and columns of the

table. The intuitive description of tensor chains is the following: from a particular

row, the chain moves to a new row with probability not depending on the column,

and from a particular column, moves to a new row with probability not depending

on the row.

Said differently, from a particular row and column cell (i, j), the chain moves to

another point (i′, j ′) as follows: first, from (i, j), it moves to (i′, j) with probability

that does not depend on j. That is, the chain moves to a new row with a probability

that does not depend on the column. Then, from (i′, j), it moves to (i′, j ′) with

probability that does not depend on i′. That is, it moves to a different column with

a probability that does not depend on the row. Said more mathematically, the above

chains are those whose transition matrices are tensors of the transition matrix of a

Markov chain on the column space with one on the row space.

The resulting spectral decomposition is straightforward to describe:

Remark 4.2.1. If Mr is the transition matrix of a πr reversible Markov chain on

Xr, and if Mc is the transition matrix of a πc reversible Markov chain on Xc, then

Mc ⊗Mr is the transition matrix of a π reversible Markov chain on X. If {ψr,i}I−1
i=0

and {ψc,j}J−1
j=0 are orthonormal basis functions in L2(πr) and L2(πc) respectively, these

bases decompose L(X) as
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L(X) = ⊕I−1,J−1
i=0,j=0 ψc,j ⊗ ψr,i.

The basis of {ψc,j ⊗ ψr,i}0≤i≤I−1, 0≤j≤J−1 decomposes the residuals as

f̄ − 1 =
I−1∑

i=0

J−1∑

j=0

〈f̄ − 1, ψc,j ⊗ ψr,i〉L2(π)ψc,j ⊗ ψr,i.

The fact that {ψc,j ⊗ ψr,i}0≤i≤I−1, 0≤j≤J−1 is a complete orthonormal system in

L2(π) is simple to see using the notation of tensor analysis (see Appendix). Then,

the system {ψc,j⊗ψr,i}0≤i≤I−1, 0≤j≤J−1 satisfies the required orthonormality relations:

〈ψc,j ⊗ ψr,i, ψc,j′ ⊗ ψr,i′〉L2(π) = 〈ψr,i, ψr,i′〉L2(πr)〈ψc,j, ψc,j′〉L2(πc)

= δi,i′δj,j′.

4.2.1 Tensor Standard Path Decompositions

The first tensor decompositions introduced to analyze data on a contingency table

are the standard path chains introduced in Chapter 3. A tensor of a standard path

chain on the row space with a standard path chain on the column space is a Markov

chain on the entire contingency table. This decomposition is used to analyze the

mental health data. The definitions of the standard path chains, RW1, RW2, RW3

and RW4 are recalled from Chapter 3 Section 3.4.

1. RW1: Nearest neighbor random walk on the path.

2. RW2: Random walk on the path with holding 1
2

at the left.

3. RW3: Random walk on the path with holding 1
2

on both sides.

4. RW4: Random walk on the circle.

These walks are classical and are diagonalized by Feller [42]. Their eigenvectors

are known explicitly and are listed below. The ith eigenvector of the chain takes the

value ψi(k) on the kth point of the path or circle.
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1. RW1 is a random reflecting walk on the path. Its eigenfunctions are

ψj(k) = cos
πjk

n− 1
.

2. RW2 is a random walk on the path with holding at the right most vertex: Its

eigenfunctions are

ψj(k) = cos
2πjk

2n− 1
.

3. RW3 is a random walk on the path with holding on both the right and left ends

of the path. Its eigenfunctions are

ψj(k) = cos
π(jk + 1

2
)

n
.

4. RW4 is a random walk on the circle. Its eigenfunctions are

ψj(k) = e2πikj 1
n .

The eigenvectors of the standard random walks can be used to analyze data on

a contingency table. To define the resulting spectral decomposition, let {ψ(RW1)
r,i }I−1

i=0

be the eigenvectors of RW1 on the row space scaled to be orthonormal in L2(πr) and

{ψ(RW1)
c,j }J−1

j=0 be the eigenvectors of RW1 on the column space scaled to be orthonor-

mal in L2(πc). By Remark 4.2.1, the basis functions {ψ(RW1)
c,j ⊗ψ(RW1)

r,i }0≤i≤I−1, 0≤j≤J−1

produce a spectral decomposition of functions onX. The spectral decomposition from

the eigenvectors of RW2, RW3 and RW4 are defined analogously.

Table 4.3 displays2 the spectral decomposition of the residuals from fitting the

independence model π to the mental health data using the vectors the eigenvectors

of RW1 on the row space with the eigenvectors of RW1 on the column space. The

(i, j) cell in the table is the value of N |〈f̄ − 1, ψ
(RW1)
c,j ⊗ ψ

(RW1)
r,i 〉L2(π)|2. Tables 4.2.1,

2Only 2 significant figures are displayed, and neither the first row nor column in the table below
are identically zero.
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4.5, and 4.2.1 give the results of the spectral decomposition for random walk on the

path with holding on the rightmost edge, the random walk on the path with holding

on both ends, and the random walk on the circle, respectively.

ψ
(RW1)
c,0 ψ

(RW1)
c,1 ψ

(RW1)
c,2 ψ

(RW1)
c,3

ψ
(RW1)
r,0 0.0 0.0 0.0 0.0

ψ
(RW1)
r,1 0.1 28.2 0.2 11.3

ψ
(RW1)
r,2 0.0 1.4 0.0 0.0

ψ
(RW1)
r,3 0.0 3.0 0.6 0.0

ψ
(RW1)
r,4 0.0 0.1 0.0 0.3

ψ
(RW1)
r,5 0.0 0.1 0.0 0.0

Table 4.3: Decomposition of N ||f̄ − 1||L2(π) using tensors of eigenvectors of RW1 on
the row and column space.

ψ
(RW2)
c,0 ψ

(RW2)
c,1 ψ

(RW2)
c,2 ψ

(RW2)
c,3

ψ
(RW2)
r,0 0.0 0.2 0.0 0.0

ψ
(RW2)
r,1 0.3 35.1 0.0 6.8

ψ
(RW2)
r,2 0.0 0.2 0.5 0.4

ψ
(RW2)
r,3 0.0 0.6 0.9 0.0

ψ
(RW2)
r,4 0.0 0.0 0.1 0.1

ψ
(RW2)
r,5 0.0 0.1 0.0 0.1

Table 4.4: Decomposition of N ||f̄ − 1||L2(π) using tensors of eigenvectors of RW2 on
the row and column space.

The spectral decomposition using the eigenvectors of RW3 is most striking: the

projection of the residuals onto the tensor of the first two nontrivial eigenvectors of

the chains on the row and column space, accounts for 37.5 of the total scaled norm

of the residuals, 45.5. The largest component in the decomposition from RW2 is

almost as large. An interesting feature of the decomposition of the residuals from
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ψ
(RW3)
c,0 ψ

(RW3)
c,1 ψ

(RW3)
c,2 ψ

(RW3)
c,3

ψ
(RW3)
r,0 0.0 0.0 0.0 0.0

ψ
(RW3)
r,1 0.0 37.5 0.1 4.0

ψ
(RW3)
r,2 0.0 1.6 0.0 0.3

ψ
(RW3)
r,3 0.0 0.2 0.7 0.5

ψ
(RW3)
r,4 0.0 0.2 0.1 0.0

ψ
(RW3)
r,5 0.0 0.3 0.0 0.0

Table 4.5: Decomposition of N ||f̄ − 1||L2(π) using tensors of eigenvectors of RW3 on
the row and column space.

ψ
(RW4)
c,0 ψ

(RW4)
c,1 ψ

(RW4)
c,2 ψ

(RW4)
c,3

ψ
(RW4)
r,0 0.0 0.0 0.0 0.0‘

ψ
(RW4)
r,1 0.0 3.9 7.8 5.3

ψ
(RW4)
r,2 0.0 2.6 1.1 1.6

ψ
(RW4)
r,3 0.0 0.4 0.4 0.4

ψ
(RW4)
r,4 0.0 1.6 1.1 2.6

ψ
(RW4)
r,5 0.0 5.3 7.8 4.0

Table 4.6: Spectral decomposition of N ||f̄ − 1||L2(π) using tensors of eigenvectors of
RW4 on the row and column space.

RW1 is that two components, the projection onto ψ
(RW1)
c,1 ⊗ψ

(RW1)
c,1 together with the

projection onto ψ
(RW1)
c,3 ⊗ ψ

(RW1)
r,1 account for almost all of the norm of the residuals.

The large size of one or two of the components in the spectral decomposition from

RW1, RW2 and RW3 implies that the data fall roughly in the direction of the tensor

of the first nontrivial eigenvectors of the chains on the row and column spaces in all

of the walks: ψ
(RW ·)
c,1 ⊗ ψ

(RW ·)
r,1 .

The fact that the projection of the residuals onto the tensored first nontrivial

eigenvectors of RW3 account for most of the norm of the residuals can be used to

specify a better model for the mental health data. A new model, π ′ can be written
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as:

π′ = π + 〈f̄ − 1, ψ
(RW3)
c,1 ⊗ ψ

(RW3)
r,1 〉L2(π)ψ

(RW3)
c,1 ⊗ ψ

(RW3)
r,1 , (4.1)

assuming π′ is in the unit simplex. This model can be interpreted by examining

the structure of the function ψ
(RW3)
r,1 ⊗ ψ

(RW3)
c,1 . On a grid representing a contingency

table, the function is (ψ
(RW3)
r,1 )Tψ

(RW3)
c,1 and is displayed in Figure 4.1. It has a distinct

structure: from the center, it becomes larger and more negative the closer it is to the

upper left or lower right corners; it becomes larger and more positive as it approaches

the upper right or lower corners.

The model π′ says that a person’s better mental health is associated with higher

socioeconomic status of their parents. In π′, this association is not strict because the

matrix (ψ
(RW3)
r,1 )Tψ

(RW3)
c,1 is not strictly monotonic across the rows or columns. New

models from RW1 and RW2 can derived in analogy with π ′ by replacing RW3 with

RW1 or RW2 in Equation 4.1. Doing so produces roughly equivalent models.

To visualize the direction in which each such model deviates from independence, a

heat map3 of the vectors ψ
(RW1)
c,1 ⊗ ψ

(RW1)
r,1 , ψ

(RW2)
c,1 ⊗ ψ

(RW2)
r,1 and ψ

(RW3)
c,1 ⊗ ψ

(RW3)
r,1 as

functions on the grid are displayed in Figure 4.1. For completeness, the tensors of the

first two nontrivial eigenvectors are displayed as heat maps for all of the random walks

RW1, RW2, RW3, and RW4. Since the eigenvectors of RW4, ψ
(RW4)
c,1 ⊗ ψ

(RW4)
r,1 , are

complex valued, their real and imaginary parts are displayed separately.

In summary, the decompositions of the mental health data from the tensors of the

standard path eigenvectors give a simple informative summary of the residuals. The

chains were the first decompositions from tensor chains tested. No numerical search

was used to find them.

Because of this, it is possible to argue for the validity of a comparison between

the components of the decompositions from tensors of RW1, RW2, and RW3 to

3A heat map is a graphical tool for visualizing a real function on a two dimensional space. A
grayscale intensity is associated to the function value by a linear transformation. For example, a
dark grid square means that the displayed function takes a low value on the corresponding grid
point in the domain, and a light square means the displayed function takes a high value on the
corresponding grid point.
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Heat map of ψ
(RW3)
c,1 ⊗ ψ

(RW3)
r,1 Heat map of ψ

(RW1)
c,1 ⊗ ψ

(RW1)
r,1

Heat map of ψ
(RW2)
c,1 ⊗ ψ

(RW2)
r,1

Heat map of Re(ψ
(RW4)
c,1 ⊗ ψ

(RW4)
r,1 ) Heat map of Im(ψ

(RW4)
c,1 ⊗ ψ

(RW4)
r,1 )

Figure 4.1: Plots of tensored eigenvectors of standard path Markov chains.
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the expected size of a component in a spectral decomposition chosen at random.

Distribution theory for this the size of components of a random spectral decomposition

for a fixed data set and model are developed in Chapter 8. Referring the size of the

maximum of the components of the projections for the mental health data from

the eigendecomposition from RW1 to the null distribution of the maximum of the

components in a “random” projection (see Chapter 8 Proposition 8.2.2) shows it is

unlikely to have found such a large projection if the basis of eigenfunctions of RW1

were “random”.

An argument against comparing the size of the components in this spectral de-

composition to ones from randomly chosen spectral decompositions is that scientific

knowledge (knowledge of the structure of the eigenvectors for RW1 and a guess that

there is a monotonic association between mental health and socioeconomic status)

was used to inform the choice of which Markov chains to use for a guess at a good

decomposition. This is a debatable issue and outside the purview of this thesis.

Proceeding in the data analysis, the next section shows the spectral decomposition

of the mental health data residuals from a set of vectors which are also tensors: tensors

of Metropolized independent sampling chains on the row and columns.

4.3 Spectral Decompositions of Tensor

Metropolized Independent Sampling Chains

A particularly simple Markov chain on a contingency table derives from the Metropo-

lis algorithm applied to an independent sampling chain. Lancaster [84] introduced

the Metropolized independent sampling chain with different motivation, calling it a

Helmert decomposition. The section is partly concerned with investigating some of

the properties Lancaster asserted for this decomposition. Section 3.5 formally proves

the equivalence of the Helmert decomposition to the Metropolized independent sam-

pling decomposition. The following develops this decomposition for analysis of two

way tables.

A Markov chain on a contingency table is described by its row and column value.
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The Metropolized independent sampling chain described below changes its rows and

columns independently in two steps, and is characterized by the row and column

marginal probabilities πr and πc, together with a proposal distribution for the rows,

pr, and a proposal distribution on the columns, pc. For now, pr and pc can be arbitrary

probabilities on Xr and Xc respectively.

The informal description of the chain, denoted MI follows: in the first step, the

row is updated. From row i and column j, a new row, i′, is chosen with probability

(not depending on the column j) pr(i
′). If πr(i′)

πr(i)
≥ 1, then the chain moves to row i′.

Otherwise, a πr(i′)
πr(i)

coin is flipped; if the coin is heads, the row changes to i′. Otherwise

it stays at i.

In the second step, the column is updated. From row i′ and column j, a column,

j ′ is chosen with probability pc(j
′) (not depending on the row i′). If πc(j′)

πc(j)
≥ 1, the

chain moves to column j ′. Otherwise, a πc(j′)
πc(j)

coin is flipped; if the coin is heads, the

column changes to j ′. Otherwise it stays at j.

The chain MI is a tensor of a Metropolized independent sampling chain on the

rows, denoted MI,r, reversible with respect to πr, with a Metropolized independent

sampling chain on the columns, denoted MI,c, reversible with respect to πc. Therefore,

the chain has stationary distribution π. For more background on Metropolized inde-

pendent sampling chains and their eigendecompositions, see Jun Liu [88] or Chapter

3 Section 3.5 of this thesis.

The eigenvectors of the Metropolized independent sampling chain have been cal-

culated explicitly in [88], and therefore, the eigenvectors of the tensor of two such

chains, MI , also have an explicit form.

To find the eigenvectors of the chain MI using the results in [88], pr must be

chosen so that if the states in Xr are ordered 1, . . . , I then pr satisfies

πr(1)

pr(1)
≥ πr(2)

pr(2)
≥ . . . ≥ πr(I)

pr(I)
.

and that if the states in Xc are ordered 1, . . . , J then pc satisfies

πc(1)

pc(1)
≥ πc(2)

pc(2)
≥ . . . ≥ πc(J)

pc(J)
.
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The eigenvectors of MI,r, {ψr,i}I−1
i=0 , and the eigenvectors of MI,c, {ψc,j}J−1

j=0 , are

known explicitly from [88]:

ψr,i =



0, . . . 0
︸ ︷︷ ︸

i−1

,−
√

Sπr

i+1

πr(i)S
πr

i

,

√

πr(i)

Sπr

i S
πr

i+1

, . . . ,

√

πr(i)

Sπr

i S
πr

i+1





and

ψc,j =



0, . . . 0
︸ ︷︷ ︸

j−1

,−
√

Sπc

j+1

πc(j)S
πc

j

,

√

πc(j)

Sπc

j S
πc

j+1

, . . . ,

√

πc(j)

Sπc

j S
πc

j+1





where Sπr

i =
∑I

k=i πr(k) and Sπr can be thought of as the complement of the cu-

mulative distribution function of πr. S
πc

j is defined analogously as Sπc

j =
∑J

k=j πc(k).

The spectral decomposition induced by MI is written formally as

L(X) = ⊕n−1
k=0ψk = ⊕I−1

i=0 ⊕J−1
j=0 ψc,j ⊗ ψr,i

Table 4.7 presents the tensor independent sampling decomposition of the residuals

for the mental health data. The (i, j) cell in the table is N |〈f̄ − 1, ψπc,j ⊗ ψπr ,i〉L2(π)|:

ψπc,0 ψπc,1 ψπc,2 ψπc,3

ψπr ,0 0 0 0 0.0
ψπr ,1 0 0.3 0.0 0.1
ψπr ,2 0 0.9 0.3 1.6
ψπr ,3 0 1.2 0.1 5.3
ψπr ,4 0 4.3 0.3 9.8
ψπr ,5 0 4.4 5.2 11.9

Table 4.7: Spectral decomposition of mental health data using the tensored eigenvec-
tors of Metropolized independent sampling chains.

The first row and first column of Table 4.7 are identically zero. This follows from

the following simple formula using the standard notation F̄ (i, j) = f(i,j)
πr(i)πc(j)

. The

(i, j) entry in Table 4.7 is

〈f̄ − 1, ψπc,j ⊗ ψπr,i〉L2(π) = ψπr ,i
T Πr

(
F̄ − 11T

)
Πc ψπc,j
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which is zero if i = 1 or j = 1.

The highest entries in Table 4.7 are in the bottom right corner. This, along with

the structure of the eigenvectors of the Metropolized independent sampling chain (see

Chapter 3 Section 3.5 for details) suggests that the two way table collapsed across the

first three columns and four rows fits the independence model poorly. Looking back

on the Pearson residuals, it appears that the residuals in the last row and column are

higher than the rest.

However, if the mental health data were decomposed in a random basis, it would

not be surprising to see the largest component as large as the last entry in Table 4.7.

The maximum component in Table 4.7, 11.9, is about the value of the maximum com-

ponent expected if the basis of eigenvectors of MI,r and MI,c were chosen uniformly

at random (defined precisely in Chapter 8 Section 8.2) in the set of bases in L2(πr)

and L2(πc) whose first row and first column are constant in L2(πr) and L2(πc) respec-

tively. An approximate null value to which the largest component in the tensored

Metropolized independent sampling decomposition can be compared is, by Proposi-

tion 8.2.2 of Chapter 8, obtained by comparing it to the maximum of the coordinates

on a uniformly chosen point on the sphere of radius X2

15
. To approximate the ex-

pected size of the largest component in the decomposition, the uniform distribution

on the sphere of dimension 15 is approximated by a vector of 30 independent normals

divided by the expectation of their norm, 30. Since the square of maximum of 30

independent normals converges in probability to 2 log 30 = 3.4 , and
√

45
15

= 1.73, the

largest norm in the decomposition is expected to be 2 log 30
√

45
15

= 11.76. This means

that the size of the last entry in the table is roughly would be expected if the tensor

independent sampling decomposition is viewed as a random spectral decomposition

of the residuals.

Interpretation of components in tensor Metropolized independent sam-

pling decompositions.

This size of the components in the tensor Metropolized independent sampling de-

composition do not reveal anything unusual in the joint distribution of the spectral
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decomposition of the data. However, it is possible that the components, while not

large, are interpretable. Lancaster [84] asserted, in different language and without

proof, that each component in the Metropolized independent sampling decomposition

can be approximated with a hypergeometric test statistic4.

Lancaster made a similar assertion about the components in a Metropolized in-

dependent sampling decomposition of a vector of counts. In Chapter 3 Section 3.5,

the components in the one dimensional Metropolized independent sampling decom-

position of the residuals are each shown to be approximated by a goodness of fit

test statistic resulting from collapsing a subset of the data and testing it for fit to

a binomial distribution. The kth component in the decomposition is approximately

the statistic testing the following hypothesis: conditional an observation in the data

falling into the first k categories, the total data in the first k − 1 categories follows

the binomial distribution with parameters
∑k

i=1 f(i) and πk
Pk

i=1 πk

.

Lancaster generalized this idea to a two-way contingency table X of dimensions

I and J . Denote the (k, l) entry of table as F (k, l). The upper i by j subtable can

be collapsed into a 2 by 2 table by collapsing its first i− 1 rows and j − 1 columns:

S·,·(i− 1, j − 1) S·,j(i− 1)
Si,·(j − 1) F (i, j)

Table 4.8: 2× 2 table obtained by collapsing the upper i× j subtable of F across the
first i− 1 rows and j − 1 columns. The total number of data observations is N , the
total counts in the first row total is R, and the total counts in the first column total
is C.

where S·,·(i− 1, j − 1) =
∑i−1

l=1

∑j−1
k=1 F (l, k) is the sum of all data in the first i−1

rows and j − 1 columns, S·,j(i− 1) =
∑i−1

l=1 F (l, j) is the sum of all of the data in the

first i− 1 rows and the jth column, Si,·(j − 1) =
∑k−1

i=1 F (l, i) is the sum of all of the

data in the first j−1 columns and the ith row. The total counts in the above subtable

is
∑i

l=1

∑j
k=1 F (l, k), the first row total, R, equals S·,·(i− 1, j − 1) + S·,j(i− 1), and

the first column total, C, equals S·,·(i− 1, j − 1) + Si,·(j − 1).

4Lancaster derived the decomposition of residuals through the Metropolized independence sam-
pling chain differently and called it the Helmert decomposition in [84].
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Conditional on the row and column marginals of the collapsed table, a goodness of

fit test of the collapsed table to the independence model can be performed. Lancaster

claimed that this test statistic is approximately the (i, j) component of the tensored

Metropolized independent sampling decomposition. Below, some precise calculations

to evaluate this claim are provided.

The Pearson chi-square test for independence in a two by two contingency table

with fixed row and column sums has a simple expression. The first total is denoted

R and is fixed; the first column is denoted C and is fixed; a total of N observations

are recorded in the table. It is elementary that the table is parameterized by one cell

count, below denoted x:

x R − x

C − x N − R− C + x

Under the assumption that the row and column into which an observation falls

are independent, the probability of an observation falling into row i and column j can

be estimated by the marginal totals, R and C. Under independence, the probability

of an observation falling into the first row of the table is estimated as pr = R
N

and the

probability of falling in the first column of the table is estimated as pc = C
N

. Pearson’s

chi square test for independence can be computed in this case. Summing
O2

i

Ei
, 2Oi,

and Ei term by term gives

X2 =

(
1

Nprpc(1 − pr)(1 − pc)

)
(
x2 − 2xNprpc

)
+N +

Nprpc
(1 − pr)(1 − pc)

−N

=

(
1

Nprpc(1 − pr)(1 − pc)

)
(
x2 − 2xNprpc +N2p2

rp
2
c

)

=
(x−Nprpc)

2

Nprpc(1 − pr)(1 − pc)
(4.2)

Since conditioning on N , R and C, x has a hypergeometric distribution, in this

case, the moments of the Pearson chi square test statistic can be calculated using the

moments of the hypergeometric distribution. The expectation and variance of the
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hypergeometric with parameters N,R and C are

E(x) =
RC

N
,

and

var(x) =
RC(N − R)(N − C)

N2(N − 1)
.

When plugged into the right side of Equation 4.2, the expectation of the Pearson

chi square statistic is exactly N
N−1

which converges to 1 as N tends to infinity under

the above set-up. This agrees with the general theory that the Pearson chi square

statistic for this case converges in distribution to a chi square distribution with one

degree of freedom.

To evaluate Lancaster’s claim, an exact expression for components of the Metropolized

independent sampling decomposition of the Pearson residuals is needed. For i, j ≥ 2,

the (i, j) component of the decomposition for the tensored Metropolized independent

sampling chain has an expression (4.3) in terms of the marginal row probabilities de-

noted {πr,i}Ii=1, marginal column probabilities {πc,j}Jj=1. Their cumulative distribu-

tion functions are denoted Pr,i =
∑i

k=1 πr,k and Pc,j =
∑j

k=1 πc,k. Since for i ≥ 1, the

ith non-trivial eigenvector of a Metropolized independent sampling chain is orthogonal

to the constants, the computations below are performed for the Metropolized inde-

pendent sampling decomposition of modified Pearson residuals, which are coordinate-

wise the fraction of observations to the square root of their expectation. The modified

Pearson residual corresponding to the data point in the (k, l) position in the table is

denoted pk,l and pk,l =
Ok,l√
Ek,l

= F (k,l)√
NTπr,kπc,l

where there are NT total observations in

the contingency table. In this case, the (k, l) component in the tensor Metropolized

independent sampling chain is

√
πr,iπc,j

Pr,i−1Pr,iPc,j−1Pc,j
·

(
j−1
∑

k=1

√
πc,k(

i−1∑

l=1

pl,k
√
πr,l −

Pr,i−1√
πr,i

pi,k) −
Pc,j−1√
πc,j

(

i−1∑

l=1

pl,j
√
πr,l −

Pr,i−1√
πr,i

pi,j)

)

(4.3)
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A straightforward relationship between the components in the Metropolized inde-

pendent sampling chain and the Pearson chi square statistic occurs when πr and πc

are the uniform distributions. In this case, Equation 4.3 equals
√

n2

ij(i−1)(j−1)
times

i−1∑

l=1

j−1
∑

k=1

pl,k
n

−
(
i− 1

n

) j−1
∑

k=1

pi,k −
(
j − 1

n

) i−1∑

l=1

pl,j +
(i− 1)(j − 1)

n
pi,j (4.4)

Defining y as the number of counts in cell (i, j) of the contingency table, so

y = F (i, j), and conditioning on R, the total number of observations in the first

i− 1 rows up to column j and C, the total number of observations in the first j − 1

columns up to row i, this equation simplifies. Define R =
∑i−1

l=1

∑j
k=1 F (l, k) and

C =
∑i

l=1

∑j−1
k=1 F (l, k). Then Equation 4.3 equals

√
n2

NT ij(i−1)(j−1)
times (4.4):

(4.4) =
1

n
(N −R − C + y) − i− 1

n
(R− y) − j − 1

n
(C − y) +

(i− 1)(j − 1)

n
y

= y(
(i− 1) + (j − 1) + (i− 1)(j − 1) + 1

n
) +

N −R − C − (i− 1)R− (j − 1)C

n

= y
(i− 1 + 1)(j − 1 + 1)

n
+

(
N − iR− jC

n

)

= y
ij

n
+

(
N − iR− jC

n

)

.

Consolidating gives

(4.3) =

(√

n2i2j2

NT ij(i− 1)(j − 1)

)

(y +
N − iR− jC

ij
).

Under the null hypothesis, the expected counts N in the upper i× j subtable is a

fraction of NT . Conditional on NT , if N is a random variable, under the null model,
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E(N) = ij
n2NT . In this case,

(4.3) =

(√

1
1
i

1
j
(1 − 1

i
)(1 − 1

j
)

)

(y +
N − jC − iR

ij
).

The special case and above set-up and equations can be used to compare the

squared entry (i, j) in a Metropolized independent sampling decomposition with the

Pearson chi square test for independence of the collapsed table, conditional on its row

and column sums.

Remark 4.3.1. Suppose that under independence, the estimated row and column

marginals for a square contingency table F with n rows are both the uniform distri-

bution. The total counts in the table are denoted NT . Denote the (i, j)th component

in the Metropolized independent sampling decomposition of the residuals as w2
i,j from

fitting the independence model to data F . So, Pearson’s chi square statistic, X 2 can

be decomposed as

X2 =
∑

1≤i,j≤n, (i,j)6=(1,1)

x2
i,j.

Let w2
i,j be the Pearson chi square statistic for testing independence of the 2× 2 table

formed by collapsing the upper i × j table of F across its first i − 1 rows and j − 1

columns. Conditional on the total counts in the table N , the row and column sums,

R and C, as in Table 4.3, then for i, j ≥ 2,

wi,j =

(√

1

N R
N
C
N

(1 − R
N

)(1 − C
N

)

)

(y − RC

N
).

and

xi,j =

(√

n2

NT ij
1
i

1
j
(1 − 1

i
)(1 − 1

j
)

)

(y +
N − iR− jC

ij
).
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Conditional on N = ij
n2NT ,

xi,j =

(√

1

N 1
i

1
j
(1 − 1

i
)(1 − 1

j
)

)

(y +
N − iR− jC

ij
).

Therefore, conditional on N = ij
n2NT ,

R
N

= 1
i

and C
N

= 1
j
, the (i, j)th component

in the Metropolized independent sampling decomposition is the same as the (i, j)th

component in the chi square test.

Of course, this is a very special case that is unlikely to occur in real data. It

is included to describe the heuristic for Lancaster’s idea that each component in

the Helmert decomposition has an interpretation as a Pearson chi square test. The

calculations above also show that more precise statements regarding the expectation

or variance of the components in the decomposition are computationally intensive.

This concludes the discussion of tensor Metropolized independent sampling dis-

tributions. The last tensor decomposition for the mental health data examined is an

orthogonal polynomial decomposition of the residuals from the independence model.

The decomposition has similarities to the Krawtchouk polynomial decomposition of

Weldon’s data of Chapter 3 Section 3.3.3.

4.4 Orthogonal Polynomials Decompositions

Orthogonal polynomials can be used to derive a decomposition of the residuals from

an independence model on a contingency table. This is described for the mental

health data. As always, the marginal distributions of row and columns, πr and

πc, are estimated from the data under the independence model. If the rows and

columns are treated as ordinal, the row and column spaces can be enumerated as Xr =

{1, 2, 3, 4, 5, 6} and Xc = {1, 2, 3, 4}. Then, πr and πc are distributions on ordered

points, and hence each marginal distribution has associated orthogonal polynomials

(see [70] for background on orthogonal polynomials or Chapter 3 Section 3.3.2 or this

thesis for a brief overview).

Informally, the set of orthogonal polynomials with respect to a distribution πr on
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Xr are denoted {ψk}n−1
k=0 and take value on Xr. The polynomial ψk is a polynomial

of degree k in x and the set satisfy the orthonormality relations 〈ψk, ψl〉L2(πr) = δk,l.

When an ordinal value is assigned to the row and column points in Xr and Xc,

the estimated marginal row and column probabilities πr and πc each have a set of

orthogonal polynomials. These are functions on the row and column spaces of the

table respectively, and can be used to form an orthonormal basis of functions on the

entire table X.

A constructive proof that orthogonal polynomials exist for the rows of the table

Xr with respect to πr comes from performing a Gram-Schmidt orthogonalization in

L2(πr) of the Vandermonde matrix ∆.

∆ =












1 1 . . . 1

1 2 . . . 6

1 22 . . . 62

...
...

. . .
...

1 25 . . . 65












. (4.5)

Let ∆i denote the ith row of ∆. Define ψ1 = ∆1. Using the Gram-Schmidt

algorithm, define

ψ2 =
∆2 − 〈∆2, ψ1〉L2(πr)ψ1

||∆2 − 〈∆2, ψ1〉L2(πr)ψ1||L2(πr)

,

and recursively, given ψi, 1 ≤ i ≤ k − 1, ψk is defined as

ψk =
∆k −

∑k−1
i=1 〈ψi,∆k〉L2(πr)ψi

||∆k −
∑k−1

i=1 〈ψi,∆k〉L2(πr)ψi||L2(πr)

. (4.6)

The matrix Ψr whose rows are the ψk is manifestly orthogonal in L2(πr). Although

the orthogonalization above is performed by specifying the particular space,Xr on

which the {ψi}I−1
i=0 take value, the method works generally for any enumerated row

or column space and associated distribution. So, a set of orthogonal polynomials

also exists for the column space Xc and its distribution, πc. Applying Remark 4.2.1

again to the set of tensors of orthogonal polynomials on the row and column space,
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{ψc,j ⊗ ψr,i}0≤i≤I−1, 0≤j≤J−1 produce a spectral decomposition of functions on the

contingency table L(X). The induced decomposition of the residuals from fitting an

independence model to the mental health data is presented in Table 4.4. The (i, j)

entry in Table 4.4 is N |〈f̄ − 1, ψc,j ⊗ ψr,i〉L2(π)|2.

ψc,1 ψc,2 ψc,3
ψr,1 37.1 0.0 3.4
ψr,2 2.5 0.0 0.3
ψr,3 0.0 0.6 0.7
ψr,4 0.9 0.0 0.2
ψr,5 0.5 0.0 0.0

Table 4.9: Decomposition of the mental health data by orthogonal polynomials in
L2(π)

Table 4.4 shows that the projection of residuals onto the tensor of the first non-

trivial orthogonal polynomials of the row and column marginal distributions ac-

counts for most of the norm of the residuals. Further, the large contribution of

〈f̄ − 1, ψc,1 ⊗ ψr,1〉2L2(π) to ||f̄ − 1||2L2(π) has an interpretation in terms of deviations

of the sample row and column means from their expectation under independence.

Notation is introduced in order to explain this.

A spectral decomposition of a matrix resulting from tensors of an orthonormal

basis on the column space with a basis on the row space can be thought of as a

rotation of the rows and a rotation of the columns of the original matrix. Since the

(i, j) component corresponding to the decomposition of the mental health data in

Table 4.4 is

〈f̄ − 1, ψr,i ⊗ ψc,j〉L2(π) = ψTr,iΠr

(
F̄ − 11T

)
Πcψc,j = ψTr,iΠrF̄Πcψc,j,

the (i, j) entry in Table 4.4 is a rotation of the original matrix of residuals, F̄−11T .

For concreteness, the case where i = j = 1, corresponding to the especially large

component in the decomposition above is investigated. From considering this case,



98 CHAPTER 4. SPECTRAL ANALYSIS FOR TABLES

the generalizations to other values of i and j are straightforward.

Viewing the matrix F̄ as a collection of columns is the next step in interpreting

the rotation of the matrix:

F̄ − 11T =







...
...

...

c1 c2 . . . cn
...

...
...







− 11T . (4.7)

Multiplication of ψr,1 and ΠrF̄ rotates the columns in F̄ and produces a new

vector, r′1 = ψr,iΠr

(
F̄ − 11T

)
.

r′1 = (〈ψr,1, c1〉L2(πr) 〈ψr,1, c2〉L2(πr) . . . 〈ψr,1, c4〉L2(πr)) (4.8)

Since ψr,1 is a degree one polynomial in x ∈ Xr = {1, 2, 3, 4}, and orthogonal to

the constants in L2(πr), it can be expressed as

ψr,1(x) = α1x− α1Eπr
(x).

With γ1 as a constant equal to α1Eπr
(x),

ψr,1(x) = α1x− γ1.

Each column of the matrix ΠrF̄ is a non-negative function on the column space,

Xr whose entries sum to one. Hence, each column of ΠrF̄ can be thought of as an

empirical distribution on Xr. The J columns produce J empirical distributions which

will be denoted {π̂r(j)}Jj=1. The distribution ˆπr(j) places mass f(1,j)
Nπc(j)

on the 1st point

in Xc and places mass f(i,j)
Nπc(j)

on the ith point. Using the notation in Equation 4.8

gives an expression for the jth component in r′1:
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r′1(j) = α1

I∑

i=1

if(j, i)

Nπc(i)
− γ1 = E ˆπr(j)

(α1x) − Eπr
(α1x)

This means that the jth entry in r′1, r
′
1(j), has an interpretation as the deviation

between the sample mean of the row variable (taking values 1, 2, . . . , I) under ˆπr(j)

and the sample mean under the πr, the estimated row marginal probability under

independence. This is described in detail in Chapter 3. Following the exercise used

to interpret r′1 above, the inner product 〈ψr,1, cj〉L2(πr) is seen to be the difference

between the sample mean under the empirical distribution π̂r(j) and its expected

value under the distribution of the row marginal probabilities under the independence

model, πr.

The final step is to interpret the value 〈f̄ − 1, ψc,j ⊗ ψr,i〉L2(π), as a rotation of the

vector, r′1, by ψc1 :

〈f̄ − 1, ψr,i ⊗ ψc,j〉L2(π) = 〈r′1, ψc,1〉L2(πc).

The vector r′1 is orthogonal to the constants in L2(πc), but it does not necessarily

have norm 1. Written ψc,1 = β1x − β1Eπc
(x), the inner product of r′1 with ψc,1 in

L2(πc) is

〈r′1, ψc,1〉L2(πc) = β1

(
J∑

j=1

jr′1(j)πc(j) − Eπc
(x)

J∑

j=1

r′1(j)πc(j)

)

= β1

J∑

j=1

(j − Eπc
(x)) r′1(j)πc(j).

Thus, 〈f̄ − 1, ψc,j ⊗ ψr,i〉L2(π) is the difference of the (column) mean of the distri-

bution πc and the mean of the improper distribution on the columns, Πcr
′
1. If r′1 is

uniform, each column of F̄ produces a similar empirical distribution, π̂r(j), this inner

product will be small. For the mental health data, empirical distributions π̂r(j) differ

from column to column, and hence differ from their expectation under the indepen-

dence model. This variation in {π̂r(j)}Jj=1 is represented by the (1, 1) high value of

the entry in Table 4.4 which accounts most of the norm of the residuals ||f̄ − 1||L2(π).
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As earlier, the size of the projection of f̄ onto 〈f̄ − 1, ψc,j ⊗ ψr,i〉L2(π) can be used

to extend the independence model π. A new model, π′, parameterized by θ extending

π in the direction 〈f̄ − 1, ψc,j ⊗ ψr,i〉L2(π) is

π′ = π + θψc,1 ⊗ ψr,1.

Fitting this model by estimating θ by θ̂ = 〈f̄ −1, ψc,j⊗ψr,i〉L2(π) projects the data

onto a (I−1)(J−1)−1 dimensional space. For the mental health data, this leaves 14

degrees of freedom and is arguably one of the best models because under it, Pearson’s

chi square statistic, X2 = 8.9.

If the mental health data did not have such a good one dimensional summary,

higher order models with components in the direction of higher order orthogonal

polynomials could be fit. A second order model for residuals from the independence

model leaving one less degree of freedom is the model µ′ specifies

µ′ = π + θ1ψc,1 ⊗ ψr,1 + θ2ψc,2 ⊗ ψr,2.

This model can be understood as summarizing the residuals from the indepen-

dence model as a projection onto the tensor of the marginal first order orthogonal

polynomials followed by projecting these residuals onto the tensor of the second or-

der polynomials with respect to the marginal row and column marginal probabilities.

There is an interpretation for the component of the residuals in the direction of

θ2ψc,2 ⊗ ψr,2 in terms of deviations of second-order sample moments from the con-

tingency table data and the estimates of the second order moments of the row and

column marginals under independence. Estimates for the parameters (provided they

are consistent with a probability, see Chapter 3 Section 3.3.1 for a discussion) are

θ̂1 = 〈f̄ − 1, ψr,1 ⊗ ψc,1〉L2(π).

and

θ̂2 = 〈f̄ − 1, ψr,2 ⊗ ψc,2〉L2(π).

Heat maps of the directions parameterized by the model, ψTr,1ψc,1 and ψTr,2ψc,2, can
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Figure 4.2: Plot of the coordinates in ψr,1 vs. ψr,2.

be used for intuiting the model visually. However, there is a simpler way to visualize

these matrices. The tensor structure of these directions can be used to simplify its

graphical representation by making it possible to consolidate the two separate heat

maps of ψTr,1ψc,1 and ψTr,2ψc,2 into one plot: a plot of the components of ψr,1 against

the components of ψr,2, overlayed with a plot of the components of ψc,1 against the

components of ψc,2. The plot of ψr,1 against the components of ψr,2 summarizes the

first and second components of the model µ′ for row deviations in one plot represented

in Figure 4.4. The advantage of this visualization is that it reflects the joint the

structure of ψr,1 and ψr,2 graphically. From it, ψr,1 is seen to be a monotonic function

and ψr,2 unimodal.

Expanded models5 with higher order orthogonal polynomial terms can be visu-

alized by plotting higher orthogonal polynomials coordinate-wise against each other.

Several such plots of orthogonal polynomials with respect to the marginal row and

column distributions for the mental health data are displayed in Figure 4.4.

The plots in Figure 4.4 are closely related to graphical plots in Correspondence

analysis; this connection is developed in Chapter 5 Section 5.5. The row and column

plots can be overlayed as they are in correspondence analysis. They are separated

here for clarity. For each pair of orthogonal polynomials, the row and column plots

have roughly the same structure, a consequence of the vectors’ being polynomials of

the same degree.

5As in ANOVA, it may make sense to include an orthogonal polynomial of degree k in a model
only if all lower order orthogonal polynomials terms are also included.
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ψc,2 vs. ψc,1 ψc,3 vs. ψc,1 ψc,3 vs. ψc,2

ψr,2 vs. ψr,1 ψr,3 vs. ψr,1 ψr,3 vs. ψr,2

Figure 4.3: Coordinate-wise plots of orthogonal polynomials with respect to marginal
row and columns of mental health data.

Refocusing this analysis to Markov chains, Chapter 6 Section 6.3.1 shows that for

any set of orthogonal polynomials in L2(πr), there exists a πr reversible Markov chain

on Xr with those polynomials as eigenvectors. Similarly, for any set of orthogonal

polynomials in L2(πc), there exists a πc reversible Markov chain on Xc with those

polynomials as eigenvectors. This means that there is a Markov chain whose transition

matrix is a tensor of a transition matrix on the column space with a transition matrix

on the row space that produces the spectral decomposition discussed in this section.

The methods developed for the mental health data have two important general-

izations. The first is that the tensor formulation of the two dimensional example can

be generalized to higher way tables. The second is through the construction of or-

thogonal polynomials. The above analysis treats the categories of the mental health

data as sequential and equally spaced, assigning the scores 1 through 6 to the rows

and assigning scores 1 through 4 to the columns. The Vandermonde matrix, and the

Gram-Schmidt algorithm producing orthogonal polynomials were defined using these
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scores.

There are many possible mappings of the rows and columns categories onto the

natural numbers. Different structures for the categories lead to different numerical

assignments of row and column categories. For example, if the subjective difference

between categories Well and Mild and the distance between Moderate and Impaired

are both judged smaller than the difference between Mild and Moderate, the row

scores might be encoded as 1, 5, 6, 10. Using these scores, the Gram-Schmidt decom-

position of the Vandermonde matrix in Equation 4.5 and the corresponding spectral

decomposition could be computed. A better or worse model may be found. This

observation may be helpful for data analysis6.

Residual decompositions from orthogonal polynomials are the last tensor decom-

positions considered here. To finish the analysis of the mental health data, spectral

decompositions from a different class of Markov chains are considered next. These

chains are “local” with one step transitions only possible between adjacent points on

the contingency table.

4.5 Spectral Decompositions from Nearest Neigh-

bor Markov Chains on X

The last part of this chapter investigates spectral decompositions from a class of

chains that reflect the structure of the space on which the mental health data takes

value: a contingency table. Because there is a qualitative ordering of the rows and

columns of the mental health data, a natural way to represent its structure is a graph

G which is an I = 6 by J = 4 grid: two cells in the table are joined by an edge if

they are either different in one gradation of socioeconomic status or one gradation of

mental health status. A Markov chain reflecting this structure is a nearest neighbor

walk on the grid. Because it only moves between neighboring grid points, such a

Markov chain is called a local chain.

The concept of a local chain is formalized below by associating a graph G to X and

6After performing this analysis, the author found a similar but less mathematical treatment by
Beh [7].
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defining a set of Markov chains that can only move from two points in X if an edge

connects them in G. Besides having an intuitive appeal, spectral decompositions from

local chains have an interpretation due to the structure of their eigenvectors. This is

informally described below; Chapter 7 Section 7.4 provides a formal statement.

Given a data space X, a graph G can be built from X using a measure of distance,

d between points in X. The distance d could be a subjective measure of similarity

between observations, but best it is a metric on X, which will be assumed from now

on.

A graph G on X can be built from the metric d by constructing G with vertex

set X edge set, E , in the following way. First, a threshold, ε, is set. A edge eij ∈ E
between i, j ∈ X exists just when d(i, j) ≤ ε. A Markov chain on G can move between

i and j in one step just if eij ∈ E .

The contingency table representing the mental health data has ordered row and

column spaces Xr = {i1, . . . , iI}, and Xc = {i1, . . . , iJ}. A one to one map identifies

the space X on which f̄ takes value with the space Xr ×Xc on which F̄ takes value.

A natural metric d on Xr × Xc defines the distance between (ik, jl) and (i′k, j
′
l) in

Xr × Xc as the sum of the Euclidean distances between the row points and column

points. Formally,

d((ik, jl), (i
′
k, j

′
l)) = |ik − i′k| + |jl − j ′l|.

Taking ε = 1, the resulting graph G is the grid of dimension I by J .

This section describes two Markov chains on the grid G. Both result from the

Metropolis algorithm applied to a reversible proposal chain which is a nearest neigh-

bor walk on G (see [30] or Chapter 3 Section 3.5 this thesis for background on the

Metropolis algorithm). Thus, both are π reversible chains on G. Spectral decompo-

sitions of the mental health data induced by these chains are presented next.

The first proposal distribution is a nearest neighbor walk on the grid with holding

so that each vertex has same weighted degree. Every edge between two distinct

vertex has weight 1. The weights on self loops are the difference between 5 (the

maximum degree in the graph) and the number of distinct neighbors of a vertex in G.

In other words, the proposal chain is weighted so that the probability of moving to a
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neighbor does not depend on the degree of a vertex. The second proposal chain has

the following description: from a particular vertex, the chance it moves to a neighbor

or holds is the same. Applying the Metropolis algorithm to each of these proposal

distributions produces two π reversible Markov chains, referred to respectively as

Chain 1 and Chain 2.

The decomposition of the residuals for the mental health data by the eigenvectors

of Chain 1 and Chain 2 are displayed in Table 4.10 and Table 4.5 below. The eigen-

vectors, {ψi}nm−1
i=0 , of Chain 1 are ordered by their eigenvalue and the ith entry in the

table, counting across the rows, is the norm of the projection of the scaled residuals

f̄ − 1 onto ψi, N |〈f̄ − 1, ψi〉L2(π)|.

0.0 0.0 0.0 34.1
0.0 3.1 0.0 0.0
0.0 1.0 0.2 0.1
0.0 0.0 0.0 0.0
5.1 0.7 0.2 0.0
0.4 0.1 0.1 0.4

Table 4.10: Decomposition of the norm of the scaled residuals from the mental health
data, N ||f̄ − 1||2L2(π) by the eigenvectors of Chain 1.

0.0 0.9 0.0 0.0
31.0 0.0 0.1 0.0
3.1 0.0 0.0 0.0
0.1 0.5 0.8 0.1
0.1 0.0 1.6 0.0
0.2 0.0 0.8 7.3

Table 4.11: Decomposition of the norm of the scaled residuals from the mental health
data, N ||f̄ − 1||2L2(π) by the eigenvectors of Chain 2.

The decomposition in Table 4.10 is arranged in a tabular format. This is meant

only to suggest a similarity to decompositions from the eigenvectors of Markov chains

whose transition matrices are tensors of chains on the row and column space. In the

tensor case, the (i, j) entry of the table corresponds to the norm of the projection of
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the residuals onto the tensor of the jth eigenvector of the chain on the column space

with the ith eigenvector of the chain on the row space. However, the eigenvectors

of the Metropolized chain are not tensors and hence the representation in a table

format has no precise meaning. Yet, the components in the decomposition have an

interpretation, described later.

The fourth entry of Table 4.10 and the fifth entry of Table 4.5 are large, accounting

for most of the norm ofN ||f̄−1||L2(π). To interpret this, Figure 4.4 presents heat maps

of the third non-trivial eigenvector of Chain 1 and the fourth non-trivial eigenvector

of Chain 2 as functions on Xr ×Xc.

Figure 4.4: The left panel displays the fourth eigenvector of Chain 1 as a heat map,
and the right panel displays the fifth eigenvector of Chain 2 as a heat map.

Figure 4.4 shows that the fourth eigenvector of the Metropolized chain is similar

to the tensor of the first nontrivial eigenvectors of RW2 and RW3 of Section 4.2.

The function is roughly decreasing across the first three rows and down the first two
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columns and with the opposite pattern in the last three rows and last two columns.

It takes on most extreme values at the corners of the grid and varies monotonically

across a fixed row or column. A difference is that the eigenvector corresponding to a

large spectral component from Chains 1 and 2 is strictly monotonic across the rows

and columns, while the eigenvectors from the standard path chains in Figure 4.1 are

not.

The eigenvectors displayed in Figure 4.4 are an approximation to the residuals of

the contingency table, and thus graphically represents an approximation to the resid-

uals under the independence model. Seeing the eigenvectors, a guess at its structure

can be made: the value it takes on the (i, j) point of the grid can be approximated by

a product of a row parameter αi and a column parameter βj. Using this idea suggests

fitting a model for the residuals with parameters {αi}Ii=1, ᾱ = 1
I

∑I
i=1 αi and {βi}Ji=1,

β̄ = 1
J

∑J
j=1 βj specifying

(
F̄ − 11T

)
(i, j) = αiβj + (ᾱ− αi)(β̄ − βj).

This model was introduced by Tukey [118]7. A variant of the model, a correlation

model, was introduced by Goodman and summarized in [57]. It and its extensions

are described in Chapter 5.

Anticipating Chapter 7, the fact that the third and fourth non-trivial eigenvectors

of Chains 1 and 2 have the structure shown in Figure 4.4 is not surprising. If the

eigenvalues of any chain on the grid G are distinct, then the sign pattern of the kth

eigenvector ψk, 0 ≤ k ≤ n− 1, ordered by their eigenvalues of the chain will divide G
into k connected components in the following way. Draw the 4×6 grid corresponding

to the contingency table. If there is an edge between two points in the grid and ψk

takes a positive value on one point and a negative value on the other, erase the edge.

Do this for all points. The Discrete Nodal Domain Theorem (Theorem 3.1 in [114] in

Chapter 7 Section 7.4) says that the resulting picture will have exactly k connected

components (up to a convention for dealing with the case where ψk takes on the value

7Actually, Fisher and MacKenzie [46] first suggest the model although Tukey was the first to
systematically examine it. Also, a naive estimation procedure for {αi}I

i=1 and {βi}J
i=1 may lead to

estimates of π that are negative.
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0). In the grid, a schematic representing the sign patterns that could give rise to

three or four connected components are below, although multiplicity of eigenvalues

could also explain the reason that the order of significant eigenvectors differ in Chain

1 and 2:

+ - + -

+ + + -

- + - +

4.6 Statistical Discussion and Conclusion

The spectral decompositions from several structurally different Markov chain have

revealed patterns in the mental health data and are essentially exploratory methods.

The techniques are seemingly outside the realm of classical statistical testing. To

apply such testing procedures, and achieve p-values, a sampling distribution on which

spectral decomposition to use would need to be specified. Chapter 8 discusses analysis

along these lines.

Permutation tests offer another way to evaluate statistical significance of a fixed

spectral decomposition. For moderate sized contingency tables, Monte Carlo or al-

gebraic techniques (see [89] and [33] respectively) can be used to sample from the

space of tables with fixed row and column marginals from the data. The spectral

decomposition for each table in the sample gives a reference distribution for the size

of the largest component in the spectral decomposition of the original data.

Short of viewing the analysis of the mental health data using one of these tech-

niques, it is hard to make statistical statements about the significance of the size of

the components in decompositions of residuals found by the exploratory techniques

presented in this chapter. For large data sets, one way to position spectral decom-

positions with Markov chains in the realm of testing is to split the data into a test

and training set: the training data is used to explore a “good” decomposition where

most of the norm of the residuals can be summarized in a few components of a spec-

tral decomposition. Then, the rest of the data can be used for formal testing of the

model, viewing the decomposition as uniformly chosen at random. The pitfalls of this
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procedure, namely its inherent power limitation, is described in Chapter 2 Section

2.3.5.

4.7 Summary

This chapter has presented many analyses of the mental health data. Perhaps the

most successful was the tensor product Markov chain based on the standard random

walk with holding on both ends, RW3 (Table 4.5). This natural decomposition cap-

tured most of the departures of the data from independence. It has a simple graphical

interpretation (see Figure 4.1). Models using nearest neighbor random walks on the

grid were almost as successful at describing the structure of the data (Tables 4.10 and

4.5), as was the orthogonal polynomial decomposition (see Table 4.4). That section

also provides an interpretation for the components in the decomposition not previ-

ously available. The least informative decomposition was the widely used Helmert

decomposition, also called the Metropolized independent sampling chain and dis-

played in Table 4.7: despite one seemingly large component, it reveals no structure

in the data.



Chapter 5

More Techniques for Two Way

Tables

A simple monotonic association of rows and columns explained the mental health

data of Chapter 4, but two way tables may have dependencies between rows and

columns that do not have a simple interpretation. A 4 by 6 table which cross clas-

sifies applicants to the United States Army by race [sic] and score on an aptitude

test illustrates the potential complexity of the interactions in a small two way ta-

ble. This chapter extends the techniques of Chapter 4, developing more aggressive

methods to analyze such two way contingency tables and applying them to the Army

data. One such method is an iterative decomposition of the residuals using an op-

timization algorithm over a class of tensor Markov chains. This technique is shown

to be equivalent to correspondence analysis. Simple graphical summaries produced

by correspondence analysis and graphical representations of eigenvectors of Markov

chains used for spectral analysis are used to interpret the Army data. The methods

in this chapter are put in a framework that illustrates their generalization; Chapter

6 describes this in detail. The techniques developed here also have an interpretation

as methods of ordination as demonstrated in the afterword.

110
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I II IIIA IIIB IV V Row Totals Prop.
White 7207 37804 26425 23995 9022 773 105226 .62
Black 326 4715 6459 11820 8350 911 32581 .19
Hispanic 281 3541 4387 6971 4752 1019 20951 .12
Other 449 2190 1834 2705 2380 471 10029 .06
Col. Totals 8263 48250 39105 45491 24504 3174 168787
Proportion .05 .29 .23 .27 .15 .02

Table 5.1: 2002 United States Army applicants by race and AFQT score

5.1 AFQT Score and Race in 2002 U.S. Army Ap-

plicants

The Department of Defense cross-classifies applicants, enlisted recruits and officer

recruits for all branches of the Armed Services. Among these classifications are gender,

race, “AFQT” score (roughly an aptitude test) and education level. The data in Table

5.1 is a cross-classification of applicants for active enlistment in the United States

Army in 2002 by AFQT score and race.

The AFQT score is the Military’s “primary measure of recruit potential” (see the

website below) and is scored on a six level scale from high to low: I, II, IIIA, IIIB,

IV, V. Hence, the columns of the table have a known ordering. The Department of

Defense does not accept any recruits who fall into category V; an estimated 9 − 10

percent of the U.S. civilian population scores in this range. The data in Table 5.1

and background information about it is publicly available online [24].

5.2 The Independence Model and Outline of Anal-

ysis

The Pearson chi square statistic for independence of rows and columns in Table 5.1

is very large: 19550 on 5 · 3 degrees of freedom. The Pearson residuals are displayed

in Table 5.2. No cell contributes overwhelmingly to the residuals. Squared, their
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I II IIIA IIIB IV V
White 28.6 44.5 13.1 -25.9 -50.6 -27.1
Black -31.8 -47.7 -12.5 32.4 52.6 12.1
Hispanic -23.3 -31.6 -6.7 17.6 31.0 31.5
Other -1.9 -12.6 -10.2 0.0 24.2 20.6

Table 5.2: Pearson residuals for 2002 Army applicants by race and AFQT score

sum is the total chi square statistic, and the highest contribution of any one residual

to this sum is the residual in position (2, 5), a value just more than 2500. Without

this component, the total chi square statistic is still huge. The residuals in Table 5.1

display a sign pattern: the are positive in the upper left and lower right corners and

negative elsewhere. This suggests a multiplicative departure from independence and

is investigated in the following section.

The analysis in this chapter assumes the notation of Chapter 4, and uses the fact

that the residuals of data comprised of N observation from the independence model

π, denoted f̄ − 1 (see Chapter 4 Section 4.1), are related to the Pearson chi square

statistic, X2, via:

X2 = N ||f̄ − 1||2L2(π).

The analysis of lack of fit of the AFQT data to the independence model begins by

looking for a good summary of the residuals using the standard path Markov chains

introduced in Chapter 3 and applied to two dimensional tables in Chapter 4 Section

4.2. As was seen in Chapter 4, spectral analysis with these Markov chains finds good

summaries when there is an underlying monotonic ordering of the rows and columns

of the table which describe its association structure. So, in the next section, standard

path decompositions are recalled and performed on a permutation of the rows and

columns that makes each approximately monotonic1.

This method is ad hoc, and as will be seen, does not produce a satisfactory

summary of the residuals. A more flexible approach to summarizing residuals using

Markov chains is introduced and fit to the data in Section 5.4. It is shown to be

1Of course, for large data sets, this is impossible to recognize this dependency by hand.
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equivalent to Goodman’s correlation model. This technique summarizes the residuals

better, but is also unsatisfactory. Section 5.5 introduces an even more aggressive sum-

mary technique, referred to as iterative optimization, which is shown to be equivalent

to correspondence analysis in Chapter 6. This method is used to analyze the AFQT

data; it is a generalization of Goodman’s model and the most flexible of the models

considered in this chapter. The chapter ends by using the AFQT data example to

facilitate a discussion of graphical summaries produced by correspondence analysis

and their relationship to spectral analysis with Markov chains.

5.3 Analysis with Standard Path Markov Chains

In this section, the eigenvectors of the four standard path Markov chains, described

in detail and named in Chapter 3 Section 3.4, are used to decompose to the permuted

residuals of the AFQT data. The chains and motivation for permuting the residuals

before performing a spectral decomposition are described below.

The four standard path Markov chains, denoted RW1, RW2, RW3 and RW4,

are each simple walks on a path, differing only by the connectivity the endpoints

of the path (for details see Chapter 3). The walks are described below, and their

eigendecompositions are classical (see Feller [42]). The ith [right] eigenvector of the

chain, on the jth point in X is denoted ψi(j). X can be the row or column space of

the chain, see Chapter 4 Section 4.2 for definitions of the eigenvectors.

As described in detail in Chapter 4 Section 4.2, a tensor of the transition matrix

of a standard path chain on the row space with a transition matrix of a standard path

chain on the column space is the transition matrix of a Markov chain on the entire

contingency table. Thus, the tensors of the eigenvectors of the standard path Markov

chains (RW1, RW2, RW3, and RW4 defined in Chapter 3 Section 3.4) on the row

space with chains on the column space, after renormalization (see Chapter 3), decom-

pose the Pearson residuals in Table 5.2, or any permutation of them. Permuting the

rows and columns of the table separately retains the interpretation for the resulting

spectral decomposition. Without permuting the rows and columns, it is clear that

entries in Table 5.2 are not monotonic aross the rows nor the columns. Thus, without
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II I IIIA IIIB V IV
White 44.5 28.6 13.1 -25.9 -27.1 -50.6
Other -12.6 -1.9 -10.2 0.0 20.6 24.2
Hispanic -31.6 -23.3 -6.7 17.6 31.5 31.0
Black -47.7 -31.8 -12.5 32.4 12.1 52.6

Table 5.3: Permuted Pearson residuals for 2002 Army applicants by race and AFQT
score

permuting them, the residuals will not be well summarized by any eigenvectors of the

standard Markov chains. A heuristic that explains this is that the eigenvectors of a

nearest neighbor chain pick up local variation of data on the row or column space. A

rigorous description of this is provided in Chapter 7.

Because the first eigenvector of each standard path chain is monotonic, the pro-

jection of a permutation of the residuals onto the tensor of the first eigenvectors will

be large if the residuals are monotonic across the rows and columns2. By eye, a per-

mutation of the rows, σr, that produces a roughly monotonic ordering of the rows is

σr = (1, 4, 3, 2); a permutation of the columns, σc, that produces a roughly mono-

tonic ordering of the columns is σc = (2, 1, 3, 4, 6, 5). Table 5.3 displays the Pearson

residuals with this re-ordering. As described later, finding such an ordering can be

automated using the singular value decomposition of the matrix of residuals.

When the matrix of eigenvectors of each of the four standard path chains is nor-

malized to be orthogonal (see Chapter 3 Section 3.4 for details), the tensor of the

matrix of orthogonalized eigenvectors on the row space with the matrix of orthogo-

nalized eigenvectors of the same standard path chain column space gives a spectral

decomposition for the residuals in Table 5.3. The vectors ηr,i and ηc,j will denote the

eigenvectors of the standard path chains, orthogonal in the Euclidean metric.

For a formal description of Table 5.3, denote the matrix of permuted Pearson

residuals in Table 5.3 as Pσr ,σc
. Let η

(RW3)
r,i be the ith eigenvector of the random walk

on the row space with holding on both ends (RW3) scaled to be orthonormal in the

Euclidean metric and let η
(RW3)
c,j be the jth eigenvector of the random walk on the

2As a note, this analysis was carried out without inspecting and then ordering the rows and
columns, and the decomposition with the standard chains Markov chains was not interesting.
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η
(RW3)
c,1 η

(RW3)
c,2 η

(RW3)
c,3 η

(RW3)
c,4 η

(RW3)
c,5 η

(RW3)
c,6

η
(RW3)
r,1 29.1 2073.0 0.2 0.0 0.0 33.4

η
(RW3)
r,2 33.9 12992.0 133.9 0.8 345.6 516.7

η
(RW3)
r,3 107.8 2175.0 20.9 22.7 148.5 10.1

η
(RW3)
r,4 8.5 600.3 62.8 46.4 1.3 110.7

Table 5.4: Norms of permuted residuals projected onto the normalized tensored eigen-
vectors of RW3. The (i, j) entry in the table is exactly (η

(RW3)
r,i )TPσr ,σc

η
(RW3)
c,j .

η
(RW1)
c,1 η

(RW1)
c,2 η

(RW1)
c,3 η

(RW1)
c,4 η

(RW1)
c,5 η

(RW1)
c,6

η
(RW1)
r,1 48.8 2633.5 6.2 55.2 0.7 122.6

η
(RW1)
r,2 28.5 10390.0 277.6 184.7 209.0 1003.1

η
(RW1)
r,3 91.0 1487.5 70.6 15.0 89.3 0.2

η
(RW1)
r,4 9.0 2060.3 16.2 128.8 45.7 500.1

Table 5.5: Norms of permuted Pearson residuals projected onto the normalized ten-
sored eigenvectors of RW1

column space with holding on both ends, scaled to be orthonormal in the Euclidean

metric. Then the (i, j)th entry of Table 5.3 is (η
(RW3)
r,i )TPσr ,σc

η
(RW3)
c,j .

To see the equivalence of treating projections of the residuals f̄−1 and the Pearson

residuals, refer to Chapter 2, Section 2.3. To explain Table 5.3 in terms of the vector

of residuals f̄−1, let F̄σr ,σc
be the residual of the (i, j)th cell in the matrix of permuted

residuals. That is, f̄σr ,σc
(I(i − 1) + j) = F̄ (σr(i), σc(j)). The (i, j)th entry of Table

5.3 is equivalently N〈f̄ − 1,Π
− 1

2
c η

(RW3)
c,j ⊗ Π

− 1
2

r η
(RW3)
r,i 〉2L2(π).

Tables 5.5, 5.6, 5.3, and 5.7 provide the four decompositions from RW1, RW2,

RW3 and RW4 for the permuted AFQT residuals obtained by the procedure de-

scribed above. The most interesting decomposition is induced by the random walk

with holding on both ends, RW3. The projection of the residuals onto the tensor

product first non-trivial eigenvectors of the walk on the row space with the walk on

the column space accounts for two thirds of the total norm of the residuals. The pro-

jection onto this component is also largest for the walk on the path without holding,

RW1, and the walk with holding at one end point, RW2.
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η
(RW2)
c,1 η

(RW2)
c,2 η

(RW2)
c,3 η

(RW2)
c,4 η

(RW2)
c,5 η

(RW2)
c,6

η
(RW2)
r,1 125.9 3558.1 45.9 21.6 0.6 141.3

η
(RW2)
r,2 93.7 8161.4 592.6 281.4 269.9 495.4

η
(RW2)
r,3 165.7 2598.2 48.8 15.4 116.4 8.7

η
(RW2)
r,4 92.8 2369.4 8.3 44.8 0.3 216.8

Table 5.6: Norms of permuted Pearson residuals projected onto the normalized ten-
sored eigenvectors of RW2

η
(RW4)
c,1 η

(RW4)
c,2 η

(RW4)
c,3 η

(RW4)
c,4 η

(RW4)
c,5 η

(RW4)
c,6

η
(RW4)
r,1 29.2 791.8 128.8 265.6 128.8 791.8

η
(RW4)
r,2 63.0 1804.5 736.6 756.1 86.4 2786.1

η
(RW4)
r,3 24.2 1461.8 344.4 1235.6 344.4 1461.8

η
(RW4)
r,4 63.0 2786.1 86.4 756.1 736.6 1804.5

Table 5.7: Norms of permuted Pearson residuals projected onto the normalized ten-
sored eigenvectors of RW4

The projection of residuals using the eigenvectors of the random walk on the

circle are less dramatic, but more informative than the ordinary Pearson residuals.

There is a similarity among the decompositions from RW1, RW2, RW3, that the

largest component in the decomposition of permuted residuals is from the tensor of

the first two nontrivial eigenvectors. The contribution of projection of the residuals

in the second column for all RW1, RW2, RW3, RW4 is compared below. The total

norm of the residuals (scaled by the total number of observations N) is 19550 and is

interpreted below:

Portion of residual norm accounted for by projection onto the row space

and first non-trivial eigenvector for RW on columns

For the path (RW1): 16571

For the path with holding on one side (RW2): 16687

For the path with holding on both sides (RW3): 17840

For the circle (RW4): 6844
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The table shows a similarity: collapsing across the rows, a one dimensional sum-

mary of the residuals f̄σr ,σc
− 1 by the first non-trivial eigenvector of any of the

standard random walks RW1, RW2 or RW3 on the row space is reasonably good and

better than a one dimensional summary of the residuals f̄σr ,σc
− 1 through one of the

eigenvectors of a standard random walk collapsed across the columns. The same pro-

jection onto the first eigenvector of the circle, RW4, is much smaller. This uncovers

some pattern in the residuals using the standard Markov chains: a monotonic pattern

in the rows in which races are ordered “White”, “Other”, “Hispanic” and “Black” is

a better summary of the residuals than a monotonic pattern in the columns ordered

II, I, IIIA, IIIB, V, IV. But, the decomposition is not satisfactory. As a note, several

other analyses of this data were tried: a decomposition by Metropolized independent

sampling chains, and a decomposition by Markov chains on a graph that reflected the

qualitative structure of the table: one that connects all row points within one column

and neighboring points in the columns space. None of these techniques produced

striking or intuitive approximations. In the next section, a deeper approach is used

to find interpretable summaries of the Army data.

5.4 Decomposition by Optimal Tensor Chains

The Army AFQT data is an example of data where the standard path Markov chains

do not decompose the residuals into a few strikingly large components with the rest

small. In order to find a chain that has this property, it is sensible to try to find the

Markov chain which has an eigenvector lying in a direction as close as possible to

the residuals. That is, to find a Markov transition matrix M with eigenvector ψ to

maximize

|〈f̄ − 1, ψ〉L2(π)|.

As described in Chapter 6 Section 6.1, looking through all π reversible Markov

chains on X will always uncover one which has an eigenvector lying exactly in the
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direction of the residuals, f̄ − 1 . For the results of the search to have meaning, only

a subset of π reversible chains can be included in it.

One large subset of Markov chains through which to search is all chains whose

transition matrices are tensors of chains on the row space with chains on the column

space. The graph of this Markov chain is a 4 by 6 grid with additional edges connecting

points in the same row or column separated by two edges in the grid. These chains

can be described intuitively as Markov chains whose one step transitions can be

decomposed into two transitions, each Markov. From the state (i, j), the chain moves

from a particular row i to another row i′ with a probability not depending on the

column j. Then, the chain moves from the point (i′, j) within the row to a new

column, j ′ with a probability that does not depend on the row it is in.

The optimal spectral decomposition from a Markov chain in this constrained class

is induced by the eigenvectors of a π reversible chain whose transition matrix is a

tensor of two chains, a πr reversible chain Mr on the row space and a πc reversible

chain Mc on the column space whose respective first non trivial eigenvectors ψr,1 and

ψc,1 have the property3 that

(ψr,1, ψc,1) = argmax
φr,1,φc,1

|〈f̄ − 1, φc,1 ⊗ φr,1〉L2(π)| (5.1)

Solving this optimization problem produces (ψr,1, ψc,1) and the projection of f̄ −1

onto ψc,1 ⊗ ψr,1 in L2(π), which will be denoted λ.

Optimizing (5.1) can produce a new model π′ for the data matrix F by using it

as a correction term in the model under independence, π. In vector equation form,

the new model is π′:

π′ = π (1 + λψc,1 ⊗ ψr,1) . (5.2)

The vector π′ can also be stated in terms of a parametric model for the data in

Table 5.1. Although generated from spectral decompositions with Markov chains, the

3In this case, it is redundant to impose the condition that φr,1 is subject to 〈φr,1, 1〉L2(πr) = 0
and ||φr,1||L2(πr) = 1 and φc,1 is subject to 〈φc,1, 1〉L2(πc) = 0 and ||φc,1||L2(πc) = 1.



5.4. DECOMPOSITION BY OPTIMAL TENSOR CHAINS 119

model (5.2) is equivalent Goodman’s correlation model. This model and its fit to the

AFQT data is discussed next.

5.4.1 Goodman’s Correlation Model

Goodman’s correlation model (see Goodman [57] or Agresti 9.6.3 [1]), with parameters

θ, µ and ν is:

π′
i,j = πr(i)πc(j) (1 + θµ(i)ν(j)) (5.3)

where πr and πc are the estimates of the row and column marginals under the

independence hypothesis. This model is called a correlation model because of the

simple interaction between rows and columns it specifies. In this model, the compo-

nents of the vectors µ and ν are restricted to satisfy the following constraints: they

must be orthogonal to the constants 〈µ, 1〉L2(πr) = 〈ν, 1〉L2(πc) = 0 and have unit norm:

||µ||L2(πr) = ||ν||L2(πc) = 1. Goodman [57] suggests that the parameters in Goodman’s

model ([57]) can be estimated by maximum likelihood or by finding µ and ν to max-

imize θ = µTΠr

(
F̄ − 1

)
Πcν. Because of its intuitive explanation in terms of Markov

chains, this method of parameter fitting is the one used for the AFQT data below.

The parameters in model (5.3) are estimated by maximizing the criteria (5.1)4.

By simple algebraic manipulation of (5.1), these estimates can be computed using the

singular value decomposition of the Pearson residuals:

||f̄ − 1 − 〈f̄ − 1, φc ⊗ φr〉L2(π) φc ⊗ φr||2L2(π)

= ||Π
1
2
c ⊗ Π

1
2
r

(
f̄ − 1 − 〈f̄ − 1, φc ⊗ φr〉L2(π) φr ⊗ φc

)
||2F

= ||Π
1
2
r

(
F̄ − 11T − 〈f̄ − 1, φc ⊗ φr〉L2(π) φrφ

T
c

)
Π

1
2
c ||2F

= || P√
N

− 〈f̄ − 1, φc ⊗ φr〉L2(π) Π
1
2
r φrφ

T
c Π

1
2
c ||2F

4In this case, the parameter estimates produce a new model that is indeed a probability (its
components are non-negative). In general this will not be the case, and a modified estimation
procedure will be needed.
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Changing variables shows that u = Π
1
2
r µ and v = Π

1
2
c ν, and λ = |〈f̄ − 1, φc ⊗

φr〉L2(π)| minimize

|| P√
N

− λuvT ||2F .

This demonstrates the equivalence of the estimation procedure for ν, µ and λ from

optimizing (5.1) and that obtained by the first singular vectors and value (u1, v1, λ1)

of the singular value decomposition of the matrix of Pearson residuals, P . This is

explained in the context of correspondence analysis in Chapter 6 Section 6.1.1. Using

this method, the estimates of parameters in Goodman’s model are µ = Π
− 1

2
r u1 and

ν = Π
− 1

2
c v1 and θ = λ1.

Goodman calls µ and ν row and column scores, respectively. The model (5.3)

approximates π by a rank two matrix, as a sum of the matrix of cell probabilities

estimated under the assumption of independence of rows and columns and of the best

rank one approximation to the residuals under the independence model, f̄ − 1, in the

π metric.

The matrix form of Goodman’s correlation model will be used later:

Π′ = πrπ
T
c + θΠrµν

TΠc

= Πr

(
11T + θµνT

)
Πc

The matrix components in this equation are:







π′1,1 . . . π′1,J
...

. . .
...

π′I,1 . . . π′I,J







·
=







πr(1)πc(1) . . . πr(1)πc(J)
...

. . .
...

πr(I)πc(1) . . . πr(I)πc(J)







+

θ







πr(1)πc(1) u1(1)v1(1) . . . πr(1)πc(J) u1(1)v1(J)
...

. . .
...

πr(I)πc(1) u1(I)v1(1) . . . πr(I)πc(J) u1(I)v1(J)







(5.4)

which shows that the structure of the matrix uvT is a correction term to the matrix of

probabilities estimated by the model π.
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5.4.2 Model Interpretation and Data Analysis

The parameter estimates for Goodman’s model (5.3) using the singular value decomposition

of the matrix of Pearson residuals are:

θ = 0.33

µ = (−1.58, −1.01, −0.32, 0.62, 1.59, 2.27)

ν = (−0.77, 1.41, 1.25, 0.90)

The row and column scores order the rows and columns by the direction and magnitude

of their deviation from the independence model. The outer product, λµνT is the best rank

1 approximation to the scaled Pearson residuals, so the ordered coordinates of µ and ν

reflect the magnitude and direction of deviations of the residuals from row and column

independence.

The row scores from the correlation model reveal roughly the same structure as was

found by inspection and the decomposition by the standard Markov chains: the parameters

fit with Goodman’s model give the ordering by the row scores as (1, 4, 3, 2). This is the

same ordering of the rows found by eye. The ordering of the columns by eye was found as

(2, 1, 3, 4, 6, 5) which differs from than the ordering given by the column score vector: that

the original order is best.

When the correlation model is fit, the chi square statistic, X 2, is 653 on 8 degrees of

freedom. Even if there were no decrease in the degrees of freedom for this model, the chi

square statistic is still huge compared to its null value.Fitting Goodman’s model significantly

reduces the total chi square statistic, but the correlation model still does not fit the data

well. There is reason to continue the analysis.

The next step followed is to display the Pearson residuals for Goodman’s model. If a

few are especially large, an intuitive explanation for the model can be given.

Pearson Residuals After Fitting a Correlation Model

I II IIIA IIIB IV V

White -0.5 -0.3 0.3 0.8 -0.3 -1.9

Black -4.3 -3.0 0.5 4.8 1.2 -9.9

Hispanic -3.5 1.2 2.8 -1.5 -4.3 9.1

Other 11.9 4.3 -5.8 -8.8 4.9 8.7
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The largest contribution to the total norm of the residuals is less 140 from the second row,

last column. The total residual norm is 653. So, even without this component, the overall

norm of the residuals is large. Below, spectral decompositions with standard path chains are

given one more chance to summarize the residuals. To do this, the residuals from fitting the

correlation model are permuted so that the rows and columns are roughly ordered. Then

the spectral decomposition of the permuted residuals, in L2(π′), the fitted probability, is

computed using the eigenvectors of the standard path walks.

By eye, the best permutation of the original rows to order them is (2, 1, 3, 4) and best

permutation of the original columns to order them is (4, 3, 5, 2, 1, 6). The permutation of

the rows switches the races “White” and “Black” and reorders the AFQT scores to be from

‘average’ scores to ‘extreme’ scores: (4, 3, 5, 2, 1, 6). This indicates that the data deviate

from the correlation model by a most positive association between races “Black” (next

“White”) with middle scores most IIIB, then IIIA, and a most positive association between

“Other” (next “Hispanic”) with extreme scores in the table: most V, then I. The table

below displays the rows and columns in this ordering.

Permuted Pearson Residuals After Fitting a Correlation Model
IIIB IIIA IV II I V

Black 4.8 0.5 1.2 -3.0 -4.3 -9.9
White 0.8 0.3 -0.3 -0.3 -0.5 -1.8
Hispanic -1.5 2.8 -4.3 1.2 -3.5 9.1
Other -8.8 -5.8 4.9 4.3 12.0 8.7

Now, these residuals are projected onto the eigenvectors of the tensor of standard Markov

chains on the path using the same procedures as in Tables 5.5, 5.6, 5.3 and 5.7. The

eigenvectors from the standard path walks have been normalized to be orthonormal with

respect to the model π̂ specified by Goodman’s correlation model. The most interesting

projection of the residuals after the correlation model is fit is onto the eigenvectors from a

path with holding on both sides, RW3. There is a single contribution of 466 to the total

residual norm of 824.21:

Norms of Permuted residuals from the Correlation Model Decomposed by RW3
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η
(RW3)
c,1 η

(RW3)
c,2 η

(RW3)
c,3 η

(RW3)
c,4 η

(RW3)
c,5 η

(RW3)
c,6

η
(RW3)
r,1 0.1 0.1 0.1 0.3 0.4 0.8

η
(RW3)
r,2 3.3 326.8 22.1 62.7 1.0 15.2

η
(RW3)
r,3 1.1 43.0 24.2 0.9 20.7 49.6

η
(RW3)
r,4 1.5 64.1 1.3 0.2 7.5 6.5

The decomposition of residuals from the other standard Markov chain bases are less

compelling than that from RW1, although the largest single component in every one of

them comes from the projection of the residuals onto the tensor of the first two nontrivial

eigenvectors of RW2 and RW3.

Norms of Permuted residuals from Correlation Model Decomposed by a RW1

η
(RW1)
c,1 η

(RW1)
c,2 η

(RW1)
c,3 η

(RW1)
c,4 η

(RW1)
c,5 η

(RW1)
c,6

η
(RW1)
r,1 1.2 11.8 0.1 2.9 0.4 3.2

η
(RW1)
r,2 47.3 291.5 1.5 41.7 1.2 22.0

η
(RW1)
r,3 2.4 13.2 26.7 0.0 5.5 55.3

η
(RW1)
r,4 13.8 71.6 12.3 0.7 5.8 20.8

Norms of Permuted residuals from Correlation Model Decomposed by a RW2

η
(RW2)
c,1 η

(RW2)
c,2 η

(RW2)
c,3 η

(RW2)
c,4 η

(RW2)
c,5 η

(RW2)
c,6

η
(RW2)
r,1 6.6 34.1 0.6 3.1 0.2 0.6

η
(RW2)
r,2 75.0 310.9 6.3 15.1 6.4 1.3

η
(RW2)
r,3 0.1 0.6 58.6 5.4 19.5 56.0

η
(RW2)
r,4 6.9 24.2 11.3 0.4 6.6 3.4

Norms of Permuted Residuals from Correlation Model Decomposed by a RW4

η
(RW4)
c,1 η

(RW4)
c,2 η

(RW4)
c,3 η

(RW4)
c,4 η

(RW4)
c,5 η

(RW4)
c,6

η
(RW4)
r,1 1.6 5.9 3.2 1.2 3.2 5.9

η
(RW4)
r,2 20.8 91.4 26.8 55.8 16.4 13.7

η
(RW4)
r,3 17.6 65.1 14.6 5.1 14.6 65.1

η
(RW4)
r,4 20.8 13.7 16.4 55.8 26.8 91.4

Using the eigenvectors of the standard Markov chains to analyze the residuals from a

correlation model leads to some concentrated components of their spectral decompositions,

but none give a explanatory model as convincing as models for Weldon’s dice data or the
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mental health data analyzed in Chapters 3 and 4 respectively. Fitting Goodman’s correla-

tion model did reduce the total norm of the residuals and give a good first approximation

to model departures of the data from independence. But the residuals left by the model are

still large and in need of explanation.

One route to take is to further explore decompositions from tensor chains from standard

nearest neighbor random walks: for example, a decomposition from the standard RW1 on

the row space with the standard RW3 on the column space (or the tensor of any other

configuration), or the eigenvectors of nearest neighbor Metropolis chains. Nothing striking

was found in experimenting with these approaches.

A second way to proceed is to iterate the search for an optimal chain that was described

in this section: find the Markov chain in the class of tensor chains whose eigenvectors give

the best decomposition of the residuals from the correlation model. More precisely, a tensor

chain where the tensor of the second nontrivial eigenvectors in each chain are in a direction

closest to the residuals from the correlation model. The correlation model residuals can be

projected onto this space, new residuals formed, and the search iterated. This procedure is

already a well known data analytic procedure–correspondence analysis– and the topic of the

next section. A third way to proceed is to take Goodman’s model as the null distribution

and find a Markov chain with this model as statioanry distribution. There are many such

chains, for example the random scan Metropolis chain or Glauber dynamics.

5.5 Iterated Optimal Decompositions

Optimal spectral decompositions with Markov chains will be explained first. The residuals

from an independence model, f̄ − 1, can be projected onto the space spanned by the first

eigenvector of a Markov chain which is a tensor of a chain on the rows with a chain on the

columns of the table maximizing the length of this projection. The eigenvectors of each

row and column transition matrix achieving this maximum are, by definition, found by the

solution of the optimization in (5.1):

(ψr,1, ψc,1) = argmax
φr,1,φc,1

|〈f̄ − 1, φc,1 ⊗ φr,1〉L2(π)|
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where φr,1 is the first eigenvector of a πr reversible chain and φc,1 is the first eigenvector of

a πc reversible chain.

The pair (ψr,1, ψc,1) and the projection of the residuals onto their product, |〈f̄−1, ψc,1⊗
ψr,1〉L2(π)|, specifies a class of tensor Markov chains. The class, denoted M1 contains chains

whose transition matrices have first eigenvalue |〈f̄ −1, ψc,1 ⊗ψr,1〉L2(π)| and are constrained

to be a tensor of transition matrices, whose first eigenvectors are respectively ψr,1 and ψc,1.

The optimization also produces a new set of residuals:

f̄ − 1 − 〈f̄ , ψr,1 ⊗ ψc,1〉L2(π)ψc,1 ⊗ ψr,1.

If the new residuals are not small enough, a further subclass of Markov chains for the

decomposition can be considered. The chains result from the following optimization:

(ψr,2, ψc,2) = argmax
φr,2,φc,2

|〈f̄ − 1 − 〈f̄ , ψc,1 ⊗ ψr,1〉L2(π), ψr,2, ψc,2〉L2(π)|

where φ2,1 is the second eigenvector of a πr reversible chain on the row space with first

eigenvector ψr,1 and φc,2 is the second eigenvector of a πc reversible chain on the column

space with first eigenvector ψc,1.

The solution to this optimization specifies a class of Markov chains within M1 with

the property that the transition matrices of chains in the class have second eigenvalue

|〈f̄ , φc,2 ⊗ φr,2〉L2(π)| and are a tensor of a transition matrix of a chain on the row and with

a chain on the column space, whose second eigenvectors are respectively ψr,2 and ψc,2. This

class is denoted M2.

The second optimization produces residuals

f̄ − 1 − 〈f̄ , ψc,1 ⊗ ψr,1〉L2(π) ψc,1 ⊗ ψr,1 − 〈f̄ , ψc,2 ⊗ ψr,2〉L2(π) ψc,2 ⊗ ψr,2.

The process can be iterated to find a string of classes

M1 ⊇ M2 ⊇ . . . ⊇ Mmin(I−1,J−1)

and corresponding residuals. The class Mmin(I−1,J−1) completely specifies either the eigen-

vectors of the component transition matrix of the row space or of the column space forming
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the tensor chain in Mmin(I−1,J−1). If I ≤ J , all of the eigenvectors of the transition matrix

on the row space in the class Mmin(I−1,J−1) are completely specified.

With these choices, the spectral decomposition of f̄−1 by Mmin(I−1,J−1) is unique, and

hence,

f̄ − 1 =

min(I−1,J−1)
∑

i=1

〈f̄ − 1, ψr,i ⊗ ψc,i〉L2(π) ψr,i ⊗ ψc,i (5.5)

A more formal description of this method is found in Chapter 6 Section 6.1.1.

The representation of f̄ − 1 in Equation 5.5 is exactly the representation of the devi-

ations of the data from the independence model found by correspondence analysis. The

correspondence analysis decomposition is usually given in a vector form (eg. [65], [59], [38]).

Benzecri [8] uses tensor notation for the decomposition, as above. The equivalence of corre-

spondence and a constrained optimization problem over tensor Markov chains with marginal

stationary distributions specified by an independence model is a new result of this thesis.

The connection is made mathematically precise in Chapter 6 Section 6.1.1. Data analytic

interpretations of the two methods are presented below. In order do do this, correspondence

analysis is briefly recalled:

Remark 5.5.1. A standard correspondence analysis of data on a two way contingency table,

F , uses singular value decomposition of the renormalized data matrix, M defined below. The

singular values of M are {λi}min(I−1,J−1)
i=0 and its singular vectors are {ui}I−1

i=0 and {vj}J−1
j=0 .

M := Π
1
2
r

(
F̄ − 11T

)
Π

1
2
c =

min(I−1,J−1)
∑

i=1

λiuiv
T
i

Each λi is called the square root of the ith principal inertia. Each Π
− 1

2
r ui is called the

ith principal row axis, and each Π
− 1

2
c vi is called the ith principal column axis.
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ψc,1 ψc,2 ψc,3 ψc,4 ψc,5
ψr,1 18718 0 0 0 0
ψr,2 0 649 0 0 0
ψr,3 0 0 184 0 0

Table 5.8: Scaled norms of residuals f̄ − 1 projected onto ψr,k⊗ ψc,k in Equation 5.5:
N〈f̄ − 1, ψr,k ⊗ ψc,k〉2L2(π).

5.5.1 Numerical Summaries from Correspondence Analysis

The principal inertias in correspondence analysis are the size of the coefficients in the

spectral decomposition from Equation 5.5 up to a scaling factor5. The principal inertias are

used in correspondence analysis as a heuristic for dimension reduction by summarizing data

by the components in the spectral decomposition with high principal inertias. Writing the

total chi square statistic, X2 as a sum of its projections onto the principal axes is called a

decomposition of intertia and is another way of organizing the components in the norm of

f̄−1 by spectral decompositions from Markov chains. In the Army data, the decomposition

of intertia is:

N ||f̄ − 1||L2(π) = N(λ2
1 + λ2

2 + λ2
3) = 18718 + 649 + 184. (5.6)

Table 5.5.1 expresses Equation 5.6 in the format that is customary in this thesis. The

(i, i) component in Table 5.5.1 is simply Nλ2
i .

Yet another summary of this information in correspondence analysis is derived from the

eigenvalues λi in the singular value decomposition of the Pearson residuals. The fraction of

inertia accounted for by the ith axis is
λ2

i
Pk

i=1 λ
2
i

and is exactly the squared norm of the pro-

jection of f̄−1 onto the ith principle axes in correspondence analysis. This is a consequence

of Equation (5.5), which can be rewritten as

5Here, the total inertia is the total X2 statistic. Good [53] proposes the use of entropy of a
distribution as the inertia. In other work, Good [54] suggests methods based on the singular value
decompositiong to summarize contingency tables.
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X2 = N ||f̄ − 1||2L2(π)

= N ||
min(I−1,J−1)

∑

i=1

〈f̄ − 1, ψr,i ⊗ ψc,i〉L2(π) ψr,i ⊗ ψc,i||2L2(π)

=

k∑

i=1

λ2
i .

This equation illustrates that the proportion of the X 2 statistic accounted for by
λ2

i
Pk

l=1 λ
2
l

is exactly the proportion of the norm of the residuals accounted for by their projection onto

the tensor of the ith principal axes. The numerical illustration for the Army data is below:

Contribution of Principal Axes to the total residual norm in the Army data

Axis 1 2 3

Eigenvalue λ2
i 0.3324 0.0616 0.0329

Fraction of Inertia 0.77848 0.14428 0.07724

As is seen from the Army data, almost all of the norm of the residuals is explained by two

eigenvectors of the optimal Markov chain decomposition found by the criterion (5.5)6. This

is represented by the contribution of the principal inertias to the total inertia, a restatement

of Equation 5.6.

Thus, an interpretation of the Army data can be made by interpreting the first two

eigenvectors of the optimal Markov chain decomposition. Displaying heat maps of these

vectors are one way to interpret them, and hence the Army data. Correspondence analysis

also has a convention for graphically summarizing the first two eigenvectors of the Markov

chain which produce the decomposition in Equation 5.6. The summary is especially useful

when most of the norm of the residuals is represented by projections onto two eigenvectors of

a Markov chain as is the case for the Army data. This is because the coordinates included in

the plot capture most of the norm of the residuals. These graphical techniques are discussed

next.

6The statistical significance of this numerical fact is a different matter. It has been investigated
in [37].
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5.5.2 Graphical Summaries from Markov Chains

In previous chapters, Markov chain decompositions of the residuals are visualized by plot-

ting the eigenvector, ψc,1 ⊗ ψr,1, corresponding to the largest component in the spectral

decomposition (from Equation 5.5) of the residuals as a matrix ψr,1ψ
T
c,1. If there is a large

component of the residuals orthogonal to their projection onto this vector, a heat map of

the eigenvector, ψc,2 ⊗ ψr,2, corresponding to the second largest component in the spectral

decomposition of the residuals in matrix form is an informative graphic.

Figure 5.5.2 plots the residuals, f̄ − 1, as a heat map, next to their approximation,

λ1ψc,1 ⊗ ψr,1. Under these plots, the residuals from subtracting the component of f̄ − 1 in

the direction ψc,1 ⊗ ψr,1, f̄ − 1 − λ1(ψc,1 ⊗ ψr,1), with its best tensor approximation from

Equation 5.5, λ2 (ψc,2⊗ψr,2), are plotted. All plots are the matrix form of the vectors. Since

ψc,k⊗ψr,k is exactly the tensor of the kth row and column principal axes of correspondence

analysis, the plots in Figure 5.5.2 are plots of the first two principal axes of correspondence

analysis as heat maps.

5.5.3 Graphical Summaries from Correspondence Analysis

For a two way table, correspondence analysis represents the two separate heat map plots

in Table 5.5.2 in one consolidated graphic. The heat maps in Figure 5.5.2 have redundancy

which is removed by plots of correspondence analysis. Each of the heat maps, though

intuitively interpretable as two dimensional graphics (with 6 · 4 coordinates), are mathe-

matically one dimensional. Each is a plot of a rank one matrix. It would be possible to

plot the coordinates of the vectors ψr,1 and ψc,1 separately (by orthonormality constraints

on their coordinates, representable by 5 + 3 numbers), and each of these would contain the

same information as each of the heat maps. Orthonormality constraints mean even fewer

numbers are needed to describe ψr,2 and ψc,2.

The graphical representation of the first two row and column axes in correspondence

analysis will be called a projection plot7. It is built from two one-dimensional plots for

the row profiles, here called one dimensional plots, overlayed by corresponding plots for the

7Many times, this plot is called a biplot. However, there is disagreement in the literature about
whether this is appropriate (see [59]).
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f̄ − 1 as a matrix Heat map of ψc,1 ⊗ ψr,1 as a matrix

f̄ − 1 − λ1(ψc,1 ⊗ ψr,1) as a matrix Heat map of ψc,2 ⊗ ψr,2 as a matrix

Figure 5.1: Residuals and heat maps of their approximation using the vectors from
iterated optimal decompositions with Markov chains from Army data. The heat map
of ψc,1 ⊗ ψr,1 as a matrix shows the rank one matrix approximation to the residuals
provided by the first principal axes of correspondence analysis. This matrix forms the
first projection plot in Figure 5.2. The component of the residuals f̄−1 orthogonal to
the direction ψc,1⊗ψr,1 are displayed in the lower left plot. The heat map of ψc,2⊗ψr,2
as a matrix shows the rank one matrix approximation to this orthogonal direction
provided by the second principal axes of correspondence analysis. This matrix forms
the second projection plot in Figure 5.3.
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Plot of row points Plot of column points

Figure 5.2: First one dimensional first projection plots for Army data

column profiles. The two one dimensional plots that compose the projection plot for each

of the rows and the columns are each described.

The first one dimensional projection plot for the rows is, up to a stretching of the x-axis,

just a plot of the coordinates in ψr,1. The vector ψr,1 takes value on the rows of the table,

and the coordinates of ψr,1 are sometimes called row points. They are denoted R1, . . . , R4

and plotted in the left panel of Figure 5.2. On the right panel, the components of ψc,1 are

plotted, called column points. They are denoted C1, . . . , C6. In both plots, the x axis is

stretched by λ1.

As the one dimensional plot above was formed from λ1, ψr,1, and ψc,1, the analogous

plot for λ2, ψr,2, and ψc,2 can be made. This is the second one-dimensional projection plot.

In the projection plot of correspondence analysis, it is used to determine the y coordinate

of the row or column points, so the points on the second one dimensional plot in Figure 5.3

are graphed on the y axis.

The correspondence analysis projection plot consolidates the two projection plots. Up

to the stretching of the x axis by λ1 and the y axis by λ2, it plots the coordinates of ψr,1

versus the coordinates of ψr,2, overlayed by a plot of the coordinates of ψc,1 versus ψc,2. For

example, the point denoted R1 has x coordinate equal to the coordinate in the first one

dimensional projection plot scaled by λ1 and the y coordinate equal to the coordinate in

the second one dimensional projection plot scaled by λ2. The projection plot for the Army

data is pictured below:
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Plot of row points Plot of column points

Figure 5.3: Second one dimensional first projection plots for Army data

Figure 5.4: Correspondence analysis projection plot for the Army AFQT data. Each
row (resp. column) point Ri (Cj) has x (y) coordinate equal to the ith (jth) coordinate
of the first principal row (column) axis ψr,1(i) (ψc,1(j)) and y coordinate equal to the
ith (jth) coordinate of the second principal row (column) axis ψr,2(i) (ψc,2(j)). The
projection of the correspondence analysis plot onto the x axis is displayed in Figure
5.2 and its projection onto the y axis is displayed in Figure 5.3. A horseshoe curve
connecting row (resp. column) points provides a seriation of the rows (columns)
expounded upon later in the section.
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The projection plot provides a graphical interpretation for the deviations of the data

from the independence model. To explain this, the remainder of this section is composed

of two parts8:

1. Data analysis from a projection plot. The correspondence analysis projection plot

reveals the magnitudes of associations between rows and columns in a contingency

table. This can lead to a seriation of rows and columns of a table as mentioned earlier

and described by Holmes [15] and show the structure of departures of the table from

the independence model.

2. General properties of projection plot. Because a projection plot results from plotting

the coordinates of two orthonormal vectors against each other, certain necessary

graphical properties of the plot result. The row or column points in a projection

plot commonly exhibit a natural or characteristic shape, such as a ‘U’ [65]. An

interpretation for this effect is made by comparing such a plot to plotting orthogonal

polynomials described in Chapter 4 Section 4.4.

Data Analysis from a Projection Plot

Projection plots reveal both the first and second order structure in association between row

and columns in the table, and can sometimes seriate rows and columns. This has been

observed by many authors, (see [65], [8]).

The first one dimensional row projection plot is a graph of the components in ψr,1

and produces a one dimensional seriation of the rows as discussed in Section 5.3. In the

Army data, the deviation of mass in R1 corresponding to the race “White” is in a different

direction than the deviation of mass in R2, “Black” compared to its prediction by an

independence model. Similarly, the first split of the Army data is by row “White” and the

races “Hispanic”, “Black” and “Other”. The seriation of the rows is “White”, “Other”,

“Hispanic” and finally “Black”. The column points seriate the AFQT score as I, II, IIIA,

IIIB, IV, V. The more extreme the score, the more the data deviates from its expectation

under independence, and larger differences have different directions of deviation.

To interpret the second one dimensional plots, first concentrate on the row points,

8The below discussion is not meant to be exhaustive. For more background in interpreting
correspondence analysis plots, see [8], [38]. The goal here is to interpret properties of projection
plots as they are related to spectral analysis with Markov chains.



134 CHAPTER 5. MORE TECHNIQUES FOR TWO WAY TABLES

comparing R1 and R4. In the Army data, the mass in the row R1 and the row R4 have

first order deviations in opposite directions from their expectation under the independence

model. The deviation of row points from the position y = 0 represent deviations of the

data from a first order model, the correlation model. For example, after accounting for a

correlation structure of Equation 5.3, the classification “Black”, R4, still deviates from the

model, represented by a shift in the y axis from zero; its proximity to the x axis shows that

row R1 fits the first order corrected model well.

This suggests a way to seriate the data if the residuals from a two dimensional approxi-

mation are small. A sensible way to seriate is to draw a curve through all row (resp. column

points) that first passes through quadrants which have positive x axis coordinates and ends

by passing through quadrants with negative x axis coordinates (see the seriation in Holmes

[15] using this technique). The first order projection best separates the row and column

points according to their sign (more or less mass than expected), and the second order

projection summarizes deviations of the residuals after correcting for this effect according

to the sign of the y axis.

A second property of projection plots is that they reveal an association between rows and

columns. A separate analysis of row and column points leads to an ambiguity of whether

a cross-classification is over or under represented in the data. When overlayed in the same

plot, if a row point is close to a column point, on the same side of the y axis, as are R1 and

C1, the cross classification into categories R1, “White” and C1, score I, are over represented

in the data compared to the expectation under independence to first order. This is because

the product of R1 and C1 is positive. This product is the correction term to the model π

in Equation 5.4. If a row and column points lie on opposite sides of the y axis, for example,

R2 and C1, the cross classification into these categories, in this case “Black” and score I,

is under represented in the data. The farther apart the points are, the greater magnitude

of the discrepancy.

The Army data shows fewer people classified as “Black” have highest AFQT score

compared to the expected number under independence. This is reflected in the first ap-

proximation to the residuals which puts less mass in the row “Black” and more mass in the

column representing the highest AFQT score. The strength of this trend is underlined by

the y component of the projection plot: “Black”(R2) and score I (C1), differ in sign in both

the x and y coordinate, showing a strong negative association. In contrast, the second order

correction for “Hispanic” (R3) and “Other”(R4) puts more mass in the cross classification
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into those ethnic groups and highest AFQT score: the sign of the y coordinate of R3 and R4

agrees with the sign of C1. Their sign also agree with the sign of C6, meaning that, in the

second order approximation, the lowest AFQT score is positively associated to “Hispanic”

and “Other”.

In summary, the proximity of two row (resp. column) points of a projection plot rep-

resents a similarity of the deviation mass in those rows from their expectation under an

independence model. If two row points fall on the same side of the y axis, to first ap-

proximation, their mass deviates from the independence model in the same direction. The

closer the points are, the closer their deviations are, and the father the points, the larger

their deviation. If two row (resp. column) points fall on opposite sides of the y axis, the

direction of deviation is opposite. After correcting for this, the closer the y coordinates of

the row (resp. column) points are, the more similar the deviation in their mass is from its

expectation after the first order correction, the best correlation model.

Comparing a row and column point (say R2, C4) allows an interpretation for an over

or under representation of a cross classification of the second row and fourth column in

the data compared to expectation under the independence model. If R2 and C4 lie on the

same side of the y axis, to first approximation, the cross classification is over represented;

otherwise it is under represented. If R2 and C4 lie on opposite sides of the x axis, to second

approximation, the cross classification is under represented in the data after correcting for

the first order effect. If a row and column point lie in the same quadrant, their first and

second order deviations from independence in their corresponding cross classification are the

same. In the Army projection plot, the closeness of R4 and C6 shows a strong association

between classification into race “Other” and lowest AFQT score. A curve connecting row

(resp. column) points in a correspondence analysis plot can be used to seriate the rows

(columns) of the data. Thus, correspondence analysis can be seen as an ordination method

and is related to biordering techniques (see [9]). This is described more fully in the afterword.

General Properties of Projection plots

An important property of projection plots is their invariance under flips across the x or y

axis. Their derivation from the singular value decomposition means that a projection plot

and its reflection across the x or across the y axis are all equivalent representations of the

same data. These flips corresponds to multiplying the first or second singular vectors by

−1.
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As discussed in Section 5.4, the eigenvectors ψr,1, ψr,2 and ψc,1, ψc,2 produce the best two

dimensional approximation of the residuals from a contingency table using the eigenvectors

of tensor Markov chains results in the approximation of f̄ − 1 by

〈f̄ − 1, ψc,1 ⊗ ψr,1〉L2(π)
︸ ︷︷ ︸

λ1

ψc,1
︸︷︷︸

(C1x,...,CJx)

⊗ ψr,1
︸︷︷︸

(R1x,...,RIx)

+

〈f̄ − 1, ψc,2 ⊗ ψr,2〉L2(π)
︸ ︷︷ ︸

λ2

ψc,2
︸︷︷︸

(C1y ,...,CJy)

⊗ ψr,2
︸︷︷︸

(R1y ,...,RIy)

.

Here, R1x is the x coordinate of the first row point, and CJy is the y coordinate of the

last column point. The λi are the square roots of the principal axes. The essential property

of a one dimensional projection plot is that plots a directional vector, the row vector ψr,1

in one dimension, however large the row space and dimension of ψr,1 is.

Ignoring the labels on the rows, a one dimensional projection plot represents a highly

oriented vector if one point is very separated from the other points. The projection plot

scales the x axis by λ1 and the y axis by λ2. To a second order approximation in the sense

of Equation 5.5, the distance of a row point (say Ri) in the projection plot to the origin is

large if the residuals in the ith row are large. The distance of Ri in the x direction represents

how well the first order term in Ri approximates the row i residuals, and the distance of

Ri in the y direction how well it it approximates the residuals by second order. A large

value of a coordinate of ψr,2 or ψc,2 contributes little to the overall departure of data from

the independence model if the projection of the residuals onto ψc,2 ⊗ψr,2 is small compared

to its projection onto ψc,1 ⊗ ψr,1. In this case, the projection plot represents this small

contribution by shrinking the distance of the row and column points from the x axis by λ2.

Interpreting the row and column vectors plotted in correspondence analysis from a

Markov chain perspective by the optimization that produces Equation 5.5, the following

relations are obvious:

〈ψr,1, 1〉L2(πr) = 〈ψr,2, 1〉L2(πr) = 〈ψr,1, ψr,2〉L2(πr) = 0,

and

〈ψc,1, 1〉L2(πc) = 〈ψc,2, 1〉L2(πc) = 〈ψc,1, ψc,2〉L2(πc) = 0.

Hence, both ψr,1 and ψr,2 must have positive and negative components, and must have
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at least coordinate wise one sign difference between them. That is, it cannot be that for

all i, ψr,1(i)ψr,2(i) ≥ 0 or for all i, ψr,1(i)ψr,2(i) ≤ 0. The same sign conditions hold for

the ψc,1 and ψc,1. In terms of the projection plot, this means that the row (resp. column)

points must lie in at least three quadrants.

In correspondence analysis, the vector sum of the row and column points weighted by

their probabilities under the independence model is always at the origin. This is a conse-

quence of the fact that ψr,k and ψc,k are orthogonal to the constants for all k ≥ 1. A physics

interpretation is the following: if mass πr(j) is placed at the jth point of ψr,k(i), then the

linear constraint 〈ψr,k, 1〉L2(πr) has a physics interpretation that the center of mass of the

system is at the origin. Since the kth eigenvector is orthogonal to the constants for all k, plot-

ting the rows in a k dimensional space with with coordinates (ψr,1(j), ψr,2(j), . . . , ψr,k(j))

puts the center of mass of a the system of I particles, each corresponding to a row, whose

space coordinates have k dimensions, at the origin.

Sometimes, the row and column points in the projection plot exhibit a characteristic

shape or a ‘U ′ or horseshoe as noted in [15]. Chapter 4 Section 4.4 describes the use

of orthogonal polynomials in spectral analysis for contingency tables. It also described

the chacteristic shapes of the plots of two orthogonal polynomials, in L2(π), against each

other. A plot of the second nontrivial orthogonal polynomial against the first is quadratic,

and so ‘U ′ shaped. When this shape appears in a row projection plot, the data have a

straightforward seriation and, up to a reordering of the rows, the first two principal row

axes have the same structure as the first two orthogonal polynomials on the row space.

5.6 Summary

The major difference between the techniques used to analyze the Army data in this chapter

and the methodology presented in Chapter 4 is use of optimal Markov chains to interpret

the Army data. Using local Markov chains to decompose the residuals from either an

independence model (Section 5.3) or Goodman’s correlation model (see the tables preceding

Section 5.5) by hand did not adequately summarize the Army data. Although not reported,

Metropolized independent sampling decompositions of the residuals from an independence

model did not reveal anything striking.

Searching over Markov chains constrained to be tensors of chains on the row space with

chains on the column space, correspondence analysis finds a spectral decomposition (see
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Table 5.5.1) with one large component and two sizable but smaller components. The pro-

jection plots (Figures 5.2, 5.3 and 5.4) of correspondence analysis provide an interpretation

of this decomposition. Primarily, they reveal a strong association between the race “White”

and a high AFQT score. However, the interaction between race and AFQT score was not

summarized by any single pair of tensored eigenvectors, another point revealed by corre-

spondence analysis (see Table 5.5.1). A notable association between the races “Hispanic”

and “Other” and the lowest score on the test remains after a first order correction for the

association between the races “Black”, “Hispanic” and “Other” and lower scores (see Figure

5.4).

Mathematically, correspondence analysis is a special solution to a constrained optimiza-

tion problem using spectral analysis with Markov chains. A data analytic procedure using

different but natural constraints from a graph structure on the space X are introduced

in the next chapter, and the optimization problem using these constraints shown to be

computationally feasible.



Chapter 6

Projection Pursuit and Optimal

Decompositions with Markov

Chains

The idea of spectral analysis with Markov chains is to view residuals of data f fit to a model

π in the basis of the eigenvectors of a Markov chain. A particular Markov chain may provide

an informative decomposition if few spectral coefficients are large and the rest are small.

A quantitative measure of the relative sizes of the components in a spectral decomposition

can be made using a function of the components in a decomposition called an index. Two

indices denoted IS and IP are introduced in this chapter. The value of the indices is large if

the absolute value of a few components in the spectral decomposition are much larger than

the rest.

Fitting data f taking value onX to a model π produces residuals which are denoted f̄−1

and defined below. Any π reversible Markov chain on X produces a spectral decomposition

of the residuals, f̄−1. Usually, it is not feasible to perform a manual search for a potentially

informative decompositions through all candidates in a set of π reversible Markov chains.

Thus, it is useful to automate such a search. This chapter formulates a search procedure

for each index IS and IP , maximizing the index over a proper subset of π reversible chains

in order to find potentially informative spectral decompositions.

For statistical context, projection pursuit and optimal decompositions with Markov

139
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chains techniques explained below are in the spirit of classical projection pursuit as devel-

oped by Kruskal [83] and Friedman and Tukey [50]. For continuous high dimensional data,

the idea of projection pursuit is to summarize data by a “good” low dimensional projec-

tion. This is done by defining a criterion which is large if the projection is “interesting”

and automatically seeking a projection for which the criterion is large. A project for the

statistician is to define an index and then understand why it is “interesting”. Diaconis and

Freedman [28] proved that for most continuous high dimensional data sets, most projec-

tions of the data are the same: approximately normal. This provided grounds for the use of

the projection pursuit indices proposed in [50] which are large if the projection is far from

normal.

The goal of this chapter is to develop indices of “interestingness” for spectral decom-

positions with Markov chains paralleling the developments for projection pursuit described

above. In Diaconis and Salzman [31], a rather different attempt is made to develop projec-

tion pursuit for discrete data. It contains a more extensive literature review of projection

pursuit.

This chapter is organized as follows. The first section introduces the index IP . A special

case of a search using the index IP is shown to be equivalent to simple correspondence

analysis. The next section introduces the index IS . It shows the potential of the index IS

to find simple approximations for the residual vector. The implementation of a search by

formulating the procedure as a linear programing problem is illustrated with data. The

chapter concludes by showing the necessity of restricting the maximization of the indices

IP and IS to a proper subset of π reversible chains in order for the results to be statistically

useful.

The notation used below is the same as throughout the thesis, namely: the non-negative

data vector is denoted f and takes value on the discrete n point set denoted X. The

deviation of f from a model π is explored by spectral analysis of the vector of residuals,

f̄ − 1, where the vector f̄ is defined component wise as f̄(i) = f(i)
π(i) . When the data f is on

contingency table, it will be convenient to use F to denote the data in matrix form.



6.1. THE INDEX IP 141

6.1 Optimization of the Index IP and a Special

Case: Correspondence Analysis

Intuitively, for fixed data f and a Markov chain M , the index IP defined below measures

how well the best single eigenvector of M approximates the residuals, f̄ − 1. With this

notation, the index IP , evaluated at a chain M with eigenvectors {ψMi }n−1
i=1 , is defined as

the infinity norm of the components in the projection of f̄ − 1 onto the eigenvectors of M :

I
(f)
P (M) = ||(〈f̄ − 1, ψM1 〉L2(π), . . . , 〈f̄ − 1, ψMn−1〉L2(π))||∞ (6.1)

= max
i

|〈f̄ − 1, ψMi 〉L2(π)|.

Absolute values are not needed in the right hand side because if ψ is an eigenvector of a

matrix, so is −ψ. As the end of the section shows, for contingency table data, the established

multivariate technique called correspondence analysis is equivalent to maximizing IP over

a natural set of π reversible Markov chains.

If a subset of π reversible Markov chains, denoted Mπ, is specified, for a fixed data

vector f , maximizing the index I
(f)
P (M) over M ∈ Mπ can be stated as an optimization:

Optimization 6.1.1. Fix the data vector f and the index IP as above. Among all π

reversible Markov chains M in the class Mπ where M has non-trivial eigenvectors {φMi }n−1
i=1 ,

maximize

I
(f)
P (M).

A Markov chain M ∗ in Mπ is called optimal if it has one eigenvector ψMi satisfying

〈f̄ − 1, ψMi 〉L2(π) = max
M∈Mπ

I
(f)
P (M) (6.2)

The following remark, explained more completely in the last section, says that for Op-

timization 6.1.1 to be potentially useful for data analysis, the class Mπ must be restricted

to a proper subset of π reversible Markov chains.

Remark 6.1.2. If Mπ is the set of all π reversible Markov chains, the chain M ∗ which is

optimal in 6.1.1 is uninformative in the following sense. For any f and π, there is always

a chain M ∗ which is optimal in 6.1.1 and satisfies

I
(f)
P (M∗) = ||f̄ − 1||2L2(π).
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This fact is proved in Section 6.3.

An important special case of the projection pursuit problem defined by 6.1.1 is when

X is a two way contingency table with row space Xr and column space Xc and π is the

probability specified by the independence model. In this case, π = πr ⊗ πc where πr and

πc are the marginal row and column probabilities of the data. A search through a strict

subset of π reversible Markov chains Mπ which are tensors of chains on the column space

with chains on the row space gives the following optimization problem:

Optimization 6.1.3. Fix data f on a contingency table and π = πr ⊗ πc, the fitted prob-

ability under the independence model. Among all π reversible Markov chains M whose

transition matrices are tensors of a πr reversible chain Mr on the row space with first

eigenvector φr,1 and a πc reversible chain Mc on the column space with first eigenvector

φc,1, maximize

I
(f)
P (Mc ⊗Mr).

A Markov chain M ∗ is called optimal if for some i and j, one of its eigenvectors ψ =

ψc,j ⊗ ψr,i satisfies

〈f̄ − 1, ψc,j ⊗ ψr,i〉L2(π) = max
Mc∈Mπc , ⊗Mr∈Mπr

I
(f)
P (Mc ⊗Mr). (6.3)

This optimization has an appealing property shown in Section 6.1.1: Equation 6.3 can

be solved by a singular value decomposition. Thus, it is computationally simple to find a

tensor Markov chain with one eigenvector providing a good summary of the residuals. This

section also shows that this optimization can be iterated in order to specify the second, third,

etc. eigenvectors of the chain M . The solution produced by the iterated optimization is

equivalent to the solution produced by correspondence analysis. Proposition 6.3.2 explains

why no generality is lost by specifying the eigenvector of M ∗ in Equation 6.3 is ψ = ψc,1 ⊗
ψr,1, that is, i = j = 1.

6.1.1 Correspondence Analysis and the Index IP

Given a two way contingency table F of dimension I by J , maximizing the index IP in

the restricted class of tensor chains in Optimization 6.1.3 finds a Markov chain with one
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eigenvector that is the best one dimensional approximation to the direction of the residuals

from an independence model for F . Because the constraints on the Markov chain in the

optimization are exactly that it be a tensor of a Markov chain on the column space with a

Markov chain on the row space of the table, the approximating eigenvector is also a tensor

of a vector on the column space with one on the row space, ψc,1 ⊗ ψr,1.

The component of the residuals f̄ − 1 orthogonal to ψc,1 ⊗ ψr,1 can be thought of as

new residuals. Optimization 6.1.3 can be performed on the new residuals, and the process

can be iterated. Iterating this optimization k = min(I − 1, J − 1) times in a way described

precisely below produces a class of Markov chains, denoted M(k)
π . The first k left and right

eigenvectors and first k eigenvalues of any chain in this class agree.

Simple correspondence analysis is a data analytic tool for analyzing two way contingency

tables1. It produces a set of k = min(I − 1, J − 1) so-called principal row axes, principal

column axes and principal inertias which are used for data analysis. They are defined

precisely in Proposition 6.1.5 below. The set of principal row axes, column axes and principal

inertias are exactly the shared eigenvectors and eigenvalues of the chains in the class M(k)
π

found by iterating Optimization 6.1.3. This connection is the next topic.

6.1.2 Iterated Optimization

The solution to Optimization 6.1.3 produces one direction in which to project the residuals

from an independence model on a two way contingency table. Almost always, the residuals

will have a component orthogonal to this direction. This component can be thought of as

a new vector of residuals after projecting the original residuals onto the direction found by

solving Optimization 6.1.3. Naturally, when plugged into Optimization 6.1.3 as the function

to approximate, these residuals define a new solution and yet a third set of residuals.

This suggests a formal iterated optimization: let M(0)
π be the set of Markov chains whose

transition matrices are tensors of a πr reversible chain on the row space with a πc reversible

chain on the column space. Optimization 6.1.3 on M(0)
π produces a pair of vectors ψr,1 and

ψc,1 which are respectively the first eigenvectors of the transition matrices of chains on the

row and column space whose tensor is a transition matrix in M(0)
π , and together satisfy

1Correspondence analysis has generalizations to higher way tables and other data types. For
reference, see [65], [8]. See Chapter 5 Section 5.5 of this thesis for an application of the procedure.
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(ψc,1, ψr,1) = argmax
φc,1,φr,1

〈f̄ − 1, φc,1 ⊗ φr,1〉L2(π).

The maximum inner product of the residuals with the vector ψc,1 ⊗ ψr,1 is denoted ρ1:

ρ1 = 〈f̄ − 1, ψc,1 ⊗ ψr,1〉L2(π).

As eigenvectors, ψr,1 and ψc,1, ρ1 taken as an eigenvalue specify a subset of the set M(0)
π

denoted M(1)
π : M(1)

π is defined as the set of Markov chains with first eigenvalue ρ1 whose

transition matrices are a tensor of the transition matrix of a πr reversible Markov chain on

the row space with first eigenvector ψr,1 with the transition matrix of a πc reversible chain

on the column space with first eigenvector ψc,1.

The vector ψc,1 ⊗ ψr,1 defines new residuals denoted f̄ (1) − 1 orthogonal to ψc,1 ⊗ ψr,1

by setting

f̄ (1) − 1 := f̄ − 〈f̄ − 1, ψc,1 ⊗ ψr,1〉L2(π) ψc,1 ⊗ ψr,1 − 1

= f̄ − 〈f̄ , ψc,1 ⊗ ψr,1〉L2(π) ψc,1 ⊗ ψr,1 − 1

= f̄ − ρ1 (ψc,1 ⊗ ψr,1) − 1.

Performing Optimization 6.1.3 on the function f̄ (1) − 1 restricted to the class M(1)
π

produces a pair of second vectors, ψr,2, ψc,2 and in turn the projection of f̄ (1) − 1 on

ψc,2 ⊗ ψr,2 denoted ρ2. New residuals are formed in exact analogy with the definition of

f̄ (1), and a new class of tensor Markov chains M(2)
π ⊂ M(1)

π is analogously formed by setting

the second eigenvector as ψr,2⊗ψc,2 and corresponding eigenvalue ρ2. Further iterating this

procedure gives a nested set of classes of Markov chains:

M(0)
π ⊇ M(1)

π ⊇ . . . ⊇ M(min(I−1,J−1))
π .

Using k = min(I − 1, J − 1), the set of eigenvectors for the transition matrices of the

chains in Mk
π are tensors, {ψr,i⊗ψc,i}ki=0. These vectors together with their corresponding

eigenvalues,

ρi = 〈f̄ − 1, ψc,i ⊗ ψr,i〉L2(π), 0 ≤ i ≤ k,

are closely related to the output of a simple correspondence analysis as explained next.

The work below uses the notation f̄ (0) = f̄ and the fact that the first eigenvectors of a
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Markov chain are constant and the first eigenvalue equals one: ψr,0 = ψc,0 = 1 and ρ0 = 1.

This is used to recursively define the eigenvectors and eigenvalues produced by iterated

optimal decompositions with Markov chains:

Algorithm 1 Iterated solution to Optimization 6.1.3

for i = 1 to k = min(I − 1, J − 1) do
Set (ψc,i, ψr,i) equal to

argmax
φc,i,φr,i

〈f̄ (i−1) − 1, φc,i ⊗ φr,i〉L2(π)

where φr,i and φc,i satisfy the constraints for 0 ≤ j < i

||φr,i||L2(πr) = 1, ||φc,i||L2(πc) = 1, 〈φr,i, ψr,j〉L2(πr) = 〈φc,i, ψc,j〉L2(πc) = 0.

Set
ρi = 〈f̄ (i−1) − 1, ψc,1 ⊗ ψr,1〉L2(π).

end for

Definition 6.1.4 (Given in [59]). A simple correspondence analysis of data on an I × J

contingency table, F , uses the singular value decomposition of the renormalized data matrix

M whose rank is k with k ≤ min(I − 1, J − 1). Πr and Πc are the diagonal matrices

whose diagonals are estimates of the row and column marginal probabilities of F under the

independence model: the marginal row and column distributions πr and πc. Below, UΛV T

is the singular value decomposition of the renormalized data matrix, M , defined as:

M := Π
1
2
r

(
F̄ − 11T

)
Π

1
2
c = UΛV T ,

so

Π
1
2
r

(
F̄ − 11T

)
Π

1
2
c =

k∑

i=1

λiuiv
T
i

The {ui}ki=1 are the first k columns of U and the {vi}ki=1 are the first k columns of V .

In correspondence analysis, each λi := Λ(i, i) is called the square root of the ith principal

inertia. Each Π
− 1

2
r ui is called the ith principal row axis, and each Π

− 1
2

c vi is called the ith

principal column axis.
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The next proposition makes the relationship between iterating Optimization 6.1.3 and

correspondence analysis precise.

Proposition 6.1.5. Use the above notation, with k = min(I − 1, J − 1). Let {ψr,i}ki=1 and

{ψc,i}ki=1 be the common eigenvectors and {ρi}ki=1 the common eigenvalues of the chains

found in Algorithm 1. Let {Π− 1
2

r ui,Π
− 1

2
c vi}ki=1 and {λi}ki=1 be the principal axes and square

roots of the principal inertias of correspondence analysis. Then, provided {λi}ki=1 are distinct

and nonzero, for 1 ≤ i ≤ k,

ψr,i = Π
− 1

2
r ui

ψc,i = Πc
− 1

2 vi

and λj = ρj. That is, ψr,i and ψc,i are the ith principal axes, and ρi is the square root

of the ith principal inertia of correspondence analysis.

Formulating correspondence analysis in tensor notation2, the proof of Proposition 6.1.5

is simple.

Proof of Proposition 6.1.5. Assuming the notation in Definition 6.1.4, the rank of Λ is k.

Since F̄ has rank at most min(I, J), the fact that the constant vector with each coordinate

equal to 1 of length I is a right eigenvector of F̄ and the constant vector of length j is a

left eigenvector of F̄ , both with eigenvalue one, shows

F̄ − 11T

has rank at most min(I − 1, J − 1). Since the singular values of

F̄ − 11T

are assumed to be distinct and nonzero, there are exactly k principle inertias and corre-

sponding axes.

The relationship between the output of Algorithm 1 and correspondence analysis claimed

2See [8] for an early account using tensor notation for correspondence analysis.
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is proved by switching between matrix and tensor notation3 and proceeds by induction on

i for i ≤ k.

To check the base case, by the definition of ψr,1, ψc,1 and ρ1, it suffices to show

λ1 = max
φc,1,φr,1

〈f̄ − 1, φc,1 ⊗ φr,1〉L2(π)

and

(Π
− 1

2
c v1,Π

− 1
2

r u1) = argmax
φc,1,φr,1

〈f̄ − 1, φc,1 ⊗ φr,1〉L2(π)

where the max and argmax are taken over φc,1 and φr,1 orthogonal to the constants

with unit norm in L2(πr) and L2(πc) respectively. By definition,

(ψc,1, ψr,1) = argmax
φc,1,φr,1

〈f̄ − 1, φc,1 ⊗ φr,1〉L2(π)

where the argmax is taken over φc,1 and φr,1 which satisfy the constraints 〈φr,1, 1〉L2(πr) = 0,

〈φc,1, 1〉L2(πc) = 0, ||φr,1||L2(πr) = 1 and ||φc,1||L2(πc) = 1.

Equivalently,

(Π
1
2
c ψc,1,Π

1
2
r ψr,1) = argmax

Π
1
2
c φc,1,Π

1
2
r φr,1

〈f̄ − 1, φc,1 ⊗ φr,1〉L2(π).

Manipulating the tensor on the right of the above equation, and changing notation,

setting w = Π
1
2
c φc,1 and z = Π

1
2
r φr,1, the following relations hold

3In the equations below, the order of the argmax function is not specified. This order can be
made arbitrary as the last step in the proof shows.
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(Π
1
2
c ψc,1,Π

1
2
r ψr,1) = argmax

Π
1
2
c φc,1,Π

1
2
r φr,1

〈f̄ − 1, φc,1 ⊗ φr,1〉L2(π)

= argmax

Π
1
2
c φc,1,Π

1
2
r φr,1

φTr,1Πr

(
F̄ − 11T

)
Πcφc,1

= argmax
w,z

wTΠ
1
2
r

(
F̄ − 11T

)
Π

1
2
c z

= argmax
w,z

wTMz (6.4)

where the argmax is taken over vectors satisfying the constraints 〈φr,1, 1〉L2(πr) = 0,

〈φc,1, 1〉L2(πc) = 0, ||φr,1||L2(πr) = 1, ||φc,1||L2(πc) = 1 and 〈w, 1〉 = 1, 〈z, 1〉 = 1, ||w||22 = 1

and ||z||22 = 1.

Because the proposition assumes the singular values of M have multiplicity 1, the sin-

gular value decomposition of M shows that its singular values, (λ1, λ2, . . . , λk), are strictly

decreasing. This, together with the singular value decomposition of M imply that that the

first left and right singular vectors of M , (u1, v1), whose corresponding singular value is λ1,

maximize (6.4). The uniqueness of the solution can be seen using a proof by contradiction:

assume (u′, v′) 6= (u, v) also maximizes the above and expand (u′, v′) in the basis of left and

right singular vectors {ui}I−1
i=0 , {vi}J−1

i=0 . Then, again by the singular value decomposition

of M , if (u′, v′) is substituted for (z, w) in Equation 6.4, the left hand side of the equation

will be strictly smaller than when (u, v) is substituted for (z, w).

To prove the inductive case, assume the claim is true for the first i − 1 vectors. That

is, for 1 ≤ j ≤ i− 1,

ψr,j = Π
− 1

2
r uj

ψc,j = Πc
− 1

2 vj

and λj = ρj.

To prove the inductive step, that ψr,i = Π
− 1

2
r ui, ψc,i = Πc

− 1
2 vi and ρi = λi, note that in

Algorithm 1, (ψc,i, ψr,i) is set equal to

argmax
φc,i,φr,i

〈f̄ (i−1) − 1, φc,i ⊗ φr,i〉L2(π)
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where for 1 ≤ j < i, φr,i and φc,i satisfy the constraints

||φr,i||L2(πr) = 1, ||φc,i||L2(πc) = 1, 〈φr,i, ψr,j〉L2(πr) = 〈φc,i, ψc,j〉L2(πc) = 0,

and

ρi = 〈f̄ (i−1) − 1, ψc,1 ⊗ ψr,1〉L2(π).

Using the fact that ψr,0 = 1 and ψc,0 = 1, the equations below show the maximization

problem can be formulated equivalently in either tensor or matrix form (see the Appendix

for background on tensor notation):

(ψc,i, ψr,i) =

argmax
||y||L2(πr)=||x||L2(πc)=1

〈y,ψr,j 〉L2(πr)=0,

〈x,ψc,j〉L2(πc)=0, 0≤j≤i−1

〈f̄ −
i−1∑

j=0

ρj(ψc,j ⊗ ψr,j), x⊗ y〉L2(πc⊗πr) (6.5)

=
argmax

yT Πry=xT Πcx=1
yT Πrψr,j=x

T Πcψc,j=0, 0≤j≤i−1
yTΠr



F̄ −
i−1∑

j=0

ρjψr,jψ
T
c,j



Πcx.

Changing variables, using the definition of (ψr,i, ψc,i) above, and the induction hypoth-

esis,

(Π
1
2
r ψr,i,Π

1
2
c ψr,i)

=
argmax

||w||=||z||=1

wT Π
1
2
r ψr,j=zT Π

1
2
c ψc,j=0, 0≤j≤i−1

wTΠ
1
2
r



F̄ −
i−1∑

j=0

ρj(ψr,jψ
T
c,j)



Π
1
2
c z

=
argmax

||w||=||z||=1

wT Π
1
2
r ψr,j=z

T Π
1
2
c ψc,j=0, 0≤j≤i−1

wTΠ
1
2
r



F̄ −
i−1∑

j=0

λj(ujv
T
j )



Π
1
2
c z

=
argmax

||w||=||z||=1
wTuj=zT vj=0, 0≤j≤i−1

wT





k∑

j=i

λj(ujv
T
j )



 z (6.6)

Specifically, the equality of the second expression to the third uses the induction hy-

pothesis that for 1 ≤ j ≤ i − 1, ψr,j = Π
− 1

2
r uj and ψc,j = Πc

− 1
2 vj . The singular value

decomposition of M shows the last step in the equality in the equations resulting in (6.6).

The singular value decomposition of M also shows that the argmax in Equation 6.6 is

achieved when w = ui, z = vi and the maximum of the expression is exactly λi. Thus,
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ψr,i = Π
− 1

2
r ui and ψc,i = Π

− 1
2

c vi. Since ρj was defined exactly as the max of Equation 6.5,

the equality of the arguments within the argmax of 6.5 and 6.6 show that and ρi = λi.

An advantage of this formulation of correspondence analysis is that it suggests a nat-

ural generalization to higher way tables through the higher dimensional generalization of

the singular value decomposition4. Connecting correspondence analysis to spectral anal-

ysis with Markov chains also allows for a comparison between the spectral decomposition

from correspondence analysis and other Markov chain techniques. Chapter 5 interprets the

cross classification of applicants to the United States Army by race and aptitude test score

using spectral decompositions and correspondence analysis and compares graphical data

summaries produced by both techniques. This connection also suggests ways to extend the

ideas of correspondence analysis to other data structures.

This finishes the discussion of the index IP . This next subject is the second projection

pursuit index, IS .

6.2 Optimization of the Index IS and Its Linear

Formulation

For fixed data f and a Markov chain M , since the index I
(f)
P (M) is the infinity norm of the

spectral coefficients of f , IP returns the maximum component in the spectral decomposition

of f by M regardless of which eigenvector of M corresponds to the maximum component.

The index IS defined in Equation 6.7 below does not have this property: it weights the

norm of the spectral component from projecting f̄ − 1 onto the kth eigenvector of M by the

corresponding eigenvalue. That is, if M is a Markov chain with eigenvectors {ψMk }n−1
k=1 and

corresponding eigenvalues {λMk }n−1
k=1 , the index IS is defined as a function of M , not just

the eigenvectors of M . As with the index IP , to emphasize its implicit dependence on f ,

the index IS evaluated at a Markov chain M is written as

I
(f)
S (M) =

n−1∑

k=1

λMk 〈f̄ − 1, ψMk 〉2L2(π). (6.7)

4Several such generalizations are possible; an example is the Higher Order SVD (HOSVD) (see
[23] and references therein). Corollary 2 of [104] is essentially Proposition 6.1.5 when a matrix can
be expressed as a Kronecker product.
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Note that for any Markov chain M , each λMk is bounded by 1 in absoulte value. Hence,

the value of the index I
(f)
S (M) is at most

X2

N
=

n−1∑

k=1

〈f̄ − 1, ψMk 〉2L2(π).

One advantage of the index IS , described in Remark 6.2.6 below, is that it can naturally

take account of structure in the space X. From Equation 6.7, IS is a weighted linear

combination of the spectral coefficients from decomposing f using the eigenvectors of a

Markov chain M . Remark 6.2.7 shows that the index IS evaluated at a chain M that can

move in one step between points in X just if they are similar gives higher weight to the

spectral coefficients corresponding to “smooth” eigenvectors on X. A further property of

IS is given in Remark 6.2.7: the most highly weighted component in the decomposition has

a data analytic interpretation.

The following defines the optimization of the index IS over a constrained class of π

reversible chains, Mπ:

Optimization 6.2.1. Among all π reversible Markov chains M in the set Mπ, maximize

I
(f)
S (M).

A Markov chain M ∗ is called optimal if

M∗ = argmax
M∈Mπ

I
(f)
S (M) = argmax

M∈Mπ

n−1∑

i=1

λMi 〈f̄ − 1, ψMi 〉2L2(π) (6.8)

An example of Optimization 6.2.1 applied to data is described next.

Example 6.2.2. Weldon’s data is comprised of N = 26, 306 repetitions of the following

experiment: 12 standard playing dice are thrown simultaneously and the total number of

times either a 5 or 6 comes up is recorded. Thus, the data f is count data on the space

X = {0, 1, . . . , 12}. A natural first guess is that f is distributed according to the binomial

distribution (denoted π), Binomial(12, 1
3). The data is treated thoroughly in Chapter 3 where

background on it can be found. This example presents the solution to Optimization 6.2.1

for four similar sets Mπ where f is Weldon’s dice data. The sets are now denoted Mπ,α

where α is an upper bound of the holding probability of any chain M in the set Mπ,α: for
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all x ∈ X, M(x, x) ≤ α.

The first set Mπ,α is the set of Markov chains on the path whose holding probability

is bounded by α = .4. The norms of the spectral coefficients of f̄ − 1 decomposed by the

eigenvectors of the optimal chain M ∗ in Mπ,α solving Optimization 6.2.1, scaled by N ,

is the first line in the table below. That is, the ith column in the first row is the value

N |〈f̄ − 1, ψi〉L2(π)|2 where ψi is the eigenvector of the chain M ∗ corresponding to the ith

largest eigenvalue of M ∗. The second, third and fourth rows of the table are the norms of

the spectral coefficients of f̄ − 1, scaled by N , from the eigenvectors of the chain M ∗ in

Mπ,α solving Optimization 6.2.1, where α = .3, .2, .1 respectively.

α 1 2 3 4 5 6 7 8 9 10 11 12

.4 31.6 0.2 0.5 2.9 0.1 0.4 0.9 0.1 1.6 2.3 0.4 0.3

.3 30.9 0.0 0.1 0.4 3.2 0.0 0.2 1.6 1.8 0.6 1.8 0.5

.2 29.6 0.9 0.0 0.1 0.1 1.1 3.2 0.2 2.1 0.0 2.9 1.0

.1 28.5 1.3 0.4 0.0 0.4 0.2 2.8 3.3 0.4 0.5 3.4 0.1

The spectral decompositions produced by the four classes are similar, as are their corre-

sponding eigenvectors; for example, the first eigenvector of each optimal chain is monotonic.

Chapter 7 formulates this mathematically. The data analytic interpretation is that the first

eigenvector of any of the optimal chains described above is a good approximation to the de-

viation of the data f from the model π and is found by using Optimization 6.2.1. As a note,

as α grows larger, the spectral decompositions found by the algorithm are not as striking. A

heuristic for this phenomenon is that if α = 1, the transition matrix M which is the identity

is possible, and in this case I
(f)
S (M) = X2

N , its maximum value.

Example 6.2.2 suggests a general construction for the class Mπ using the structure

of X: the set of Markov chains on a graph with vertices X and edges between vertices

that are similar. An example of such a set Mπ used in Example 6.2.2 and found to be

empirically useful in other contexts, is formally introduced below and combines a graph

structure constraint and a holding constraint. The class is denoted Mπ,G,α. Remark 6.2.3

below motivates the use of a proper subset of π reversible chains for Mπ in Optimization

6.2.1. It says that to be potentially useful for data analysis, the class Mπ must be restricted

to a proper subset of π reversible Markov chains. This is because I
(f)
S (M) achieves its
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maximum, ||f̄ −1||L2(π), at the trivial Markov chain whose transition matrix is the identity.

Luckily, as long as there is only one eigenvalue of M of maximum modulus 1, for example

if M is irreducible, the index IS(M) is strictly less than ||f̄ − 1||L2(π), the maximum it can

attain over all π reversible chains M .

Remark 6.2.3. If Mπ is the set of all π reversible Markov chains, the chain M ∗ which is

optimal in 6.2.1 is not informative in the following sense. For any f and π, the chain M ∗

which is optimal in 6.2.1 satisfies

I
(f)
S (M∗) = ||f̄ − 1||2L2(π).

This equality is achieved by taking M ∗ to be the trivial totally disconnected chain.

6.2.1 Chains on a Graph: Mπ,G,α

Given a finite set X, a sensible distance on X, denoted d, defines a set of π reversible

Markov chains. d can be a measure of distance or similarity between two observations.

This gives a sense of the structure of X. A graph G on X can be built from the distance

d by constructing G and its edge set, E , in the following way. First, a threshold, ε, is set.

Two states i and j are said to be close if d(i, j) ≤ ε. An edge eij ∈ E exists between i, j ∈ X

just when d(i, j) ≤ ε. Varying ε will produce different and possibly useful graphs.

Example 6.2.4. When the space X is an ordered collection of numbers as is the case for

Weldon’s dice data, X = {0, 1, . . . , 12}, one intuitive choice for d is Euclidean distance in

X. If ε is taken to be 1, the resulting graph G is simply the path on 13 points. This graph

appeared in Example 6.2.2 to illustrate the data analytic use of the index IS.

The graph structure constraint produces a class of π reversible Markov chains, denoted

Mπ,G,α, which move in one step from i to j just if eij ∈ E . One additional parameter is

needed to specify Mπ,G,α: a constraint on the holding of a Markov chain in this class. The

parameter α specifies that any Markov chain M in Mπ,G,α must satisfy M(x, x) ≤ α for

all x ∈ X. If α < 1, the class Mπ,G will not contain the trivial transition matrix which

is the identity. The end of this section describes a linear programming formulation of the

optimization that maximizes the index IS over chains in the class Mπ,G,α.

Some useful properties of the spectral decomposition produced by the solution to Opti-

mization 6.2.1 using Mπ,G,α can be deduced and are summarized in the remarks below.
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6.2.2 The Index IS and the Structure of X

Remark 6.2.5. If M is a Markov chain on a graph G, Chapter 7 Section 7.2 shows that as

functions on G, the eigenvectors ψMk of M , ordered by their eigenvalues, are more variable

as k grows. As k grows, the eigenvalue λk decreases. For intuition about IS, consider the

following simplified case. Fix a Markov chain M and suppose two vectors f and h have the

same norm in L2(π). Suppose f lies exactly in the direction of the ith nontrivial eigenvector

of M , ψMi , and h lies exactly in the direction of the j th, ψMj . If i < j then

I
(f)
S (M) > I

(h)
S (M).

This gives a heuristic for the maximum value the index IS found by the solving Opti-

mization 6.2.1 over the set Mπ,G,α: the closer a data vector lies to an eigenvector of some

M ∈ Mπ,G,α with large corresponding eigenvalue, the larger the optimal value of I
(f)
S (M∗).

This remark is extended below using the fact that for Markov chains on a graph G,

eigenvectors corresponding to larger eigenvalues are ‘smoother’ or ‘simpler’ functions on G.

Remark 6.2.6. The results in Chapter 7 show that if M is a Markov chain on the path

G = {0, . . . , n − 1}, as a function on G, the ith nontrivial eigenvector, ψMi , changes sign i

times and has only one local maxima between sign changes. Thus, if i < j, as functions on

G, ψMi can be said to be smoother than ψMj . The discrete nodal domain theorem (Theorem

3.1 of [114] repeated in Chapter 7 Section 7.4) shows that for Markov chains on a fixed

graph G, eigenvectors corresponding to smaller eigenvalues have fewer sign changes than

eigenvectors corresponding to larger eigenvalues. When the eigenvalues of M are distinct,

the kth non trivial eigenvector of M divides G into k connected components in the following

way: erase any edge (x, y) in G if the signs of ψk(x) and ψk(y) differ (a convention must

be adopted if ψk attains the value zero). The resulting graph will have exactly k connected

components. Combined with the previous remark, this gives the heuristic: for fixed data f ,

higher values of the optimized index I
(f)
S (M∗) are associated to Markov chains which have

‘simple’ or ‘smooth’ eigenvectors approximating the direction of the residual vector f̄ − 1.

The discrete nodal domain theorem has been used heuristically for classification prob-

lems, for example in spectral clustering algorithms (see [120], [94] and references therein)

and for support vector machines using reproducing kernel hilbert spaces (see [121] and

references therein).
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For the first nontrivial eigenvector of a Markov chain on G, Theorem 3.1 of [114] provides

a simple interpretation for the first nontrivial eigenvector ψM1 . Assuming its eigenvalue has

multiplicity one, the theorem states that if all edges (x, y) in G are erased when the signs

of ψM1 (x) and ψM1 (y) differ, G is divided into exactly two connected components. Thus, the

vector ψM1 is a simple approximation to the residuals, f̄ − 1, that takes into account the

structure of G.

The next remark gives a distributional interpretation for the vector ψM1 .

Remark 6.2.7. Evaluated at a Markov chain M , the index

I
(f)
S (M) =

n−1∑

k=1

λMk 〈f̄ − 1, ψMk 〉2L2(π).

most highly weights the component corresponding to the dominant eigenvalue of M ,

〈f̄ − 1, ψM1 〉L2(π). This component has an interpretation using Proposition 7.2.9 of Chapter

7: it is the mean of a distribution placing mass f(i)
N on the point ψM1 (x). To formalize this,

define the distribution π̂′ which has support on the points

{ψM1 (0), . . . , ψM1 (n− 1)}

through the relation:

π̂′(ψM1 (i)) = π̂(i).

The first component in the spectral decomposition from M can be expressed in terms of π̂:

〈ψM1 , f̄ − 1〉L2(π) =

n−1∑

i=1

(
f(i)

N
− π(i)

)

ψ1(i) = Eπ̂(ψ
M
1 ).

Since ψM1 is orthogonal to the constants in L2(π),

Eπ(ψ
M
1 ) = 0,

so 〈ψM1 , f̄−1〉L2(π) is also the difference in the expected value of ψM1 under the distributions

π̂ and π.

When G is the path of length n, Proposition 7.2.9 says that ψ1 is monotonic. Thus, ψ1
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can be assumed to be increasing and cross zero at some k where 0 < k < n−1. In this case,

an interpretation for 〈ψM1 , f̄−1〉L2(π) can be made by viewing X embedded in R. Assuming

〈ψM1 , f̄ − 1〉L2(π) is positive, the vector ψM1 suggests that the underlying distribution of the

data places less mass on the points {0, 1, . . . , k} and more mass on the other points than

the original model π. Further, since ψM1 (x) is monotonic in x, ψM1 can be seen to stretch

the coordinates of X = {0, 1, . . . , n− 1} into a discrete set in R.

In an oversimplified case, if the vector of residuals, f̄ − 1, lies exactly in the direction

ψM1 , then

f̄ − 1 = 〈f̄ − 1, ψM1 〉L2(π)ψ
M
1 .

This equation can be rewritten coordinate wise as

π̂(i) = π(i) + 〈f̄ − 1, ψM1 〉L2(π)ψ
M
1 (i).

In this case, the vector ψM1 provides the correction of π to the empirical distribution π̂.

The larger the magnitude of the coordinate ψM1 (i), the larger the correction to π at the ith

coordinate. If the equality

f̄ − 1 = 〈f̄ − 1, ψM1 〉L2(π)ψ
M
1

does not hold, but 〈f̄ − 1, ψM1 〉2L2(π) accounts for most of the norm of f̄ − 1 in L2(π), ψM1 is

one way to summarize the deviation of π̂ from π (see Chapter 3 Subsection 3.3.1 for more

discussion). In this case, the magnitude of the components of ψM1 , summarized by how

ψM1 stretches X, can be used to approximate the coordinate wise deviation of the empirical

distribution, π̂ to π.

For completeness, the linear programming formulation of IS is given below, concluding

the section.

6.2.3 An Algorithm for the Index IS.

This section proves that optimizing the index IS over the set Mπ,G,α can be formulated

as a linear programming problem (for background on linear programming, see [12]). The

formulation and implementation of the algorithm closely follows the work of Boyd, Diaconis

et al. [34] which is concerned with finding the fastest mixing Markov chain on a graph. The

next proposition shows that Optimization 6.2.1 is linear under the constraints Mπ,G,α.
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Proposition 6.2.8. Let G be a connected undirected graph with a loop at each vertex. For

each 0 ≤ α < 1 and fixed data f fit to a model π producing residuals f̄ − 1, maximizing IS

over the class Mπ,G,α can be formulated as the linear programming problem: maximize

(f̄ − 1)TΠM(f̄ − 1)

subject to

1. M ≥ 0

2. M1 = 1

3. Π
1
2MΠ− 1

2 is symmetric.

Proof of Prop 6.2.8. For each π reversible Markov chain M in Mπ,G,α, its nontrivial eigen-

vectors are denoted {ψMi }n−1
i=1 and corresponding eigenvalues {λi}n−1

i=1 . For convenience,

define αi(M) = 〈f̄ − 1, ψMi 〉L2(π). Then, from the eigendecomposition of M , the optimiza-

tion criterion in Optimization 6.2.1 can be written as

(f̄ − 1)TΠM(f̄ − 1) = (
n−1∑

i=1

αi(M)ψTi )Π(
n−1∑

i=0

λMi ψ
M
i (ψMi )TΠ)(

n−1∑

i=1

αi(M)ψMi )

=
n−1∑

i=1

λMi αi(M)2

To show that an optimization problem can be solved by linear programming, it is suffi-

cient to show that as a function of its argument, in this case M , the criterion to be optimized

and the set over which it is optimized are both defined by linear constraints (see Chapters

4 of [12]).

The objective function IS of its argument M is linear because the criterion to be op-

timized is Π(f̄ − 1)TM(f̄ − 1)5. The next step is to show that the set over which M is

optimized has can be defined by linear constraints; that is, the set Mπ,G,α can be represented

by linear constraints on M .

To show this, M is the transition matrix of a π reversible Markov chain on G with

stationary distribution π if and only if (see the proof of Proposition 6.3.2)

5By defining the operator D = I − Π
1
2MΠ− 1

2 , and g =
(
f̄ − 1

)T
Π

1
2 , Equation 6.8 is equal to

gT Dg

||g||
L2(π)

, minimized over D. Thus, I
(f)
S (M) can be written in terms of a Dirichlet form.
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1. M ≥ 0

2. M1 = 1

3. Π
1
2MΠ− 1

2 is symmetric.

Using the equivalence of 3. to the linear matrix inequality

0 ≤ Π
1
2MΠ− 1

2 − (Π
1
2MΠ− 1

2 )T ≤ 0,

shows that all of the constraints are linear. As a note, 2. and 3. above imply that

πM = π.

Using Proposition 6.2.8, Optimization 6.2.1 over the set Mπ,G,α can be implemented

using generic optimization software.

6.3 Maximal and Uninformative Values of IS and

IP

Remarks 6.2.3 and 6.1.2 show that for Optimizations 6.1.1 and 6.2.1 to be potentially

useful for data analysis, the sets over which IP and IS are maximized must be constrained.

The chapter concludes by providing the mathematical justification for Remark 6.1.2 (the

justification for Remark 6.2.3 is contained in its statement).

Remark 6.1.2 says that for any data f and model π and resulting residuals f̄ − 1,

maximizing IP over all π reversible Markov chains will always produce at least one chain

which has an eigenvector falling exactly in the direction of f̄ − 1. The first step (Fact 6.3.1

below) is to show that there is always a vector, denoted ψ, orthogonal to the constants in

L2(π) which falls exactly in the direction of f̄ − 1. The second step is Proposition 6.3.2

which shows that this ψ is an eigenvector of some π reversible chain.

The fact below is a simple application of the Parseval relation to express the norm of

f̄ − 1 in terms of the components of its coordinate projections.

Fact 6.3.1. If {ψi}ni=1 is any set orthonormal in L2(π) with ψ0 = 1, the norm of f̄ − 1 in

L2(π) can be expressed as the sum of the norms of its projections onto each ψi. That is,
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||f̄ − 1||2L2(π) =

n−1∑

i=1

|〈f̄ − 1, ψi〉L2(π)|2.

It is now straightforward to see that a unit vector, ψ, in L2(π) can always be found so

that the norm of the projection of f̄ − 1 onto ψ is equal to ||f̄ − 1||L2(π), namely the unit

vector

ψ =
f̄ − 1

||f̄ − 1||L2(π)

.

Thus, Fact 6.3.1 says that there are many orthonormal sets which will produce a spectral

decomposition where the residuals are exactly contained in a one dimensional non-trivial

subspace spanned by ψ = f̄−1
||f̄−1||L2(π)

. It is also true that there will always exist a π reversible

Markov chain with an eigenvector equal to ψ. A stronger statement, that for any collection

of vectors {ψi}n−1
i=0 orthonormal in L2(π), there is a π reversible Markov chain with these

vectors as its eigenvectors is proved next. Thus, while it is interesting to characterize the

Markov chains with which have ψ as an eigenvector (see [60]), the search for the vector

itself is not useful data analytically.

6.3.1 Eigenvectors of π Reversible Chains

The following proposition shows that for any orthonormal set of vectors in L2(π) one of

which is constant, there exists a π reversible Markov chain with these vectors as eigenvectors.

The proof of Proposition 6.3.2 uses the fact that a matrix M is the transition matrix of a

π reversible Markov chain if

1. M is stochastic, that is, its rows sum to one and the components of the matrix are

nonnegative.

2. The matrix K defined as K = Π
1
2MΠ− 1

2 is symmetric.

3. The stationary distribution of M is π: πM = π.

Proposition 6.3.2. Let Mπ be the set of all Markov chains on a discrete n point set with

stationary distribution π. Let {ψi}n−1
i=1 be any collection of vectors orthonormal in L(π) such

that for all 1 ≤ i ≤ n− 1, 〈ψi, 1〉L2(π) = 0. Then there exists a Markov chain M ∈ Mπ with

stationary distribution π such that each ψi is a right eigenvector of M .
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Proof. Given an orthonormal set, {ψi}n−1
i=1 , the idea of the proof is to choose a λi corre-

sponding to each ψi in order to construct a Markov chain whose transition matrix has

{ψi}n−1
i=1 as eigenvectors and {λi}n−1

i=1 as eigenvalues.

First, the three conditions for a matrix M is the transition matrix of a π reversible

Markov chain can be reduced to two:

1. M is stochastic, that is, its rows sum to one and the components of the matrix are

nonnegative.

2. The matrix K = Π
1
2MΠ− 1

2 is symmetric.

The following shows that 1. and 2. together imply that π is the stationary distribution

of M , πM = π. Since M is stochastic, the constant vector is a right eigenvector of M with

eigenvalue 1 so Π
1
2 1 is a right eigenvector of K. Since K is symmetric, its left eigenvectors

are the transpositions of its right eigenvectors. Thus, 1TΠ
1
2 is a left eigenvector of K. Since,

M = Π− 1
2KΠ

1
2 ,

if 1TΠ
1
2 is a left eigenvector of K, multiplying this vector by on the left by Π

1
2 shows 1TΠ

is a left eigenvector of M .

The proof of the rest of the proposition is most intuitive when π is the uniform distri-

bution. Then Mπ is the set of all doubly stochastic symmetric matrices (see [34]). Because

π is uniform, the components of any ψi must sum to zero. For each 1 ≤ i ≤ n − 1, let λi

be any number satisfying |λi| < 1
n2 ||ψi||−2

∞ . Note that this necessarily implies that |λi| < 1.

With these {λi}n−1
i=1 , define the matrix M by

M = 11TΠ +

n−1∑

i=1

λiψiψ
T
i

=
1

n
11T +

n−1∑

i=1

λiψiψ
T
i

In this case M and K are manifestly symmetric, so to verify M is the transition matrix of

a π reversible chain, the only condition to verify is condition 1.

Below, the infinity norm for a matrix M , ||M ||∞, is used to denote the maximum

coordinate-wise l∞ norm of its entries (see [66]). That is, the l∞ norm of a matrix M =
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[mi,j]1≤i,j≤n is defined as

||M ||∞ = max
1≤i,j≤n

|mi,j|.

To show M is stochastic, it must be verified that its rows sum to 1. This condition on the

rows holds because the components of each ψi with i ≥ 1 sum to 0 since they are orthonormal

to the constant vector. Now it suffices to show the entries of M are nonnegative. Since

||ψiψTi ||∞ is bounded by ||ψi||2∞, the definition of λi shows ||λiψiψTi ||∞ < 1
n2 and hence

||
n−1∑

i=1

λiψiψ
T
i ||∞ ≤

n−1∑

i=1

||λiψiψTi ||∞ <
n− 1

n2
<

1

n
.

This implies that all entries in

M =
1

n
11T +

n−1∑

i=1

λiψiψ
T
i

are actually positive and finishes the proof in the case where π is uniform.

For general π, the argument is similar to the case where π is uniform, with slight

differences. For each i such that 1 ≤ i ≤ n− 1, let λi corresponding to the eigenvector ψi

be any number so that

|λi| <
1

n
min
i
πi||ψi(ψTi Π)||−1

∞ .

Define the matrix

M = 11TΠ +
n−1∑

i=1

λiψi(ψ
T
i Π).

This is the candidate for the transition matrix of a π reversible chain with {ψi}n−1
i=1 as eigen-

vectors. The form of M above shows that the matrix Π
1
2MΠ− 1

2 is manifestly symmetric.

This checks condition 2. To check condition 1., it suffices to show that the rows of M sum

to 1 and

||
n−1∑

i=1

λiψi(ψ
T
i Π)||∞ < min

i
πi.

The sum of the rows can be computed by multiplying M on the right by the constant

vector of 1s, 1. Using the expression of M as a sum of n rank one matrices above shows
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M1 =

n−1∑

i=0

λi〈ψi, 1〉L2(π)ψi = λ01 = 1

since all ψi with 1 < i ≤ n − 1 satisfy 〈ψi, 1〉L2(π) = 0. For the last step, the definition of

each λi shows

||
n−1∑

i=1

λiψi(ψ
T
i Π)||∞ ≤

n−1∑

i=1

||λiψi(ψTi Π)||∞ ≤ n− 1

n
min
i
πi < min

i
πi.



Chapter 7

Spectral Geometry

Chapters 3, 4 and 5 discuss spectral analysis of discrete data using the eigenvectors of

Markov chains on a graph reflecting the structure of the data space. What is the advantage

of using the eigenvectors of a Markov chain on a graph for this analysis, compared to an

arbitrary orthonormal basis? As will be explained, the eigenvectors of a Markov chain

on a graph G are constrained by the structure of G, and thus give an interpretation for

the spectral decomposition they produce. This chapter pays special attention to the case

when G is a path on n points. Then, Markov chains on G are birth and death chains, and

much is known about their eigenvectors, denoted {ψi}n−1
i=0 , assumed to be ordered by their

corresponding eigenvalue. This chapter provides a new simple proof of these properties

using the theory of total nonnegativity. It also gives an expository account of the first

proofs of properties of {ψi}n−1
i=0 due to Gantmakher and Krein in [51]. The chapter ends

by showing that the structure of eigenvectors of Markov chains on any graph G can be

characterized, albeit less precisely, with the discrete nodal domain theorem (Theorem 3.1

of [114]) discussed in Section 7.4.

7.1 Spectral Geometry and Data Analysis

One focus of this thesis is on using Markov chains to find interpretable summaries of the

residuals from a statistical model. If a component of a spectral decomposition of the resid-

uals using the eigenvectors {ψi}n−1
i=0 of a Markov chain in one direction, say ψk, is large

enough, a statistical statement about the probability of seeing a component as large as

163
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|〈f̄ − 1, ψk〉L2(π)| can be made using the results in Chapter 8 Section 8.2. But, if the residu-

als are found to have a statistically significant deviation in the direction ψk, this component

is not necessarily interpretable.

Interpretability requires that the projection of the residuals onto an eigenvector ψk be

understandable. As will be shown in this chapter, if ψk is an eigenvector of a Markov chain

on a graph G, many times, especially if k is small, a data analytic interpretation of the

residuals can be found.

Weldon’s dice data is an example where the spectral component of the residuals from

the first nontrivial eigenvector of at least three different birth and death chains each account

for most of the norm of the residuals (see Table 7.1 below). The data is count data on the

points {0, 1, . . . , 12} and is treated thoroughly in Chapter 3 where background on it can be

found. As this section describes, there is a reason that the first few components in spectral

decompositions using different birth and death chains are similar. Table 7.1 displays the

decomposition of residuals from fitting Weldon’s data to the model π using three π reversible

birth and death chains: the modified Ehrenfest urn chain and two Metropolis chains with

different proposal distributions. The table shows that the largest spectral coefficients are

approximately the same for the three chains, and one coefficient, the projection onto the

first eigenvector of each chain, accounts for most of the norm of the residuals.

That is, roughly, the residuals fall in the direction of the first eigenvector of any of the

three Markov chains above. The size of the projections onto the second and third nontrivial

eigenvectors of all of the chains are all similar and small. This is empirical evidence for a

structural similarity between the first eigenvectors of Markov chains on the path. Theory

for this phenomenon is developed in the next sections. In fact, the first eigenvectors are

all monotonic functions on the path. Chapter 3 shows that the projection of the residuals

onto the first eigenvector of the modified Ehrenfest urn chain is exactly proportional to a

difference between the underlying binomial parameter p (in this case 1
3) and its maximum

likelihood estimate (in this case slightly more than 1
3). The interpretation for this is that

the numbers ‘5’ and ‘6’ are more likely to appear than predicted under the null model. A

physical interpretation for this is that these number have more mass drilled from their faces

and thus are more likely to land face up.

Chapter 4 Section 4.5 shows that decomposing the residuals from fitting data on a
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ψ1 ψ2 ψ3 ψ4 ψ5 ψ6 ψ7 ψ8 ψ9 ψ10 ψ11 ψ12

Urn 27.06 0.56 0.00 0.01 4.88 0.81 1.07 0.20 0.00 2.74 0.30 3.62

Chain 2 26.98 0.17 0.79 3.53 0.08 0.25 1.46 4.66 0.49 0.09 0.52 2.31

Chain 3 27.06 0.14 0.60 2.30 0.08 2.39 0.00 2.17 3.61 0.12 0.48 2.31

Table 7.1: Spectral decomposition of the norm of the scaled residuals, N ||f̄ − 1||2L2(π)

from Weldon’s dice data fit to the binomial distribution. The first row is the de-
composition from the eigenvectors of the modified Ehrenfest urn chain. The second
and third rows are the decomposition from the Metropolis algorithm applied to two
different proposal distributions which are nearest neighbor walks on the path. See
Chapter 3 Section 3.3 for details.

contingency table to a model π using two π reversible nearest neighbor random walks on a

grid result in similar spectral decompositions. The decompositions are empirical evidence

that the eigenvectors of Markov chains on graphs G with slightly higher degree, such as a

grid, may exhibit structural similarities that are robust against small differences in particular

transition matrices. The analysis of the same data in Chapter 4 Section 4.3 shows that the

components in spectral decompositions using Markov chains on graphs with much higher

degrees, for example the product of a complete graph on the row space with a complete

graph on the column space, have significant variation: the spectral decomposition of a data

set using tensors of Metropolized independent sampling chains is very different than the

decomposition of the same data using tensors of standard path chains. These empirical

findings are partially explained by the discrete nodal domain theorem ([114]) discussed in

Section 7.4.

The development below uses the notation from Chapter 2 Section 2.2. Unless otherwise

specified, an eigenvector of a matrix M refers to its right eigenvector.

7.2 The Eigenvectors of Birth and Death Chains

and Totally Nonnegative Matrices

Spectral geometry of Markov chains reflects how the geometric structure of a Markov chain

(the diameter and degree distribution of the underlying graph and various measures of

connectedness and discrete curvature) relates to its eigenvalues and eigenvectors. The con-

nectivity of a Markov chain on a graph G can be used to produce high quality bounds for the
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eigenvalues, particularly how separated the second or last eigenvalue is from 1 in absolute

value. Good examples are the use of paths by Jerrum and Sinclair [73] and Diaconis and

Strook [32] and Cheeger’s inequality [17].

For a Markov chain MG on a graph G, less is known about the relationship between

G and the eigenvectors of MG . Perhaps the simplest graph structure is when G is a path.

In this case, the class of Markov chains on G coincide with the class of birth and death

chains. A good amount is known about the structure of the eigenvectors of birth and death

chains. The eigenvectors of continuous time birth and death chains have been extensively

studied (see Karlin [75], Karlin and McGregor [76] and van Doorn [35]). The eigenvectors

of discrete time birth and death chains can also be characterized in detail, although such

results are not as well known.

The purpose of the next section is to consolidate these results. An example is the

following: if the eigenvectors of a birth and death chain {ψi}n−1
i=0 are ordered by their

eigenvalues, the coordinates of ψk change sign k times, and ψk has one local extremum

between two sign changes. Further, the points where ψk and ψk±1 change sign alternate.

In the mid twentieth century, Gantmakher and Krein [51] characterized the eigenvectors

of a subclass of tridiagonal matrices called normal Jacobi matrices. Normal Jacobi matrices

are tridiagonal matrices where all off diagonal elements are positive. Gantmakher and

Krein proved that the eigenvectors of normal Jacobi matrices, ordered by their eigenvalue,

are highly structured: the kth eigenvector has k − 1 sign reversals and the sign changes of

kth and k + 1st eigenvectors can be precisely related.

Below, the connection between normal Jacobi matrices and the transition matrices of

birth and death chains is made explicit. A simpler proof of the characterization of the

eigenvectors of Jacobi matrices is presented below, slightly extending Gantmakher and

Krein’s results (In particular, Theorem 6 on page 123)1 in [51].

7.2.1 Total Nonnegativity

Totally nonnegative matrices are square matrices with all minors non-negative. They are

well studied in statistics [93], [75] and in mathematics [48], [82]. Much is known about their

spectral properties.

The matrix M below is an example of a totally nonnegative matrix:

1As far as I can tell, they do not prove everything proved below although it is a simple extension
of what they do. Their book has no table of contents or index.
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M =







12 2 2

1 6 9

0 5 11







Formally, supposeM is an n by nmatrix. For each k ≤ n, define the set A
k̃

of increasing,

ordered k− tuples of the numbers {1, . . . , n}. So,

A
k̃

= {a = (a(1), . . . , a(k)) : 1 ≤ a(1) < . . . < a(k) ≤ n}

A k-minor of M is indexed by two k− tuples: Ak and Bk both contained in A
k̃
. A

submatrix of M may be formed from Ak and Bk whose (l,m) entry is M(Ak(l), Bk(m)).

The entire submatrix is denoted M [Ak|Bk] and its determinant is called a minor.

Definition 7.2.1. An n × n matrix M is said to be totally nonnegative2 if for all

1 ≤ k ≤ n and for all Ak and Bk ∈ Ak̃
,

detM [Ak|Bk] ≥ 0

An n×n matrix M is said to be strictly totally nonnegative if for all 1 ≤ k ≤ n and for

all Ak, Bk ∈ A
k̃
,

detM [Ak|Bk] > 0.

Note that the matrices considered in this section need not be symmetric. Thus, the

present topic is not part of the study of positive definite matrices. If the eigenvalues of

an invertible, totally nonnegative matrix M are distinct, their eigenvectors have several

properties. One is an oscillation property: if the eigenvectors of M are ordered by their

corresponding eigenvalue and denoted {ψi}n−1
i=0 , the coordinates of ψk have exactly k − 1

sign changes. Further, these sign changes alternate with the sign changes of ψk−1 and ψk+1.

A more precise description of sign alternation and interlacing is provided below, and needed

since the eigenvectors take value on a discrete space.

First, to illustrate this phenomenon, the eigenvectors of the simple 3 × 3 matrix M

above, ordered by their corresponding eigenvalues, (16, 11.72, 1.28), are:

2Confusingly, some authors refer to totally nonnegative matrices as totally positive.
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ψ0 =







.5774

.5774

.5774






, ψ1 =







.9925

−0.0175

−.1214






, ψ2 =







0.0803

−0.8864

0.4559







The eigenvector ψ0 is constant since M is a scalar multiple of a stochastic matrix. ψ1

changes sign once, and ψ2 changes sign twice. There is a precise relationship between where

the second and third vectors change sign. The formal description of the relationship between

the sign changes in successive eigenvectors of a special class of totally non-negative matrices

is given in Theorem 7.2.5. The following definition of a node of a vector is needed.

Definition 7.2.2 (Gantmakher and Krein [51], pg. 104). Given a vector u =

(u1, . . . un) of length n, the coordinates

((1, u1), (2, u2), . . . , (n, un))

define a broken line in the plane by the linear interpolation between the successive points

(i, ui) and (i+ 1, ui+1). The points of intersection of this line with the x axis are called the

nodes of u.

If the vector u never attains the value zero, the number of its nodes is the same as the

number of times it changes sign. If one coordinate of u is zero, there are two ways to count

the total number of times u changes sign using its nodes. The coordinates of a vector u can

be coded into a set of strings consisting of +,− and 0 according to the coordinate-wise sign

of u. This coding can be represented as a function on u, denoted S(u). For example, the

vector

u = (5, 2,−1, 0,−1, 3, 7, 0)

becomes

S(u) = (+,+,−, 0,−,+,+, 0).

S(u) can be further coded into a vector containing only the entries + or − by choosing

a convention for assigning + or − to a value of 0. If + or − is chosen to replace 0 so that

the number of pairs (+,−) or (−,+) in the resulting vector above is maximized, the new

sign pattern is
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(+,+,−,+,−,+,+,−).

This vector has 5 sign changes. The function on u that codes 0 as + or − in order to

maximize the number of sign changes is denoted S+(·). Above, S+(u) = 5. Signs ± can

also be assigned to 0 in such a way as to minimize the number of sign changes. For u above,

this assignment is

(+,+,−,−,−,+,+,+).

This vector has 2 sign changes. The function on u that codes 0 as + or − in order to

minimize the number of sign changes is denoted S−(·).
Theorem 7.2.5 below describes the structure of the eigenvectors {ψi}n−1

i=0 of a subset of

totally nonnegative matrices, called oscillation matrices, in terms of the functions S−(ψk)

and S+(ψk). Theorem 7.2.4 shows the relationship of oscillation matrices with non-negative

matrices.

Definition 7.2.3. An n× n matrix M = (mij)
n
i,j=1 is called an oscillation matrix if M

is totally nonnegative and if for some k, the k fold product of M with itself, M k, is strictly

totally nonnegative.

If a totally nonnegative matrix has positive off diagonal entries, it is an oscillation

matrix:

Theorem 7.2.4 (Theorem 5.1 of [103]). An n×n matrix M = (mij)
n
i,j=1 is an oscillation

matrix if and only if M is totally nonnegative, nonsingular and mi,i+1,mi+1,i > 0, for

1 ≤ i ≤ n− 1.

If eigenvectors of an oscillation matrix are real (as is the case for the transition matrices

of birth and death chains which are of primary interest here), the eigenvectors are highly

structured:

Theorem 7.2.5 (Theorem 5.2 of [103]). The n eigenvalues of an n×n oscillation matrix

are positive and simple. In addition, if ψk is the real eigenvector (unique up to multiplication

by a non-zero constant) associated with the eigenvalue λk, where λ0 > λ1 > . . . > λn−1 > 0,

then
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q ≤ S−





p
∑

i=q

ciψi



 ≤ S+





p
∑

i=q

ciψi



 ≤ p (7.1)

for each p and q satisfying 0 ≤ q ≤ p ≤ n − 1 (and ci not all zero). In particular,

S−(ψk) = S+(ψk) = k for k = 0, . . . n−1. Further, the nodes of two successive eigenvectors

alternate.

The next section uses Theorem 7.2.5 to characterize the eigenvectors of birth and death

chains. The transition matrix of an irreducible birth and death chain has strictly positive

off-diagonal elements. Therefore, if a positive constant multiple (which is greater than 1) of

the identity is added to the transition matrix so that the matrix is totally nonnegative, it is

also an oscillation matrix. The next section uses this fact to show that the eigenvectors of

birth and death chains have the same structure as the eigenvectors of oscillation matrices.

7.2.2 Eigenvectors of Birth and Death Chains

Theorem 7.2.5 shows strong conditions are satisfied by the eigenvectors of an oscillation

matrix, for example, the first nontrivial eigenvector crosses zero once. The conditions are

even stronger when the matrix is also stochastic. This is because the first eigenvector of a

stochastic matrix is constant. In this case, Theorem 7.2.5 implies that the first nontrivial

eigenvector of a stochastic oscillation matrix is monotone. This is a simple application of

Equation 7.1 with ψ0 ≡ 1. For any real c0 and c1,

0 ≤ S− (c0 + c1ψ1) ≤ S+ (c0 + c1ψ1) ≤ 1.

Thus, any constant shift of the second eigenvector also has at most one crossing of zero

and so has no local extrema. The same argument applies to show that no eigenfunction of

a stochastic oscillation matrix has more than one local extrema between two crossings of

zero3.

It is clear that the transition matrix of a birth and death chain is necessarily a normal

Jacobi matrix. These are the matrices studied by Gantmakher and Krein in [51]. There

3Applications of Equation 7.1 to higher eigenvectors can provide more detailed information.
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(pages 123-128), an explicit proof is given that the n eigenvectors of a normal n× n Jacobi

matrix, {ψk}n−1
k=0 , ordered by their eigenvalues, satisfy the following conditions:

1. The coordinates of the kth eigenvector ψk reverse sign k times (pg. 103 of [51]).

2. The nodes of the kth and k+1st eigenvectors ψk and ψk+1 alternate (pg. 107 of [51]).

In [51], Gantmakher and Krein lay the foundations for the study of oscillation matrices,

but do not explicitly prove that the eigenvectors of birth and death chains satisfy the same

properties as the eigenvectors of oscillation matrices. Section 7.3 is an exposition of their

proof of 1. above.

This section gives a simple proof that in addition to 1. and 2. above, the eigenvectors

of the transition matrix of an irreducible birth and death chain with distinct eigenvalues

satisfy Equation 7.1. The idea of this proof is to show that by adding a diagonal matrix

with constant diagonal d to the transition matrix of an irreducible birth and death chain,

the resulting matrix Nn(d) is totally nonnegative. Then Theorem 7.2.5 can be applied to

characterize the eigenvectors of the new oscillation matrix Nn(d) and hence those of the

original transition matrix.

To begin, if Mn is the transition matrix of a birth and death chain on n points, it

can be written in terms of its birth rates {βi}n−2
i=0 and its death rates {γi}n−2

i=0 . Below,

δi = 1 − βi − γi−1 with the convention that γ−1 = γn−1 = β−1 = βn−1 = 0.

Mn =
























δ0 β0

γ0 δ1 β1

γ1 δ2 β2

γ2 δ3 β3

. . .
. . .

. . .

. . .
. . .

. . .

. . .
. . .

. . .

γn−3 δn−2 βn−2

γn−2 δn−1
























(7.2)

The matrix Mn is the transition matrix of a birth and death chain and so is stochastic.

A one parameter family, {Nn(d), d > 1}, of stochastic matrices can be derived from Mn
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by re-weighting its diagonal by adding a constant multiple of the identity and rescaling the

resulting matrix so it is stochastic:

Nn(d) =
1

1 + d
(Mn + dIn) .

As explained below, using an inductive argument, it is simple to show that for d > 1,

with all other parameters (the βi, γi) fixed, Nn(d) is an oscillation matrix. The proof uses

Theorem A.2.3 of the Appendix which bounds the absolute value of an eigenvalue of a of

a stochastic matrix by 1 and a sufficiency condition for total nonnegativity which is due to

Gasca and Pena [52] in the exposition by Fallat [41]. Since the eigenvectors of Nn(d) and

Mn are the same, the conditions satisfied by the eigenvectors of oscillation matrices are also

satisfied by the eigenvectors of the birth and death chain Mn.

Before coming to the proof of the proposition, a last definition is needed.

Definition 7.2.6. Given a n × n matrix M , a submatrix of M , M [Ak|Bk], of size k is

called initial if the sets Ak and Bk are contiguous, that is Ak = {i1, i1 + 1, . . . i1 + k − 1}
and Bk = {j1, j1 + 1, . . . j1 + k − 1} for some i1 and j1, and if at least one of i1 = 1 or

j1 = 1 holds. An n − 1 × n − 1 submatrix of M is called principal if it is of the form

M [{1, . . . k − 1, k + 1, . . . n}|{1, . . . k − 1, k + 1, . . . n}] for 1 ≤ k ≤ n.

To check total nonnegativity of a matrix, the following theorem says it is sufficient to

check total nonnegativity of its initial minors:

Theorem 7.2.7 (Theorem 10 of Fallat [41]4). An n×n matrix M is totally nonnegative

if and only if for each k ∈ {1, 2, . . . , n}, the following three conditions hold

1. detM [{1, 2, . . . , k}|{1, 2, . . . , k}] > 0

2. detM [Ak|{1, 2, . . . , k}] ≥ 0 for every Ak ⊂ {1, 2, . . . , n}, |Ak| = k

3. detM [{1, 2, . . . , k}|Ak] ≥ 0 for every Ak ⊂ {1, 2, . . . , n}, |Ak| = k

Using Theorem 7.2.7, the main result of this section can now be proved:

Proposition 7.2.8. Fix an irreducible birth and death chain whose transition probabilities

are denoted by the matrix Mn of Equation 7.2. Then, the stochastic matrix

Nn(d) =
1

1 + d
(Mn + dIn) (7.3)

4Originally appearing in Gasca and Pena [52].
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is an oscillation matrix for d > 1.

Proof. In the proof, Mn, n and d are fixed. Since Mn is the transition matrix of an

irreducible chain, the off diagonal elements of Mn are strictly positive. By Theorem 7.2.5,

if condition 1 of Theorem 7.2.7 is proved, and Nn(d) is totally non-negative, it is also an

oscillation matrix.

Conditions 1, 2 and 3 are checked sequentially, condition 1 first. For any k such

that 1 ≤ k ≤ n, Mn[{1, 2, . . . , k}|{1, 2, . . . , k}] is a submatrix of a stochastic matrix so

the sum of any row or column of Mn[{1, 2, . . . , k}|{1, 2, . . . , k}] is less than one. There-

fore, Theorem A.2.3 of the Appendix implies that the absolute value of the eigenvalues of

Mn[{1, 2, . . . , k}|{1, 2, . . . , k}] are bounded by 1. Thus, if d > 1, each of the eigenvalues

of Nn(d)[{1, 2, . . . , k}|{1, 2, . . . , k}] are strictly positive. Because Mn is a birth and death

chain, Nn(d) is also a birth and death chain, so its eigenvalues are real. Hence, its determi-

nant is the product of its eigenvalues and

detNn(d)[{1, 2, . . . , k}|{1, 2, . . . , k}] > 0.

This establishes condition 1 of Theorem 7.2.7 for all 1 ≤ k ≤ n.

The next step is to check condition 2. The idea of the proof is to show that for all m

satisfying 1 ≤ m ≤ n:

For all k ≤ m and for all Ak ⊂ {1, 2, . . . ,m} such that |Ak| = k,

detNn(d)[Ak|{1, 2, . . . , k}] ≥ 0 (7.4)

which implies condition 2. Induction on m is used to show Equation 7.4 holds for all m

satisfying 1 ≤ m ≤ n. The cases for m = 1 and m = 2 are trivial. Assume the inductive

hypothesis, namely that Equation 7.4 holds for a particular m with m < n. To prove the

induction hypothesis for m+ 1, that is,

for all k ≤ m+ 1 and for all Ak ⊂ {1, 2, . . . ,m+ 1} such that |Ak| = k,

detNn(d)[Ak|{1, 2, . . . , k}] ≥ 0 (7.5)

there are two cases. Since condition 1 has been checked for all k satisfying 1 ≤ k ≤ n and

thus in particular for k = m + 1, it follows that the case k = m + 1 of (7.5) holds, so it

suffices to establish Equation 7.5 for all k ≤ m. If m+ 1 /∈ Ak, since k ≤ m, the submatrix
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Nn(d)[Ak|{1, 2, . . . , k}] is a submatrix of Nn(d)[{1, 2, . . . ,m}|{1, 2, . . . ,m}], so the induction

hypothesis implies that

detNn(d)[Ak|{1, 2, . . . , k}] ≥ 0.

If m + 1 ∈ Ak, detNn(d)[Ak|{1, 2, . . . , k}] = 0 if k < m. This is because |Ak| = k and

the size of the square submatrix is m so the last row of the submatrix consists of only zeros.

If k = m then

detNn(d)[Ak|{1, 2, . . . , k}] = γm−1 detNn(d)[Ak \ {m+ 1}|{1, 2, . . . , k − 1}]

which is greater than or equal to zero by the induction hypothesis.

The identical argument where Ak is used to index the columns of Nn(d) and γm−1 is

replaced by βm−1 applies to prove condition 3 is satisfied, finishing the proof.

Since for any d > 1, the eigenvectors of Nn(d) and Mn are the same, Proposition 7.2.8

implies

Proposition 7.2.9. Let Mn be the transition matrix of an irreducible birth and death chain.

Then, the eigenvectors {ψk}n−1
k=0 of Mn, ordered by their corresponding eigenvalues, satisfy

Equation 7.1.

7.3 Sign Alternation from Interlacing

This section provides a direct proof that the ith eigenvector of the transition matrix of a

birth and death chain, Mn (defined in Equation 7.2), changes sign i−1 times. This is stated

formally in Proposition 7.3.2 below, which is proved using essentially only properties of the

eigenvalues of a symmetric matrix. The argument is based on the interlacing properties of

the eigenvalues of the upper i× i submatrices of Mn. The ideas in this section are suggested

in the English translation of Gantmakher and Krein’s book [51], although there (pages 123-

128), many steps are skipped or omitted. The argument below is slightly different than the

one appearing in [51]. Since the original version of [51] is in Russian, it is possible that the

exposition provided in this section is contained in the Russian version.
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The proof presented characterizes the eigenvectors of a matrix that is derived from the

transition matrix of a birth and death chain, but which is seemingly unrelated: a matrix

V whose entries are the characteristic polynomials of the upper i × i submatrices of the

symmetric matrix K = Π
1
2MnΠ

− 1
2 for 1 ≤ i ≤ n, each evaluated at the eigenvalues of

K. The end of the section shows that a simple formula relates the eigenvectors of V to

the eigenvectors of Mn. Most of the development below is to in order to characterize the

eigenvectors of the matrix V .

7.3.1 Interlacing of Roots of Characteristic Polynomials

Although the transition matrix of a π reversible birth and death chain Mn is not necessarily

symmetric, conjugating it with the diagonal matrix, Π
1
2 , symmetrizes it. This is because

reversibility of the chain with respect to π implies that the matrix

K = Π
1
2MnΠ

− 1
2

is symmetric.

The key to proving Proposition 7.3.2 is to examine the series of characteristic polyno-

mials of each of the upper i× i submatrices of K for 0 ≤ i ≤ n. Each i satisfying 1 ≤ i ≤ n

defines a submatrix of K, K({1, . . . , i}|{1, . . . , i}), by the first i rows and columns of K.

Let Di(x) denote the characteristic polynomial in x of K({1, . . . , i}|{1, . . . , i}) where Ii is

the i× i identity matrix:

Di(x) = det (xIi −K({1, . . . , i}|{1, . . . , i})) .

By convention, D0 = 1, and K({1, . . . , n}|{1, . . . , n}) is K itself (for background on

characteristic polynomials, the spectral theorem and determinants used in this chapter, see

[66] and [68]).

By the definition of the determinant, for 1 ≤ i ≤ n, Di(x) is a degree i polynomial in

x. Since Di(x) is the characteristic polynomial of an i × i symmetric matrix, the spectral

theorem (Theorem 3.1.1 of [68]) establishes that Di(x) has exactly i real roots. For each i,

the i real roots of Di(x) in decreasing order are denoted {λ(i)
j }ij=1. So, the eigenvalues of K

in decreasing order are {λ(n)
j }nj=1. By convention, λ0

0 = 1. Together, the eigenvalues of K

and the {Di(x)}n−1
i=0 define the matrix V in Equation 7.6. Its ith column is the polynomial
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Di−1 evaluated sequentially at the n eigenvalues of K:

V =










D0(λ
(n)
1 ) D1(λ

(n)
1 ) . . . Dn−1(λ

(n)
1 )

D0(λ
(n)
2 ) D1(λ

(n)
2 ) . . . Dn−1(λ

(n)
2 )

...
. . .

. . .
...

D0(λ
(n)
n ) D1(λ

(n)
n ) . . . Dn−1(λ

(n)
n )










(7.6)

The main proposition can be stated with this and the previous sections’ notation.

Proposition 7.3.1. If {vk}nk=1 are the k rows of the matrix V in Equation 7.6, then

for 1 ≤ k ≤ n, S−(vk) = S+(vk) = k − 1.

With some basic algebraic manipulations, Proposition 7.3.1 implies the following.

Proposition 7.3.2 (Adapted from Gantmakher and Krein [51] page 123). If ψk is

the eigenvector of Mn corresponding to the kth largest eigenvalue, then

S+(ψk) = S−(ψk) = k − 1.

That is, the entries of ψk change sign k− 1 times regardless of whether an entry of ψk that

is zero is counted as + or −.

For clarity, the proof of Proposition 7.3.1 comes after proving several lemmas. The proof

of Proposition 7.3.2 is based on analyzing the properties of the polynomials {Di(x)}ni=0

established below. The section ends by proving Claim 7.3.2.

Lemma 7.3.3. For i satisfying 1 ≤ i ≤ n and for j satisfying 1 ≤ j ≤ i, if λ
(i)
j is a root of

Di, then Di−1(λ
(i)
j ) 6= 0. That is, λ

(i)
j is not a root of Di−1.

Proof. A three term recurrence for the {Di(x)}ni=0 resulting from the tridiagonal structure

of the matrix K is used to prove the lemma. Expanding the determinant,

det (xIi −K({1, . . . , i}|{1, . . . , i})) ,

by minors results in the three term recurrence for Di(x) for 1 ≤ i ≤ n− 1:

Di(x) = (x− δi−1)Di−1(x) − βi−2γi−2Di−2(x) (7.7)
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with the convention that D−1(x) = 0 for all x. This recurrence is the same one satisfied

by the characteristic polynomials of the submatrices of Mn and holds because K and Mn

are related by conjugation by a diagonal matrix: the diagonal of the matrices K and Mn

are the same, and for any i and j, the product of the (i, j) and (j, i) entries of Mn are the

same as the product of the (i, j) and (j, i) entries of K.

Equation 7.7 shows that if for some x and some i ≥ 2, Di(x) = 0 and Di−1(x) = 0,

then Di−2(x) = 0. Using this property recursively shows that Di(x) = 0 and Di−1(x) = 0

together imply D0(x) = 0 which is a contradiction since D0 = 1. If i = 1, since Mn is the

transition matrix of an irreducible Markov chain, K(1, 1) < 1 so λ
(1)
1 < 1 and λ

(0)
0 = 1.

To state the next property of the {Di(x)}ni=0, the definition of interlacing is given,

followed by a theorem specifying conditions under which the characteristic roots of a matrix

interlace those of a submatrix.

Definition 7.3.4 (Definition taken from [47]). If f is an n degree polynomial with n

real roots, r1 ≤ r2 ≤ . . . ≤ rn and g is a degree n − 1 polynomial with n − 1 real roots,

s1 ≤ s2 ≤ . . . ≤ sn−1, the roots of f and g interlace if

r1 ≤ s1 ≤ r2 ≤ s2 ≤ . . . ≤ sn−1 ≤ rn.

Similarly, the roots strictly interlace if the inequalities above are all strict.

Interlacing is relevant because it describes a relationship between the {λ(i)
j }ij=1 and

the {λ(i−1)
j }i−1

j=1: the characteristic roots of a principal submatrix of a symmetric matrix

interlace the characteristic roots of the matrix itself (see Definition 7.2.6).

Theorem 7.3.5 ([47]). If A is Hermitian, and B is a principal submatrix of A, then the

eigenvalues of B interlace the eigenvalues of A.

The next lemma says that the roots of Di(x) and Di−1(x) strictly interlace, that is,

the inequalities in Definition 7.3.4 can be replaced by strict inequalities for these roots.

Consequently, no Di(x) has multiple roots.

Lemma 7.3.6. If 1 < i ≤ n, and if {λ(i)
j }ij=1 are the roots of Di(x) and {λ(i−1)

j }i−1
j=1 are

the i− 1 roots of Di−1(x), each in decreasing order, then

λ
(i)
i < λ

(i−1)
i−1 < λ

(i)
i−1 < λ

(i−1)
i−2 < λ

(i)
i−2 < . . . < λ

(i−1)
1 < λ

(i)
1
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and

λ
(1)
1 < λ

(0)
0 .

Proof. For i > 1, the roots of Di−1(x) are the eigenvalues of

K({1, . . . , i− 1}|{1, . . . , i− 1})

which is a principal minor of the symmetric matrix

K({1, . . . , i}|{1, . . . , i}),

whose eigenvalues are the roots of Di(x). Theorem 7.3.5 implies Lemma 7.3.6, but with

strict inequalities replaced by inequalities. Since Mn is the transition matrix of a Markov

chain reversible with respect to π, that is, Mn(x, y)π(x) = Mn(y, x)π(y), the matrix K is

by definition symmetric. Lemma 7.3.3 states that λ
(i)
j 6= λ

(i−1)
j for any j so the inequalities

can be replaced by strict inequalities. If i = 1, λ
(1)
1 < 1 = λ

(0)
0 since Mn is the transition

matrix of an irreducible Markov chain (and hence the (1, 1) entry of Mn is strictly less than

1).

The above lemmas can be used to prove that the sign of each Di(x) is positive if the

polynomial is evaluated at a large enough value of x.

Lemma 7.3.7. For 0 ≤ k ≤ n, the polynomials {Di(x)}ki=0 have the property that if k > i

and y > λ
(k)
1 then Di(y) > 0.

Proof. The lemma follows from the definition of Di(x) as

det (xIi −K({1, . . . , i}|{1, . . . , i})) .

The determinant of an i×imatrixM is given by a sum over permutations σ in the symmetric

group on i letters, Si, and a function sgn defined on σ ∈ Si:

det(M) =
∑

σ∈Si

(−1)sgn(σ)
i∏

j=1

Mj,σ(j).

For the purposes of the proof, it suffices to know that sgn(σ) takes values ±1. For
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background on the function sgn, see [2]. The formula above shows that for i ≥ 1,

Di(x) = xi + lower order terms in x.

If x > 0, then for x sufficiently large, Di(x) > 0. Applying the right most inequality in

Lemma 7.3.6 shows that

λ
(1)
1 < λ

(2)
1 < . . . < λ

(n−1)
1 .

Since for 1 ≤ i ≤ n, Di(x) is a polynomial in x with ordered roots {λ(i)
j }ij=1, its sign is

constant on (λ
(i)
1 ,∞) and hence if k > i and y > λ

(k)
1 then Di(y) > 0. To finish, since

D0(x) = 1, D0(x) is always positive.

Continuing toward the proof of Proposition 7.3.1, the next lemma shows that for 1 ≤
i < n− 1, at a root of Di(x), the sign pattern of the sequence

Di−1(x), Di(x), Di+1(x)

is constrained.

Lemma 7.3.8. Set the polynomials {Di}n−1
i=0 as above. For 1 ≤ i < n− 1, if λ

(i)
j is the jth

root of Di(x), with j ≤ i, the sign pattern of the sequence

Di−1(λ
(i)
j ), Di(λ

(i)
j ), Di+1(λ

(i)
j )

is either

+, 0, −

or

−, 0, +.

Proof. The case for i = 1 can be checked by hand using strict interlacing. So consider

the case i ≥ 2. Using strict interlacing of the roots of Di(x) and Di−1(x) (Lemma 7.3.6),

and the fact that for all i, the sign of Di(x) is constant on the interval (λ
(n)
1 ,∞) (Lemma

7.3.7), the interval [λ
(i)
j , λ

(n)
1 ) contains exactly j − 1 zeros of Di−1(x) and exactly j zeros of

Di+1(x). Lemma 7.3.3 implies that Di−1(λ
(i)
j ) 6= 0, Di+1(λ

(i)
j ) 6= 0 and Lemma 7.3.7 implies

that Di(λ
(n)
1 ) > 0 for all i. Together, these yield Di−1(λ

(i)
j )Di+1(λ

(i)
j ) < 0.
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The next lemma is more obviously related to Proposition 7.3.1 because it concerns a

property of ultimate interest: the sign alternation in a row of V . Evaluated at an eigenvalue

λ
(n)
j of Dn(x), the vector function d(y) defined below is a row of V .

d(y) = (D0(y) D1(y) . . . Di−1(y), Di(y) Di+1(y) . . . Dn−2(y) Dn−1(y)) .

Lemma 7.3.9. Suppose the interior of the interval [xk, xk+1) ⊂ R contains exactly one

value of a root of the polynomials {Di(x)}n−1
i=0 ;that is,

|(xk, xk+1) ∩ {λ(i)
j }1≤j≤i, 0≤i≤n−1| = 1

and that is,

|xk ∩ {λ(i)
j }1≤j≤i, 0≤i≤n−1| = 0.

(Note that although only one distinct value can occur in the interval, multiple polynomials

could have this value as a root; that is, there could be i1 6= i2 and j1, j2 such that λ
(i1)
j1

=

λ
(i2)
j2

∈ (xk, xk+1).) Then there are two cases. Fix i and j such that λ
(i)
j ∈ (xk, xk+1). The

first case is that the value λ
(i)
j in the interval (xk, xk+1) is not a root of Dn−1(x), so that

λ
(i)
j /∈ {λ(n−1)

j }n−1
j=1 . The second case is that the value λ

(i)
j in the interval, λ

(i)
j ∈ (xk, xk+1)

is a root of Dn−1(x), so that λ
(i)
j ∈ {λ(n−1)

j }n−1
j=1 . The cases give different values of the

difference S±(d(xk)) − S±(d(xk+1)):

S±(d(xk)) − S±(d(xk+1)) =







0 if λ
(j)
i ∈ [xk, xk+1) and λ

(i)
j /∈ {λ(n−1)

j′ }n−1
j′=1

1 if λ
(i)
j ∈ [xk, xk+1) and λ

(i)
j ∈ {λ(n−1)

j′ }n−1
j′=1

(7.8)

Proof. There are two cases of Equation 7.8 to prove. For case 1, fix some choice of i and

j as in the statement of the lemma. So λ
(i)
j ∈ [xk, xk+1) and λ

(i)
j /∈ {λ(n−1)

j′ }n−1
j′=1. By

Lemma 7.3.6, no Di(x) has multiple roots. Thus, for fixed m, exactly one root of Dm lies

in [xk, xk+1). Now, for any m such that m < n − 1 and Dm(λ
(i)
j ) = 0, by Lemma 7.3.3,

λ
(i)
j is not a root of Dm−1(x) or Dm+1(x). So, strict interlacing of the roots of Dm(x) and

Dm±1(x) (Lemma 7.3.6) implies that no root of Dm−1 or Dm+1 lies in [xk, xk+1). Therefore,

the signs of Dm±1 are both constant on [xk, xk+1).

If Dm(λ
(i)
j ) = 0, and 1 ≤ m < n − 1, as i < n − 1, Lemma 7.3.8 implies that the sign



7.3. SIGN ALTERNATION FROM INTERLACING 181

pattern of

Dm−1(λ
(i)
j ), Dm(λ

(i)
j ), Dm+1(λ

(i)
j )

is either +, 0, − or −, 0, +. Therefore, regardless of the sign of Dm(xk) or Dm(xk+1), for

any m satisfying 1 ≤ m < n− 1 with Dm(λ
(i)
j ) = 0, the signs of Dm−1(xk) and Dm−1(xk)

differ, as do the signs of Dm−1(xk+1) and Dm−1(xk+1) so the sequence

Dm−1(xk), Dm(xk), Dm+1(xk)

has the same number of sign changes as the sequence

Dm−1(xk+1), Dm(xk+1), Dm+1(xk+1),

and none of the terms in either sequence are zero by the suppositions of the Lemma.

The only differences in the sign pattern of the sequence d(xk) and d(xk+1) occur at a

coordinate of d(x) which equals Dm(x) for some m such that λ
(j)
i is a root of Dm(x). Since

D0(x) = 1, any such m must satisfy m > 0. This argument establishes that in case 1,

S±(d(xk)) − S±(d(xk+1)) = 0.

For the second case in Equation 7.8, again fix some choice of i and j as in the statement

of the lemma. The λ
(i)
j ∈ (xk, xk+1) is such that λ

(i)
j ∈ {λ(n−1)

j′ }n−1
j′=1. Case 1 shows that the

only possible sign change between the vector d(xk+1) and the vector d(xk) occurs through

a difference in the last coordinates: between

Dn−2(xk), Dn−1(xk)

and

Dn−1(xk+1), Dn−2(xk+1).

The following argument shows that in the case where λ
(i)
j ∈ {λ(n−1)

j′ }n−1
j′=1, the signs of the

two terms

Dn−2(xk+1) and Dn−1(xk+1)

are the same, while the signs of

Dn−2(xk) and Dn−1(xk)
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differ. Strict interlacing of the roots of Dn−2(x) and Dn−1(x) (Lemma 7.3.6) implies that

if exactly one root of Dn−1 is in (xk, xk+1) (and hence, by Lemma 7.3.6, none of the roots

of Dn−2(x)), the number of roots of Dn−2(x) in [xk+1, λ
(n)
1 ) is the same as the number of

roots of Dn−1(x) in [xk+1, λ
(n)
1 ). Lemma 7.3.7 implies that Di′(λ

(n)
1 ) > 0 for all i′. This

establishes the sign pattern of

Dn−2(xk+1) and Dn−1(xk+1)

and

Dn−2(xk) and Dn−1(xk)

claimed above. The argument used in case 1 can now be applied to show no other sign

changes of S± occur at other coordinates which establishes that S±(d(xk))−S±(d(xk+1)) =

1.

Lemmas 7.3.3, 7.3.6, 7.3.7, 7.3.8 and 7.3.9 can now prove Proposition 7.3.1.

Proof of Proposition 7.3.1. Proposition 7.3.1 is proved once it is shown that

for all 1 ≤ k ≤ n, S−(vk) = S+(vk) = k − 1

where the kth row of V in Equation 7.6 is vk. Fix k such that 1 ≤ k ≤ n. The row

vector vk is the vector d(y) evaluated at λ
(n)
k . The idea is that S±(vk) can be written as a

telescoping sum. For a set of N + 1 finite endpoints {xi}Ni=0 (xi < xi+1), partitioning the

interval [λ
(n)
k ,∞) so that [λ

(n)
k ,∞) = ∪Ni=0[xi, xi+1) (defining xN+1 = ∞), the sign changes

in d(λ
(n)
k ) can be written in terms of d(xi):

S±(d(λ
(n)
k )) =

N−1∑

i=0

S±(d(xi)) − S±(d(xi+1)). (7.9)

Choose the {xi}Ni=0 defining the partition according to the conditions in Lemma 7.3.9

and xN ≥ λ
(n)
1 so that [xN ,∞) contains no roots of any of the polynomials {Di(x)}n−1

i=0 .

The interlacing of the roots of Dn and Dn−1 (Lemma 7.3.6) implies that exactly k − 1

roots of Dn−1 occur in the interval [λ
(n)
k ,∞). Lemma 7.3.9 implies that the terms in the

sum in Equation 7.9 take the value 1 exactly k − 1 times, just when λ
(n−1)
j ∈ (xi, xi+1],
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and are otherwise zero. Lemma 7.3.7 shows Di(λ
(n)
1 ) > 0 for all i and so implies that

S±(d(λ
(n)
1 )) = 0. It now follows that S±(d(λ

(n)
k )) = k − 1 and so S±(vk) = k − 1.

Connecting the eigenvectors of Mn to the matrix V now proves Proposition 7.3.2.

Proof of Proposition 7.3.2. Let ΨM denote the matrix whose row vectors, {ψi}ni=1, are the

eigenvectors of Mn with corresponding (decreasing) eigenvalues {λ(n)
i }ni=1 now denoted

{λi}ni=1 for convenience. Since Mn is stochastic, ψ1 is a constant, here taken to be 1.

Define the diagonal matrix B where B(1, 1) = 1 and B(i, i) =
∏i−2
j=0 βj for 1 < i ≤ n.

Define the matrix W = ΨMB whose rows are denoted {wk}nk=1. This definition relates wk

to ψk via w1(i) = ψ1(i) = 1 for all 1 ≤ i ≤ n, and for 1 < k ≤ n,

wk(i) =





i−2∏

j=0

βj



ψk(i).

Each eigenvector ψk of Mn satisfies the equation Mnψk = λkψk. Setting

ψk = (ψk(1), . . . , ψk(n)),

the coordinate-wise solution to this vector equation gives the equation (with the established

convention that βn−1 = γn−1 = β−1 = γ−1 = 0) and assuming for convenience that for

1 ≤ k ≤ n, ψk(n+ 1) = 0,

(δi−1 − λk)ψk(i) + γi−2ψk(i− 1) + βi−1ψk(i+ 1) = 0 for 1 ≤ i ≤ n.

For 2 ≤ i ≤ n, multiplying both sides of this equation by
∏i−2
j=0 βj , the definition of

wk(i) =





i−2∏

j=0

βj



ψk(i)

shows that for 1 ≤ i ≤ n (for the case i = 1, wk(i) = ψk(i)),

wk(i)(δi−1 − λk) + γi−2βi−2wk(i− 1) +wk(i+ 1) = 0,

or more clearly,

wk(i+ 1) = wk(i)(λk − δi−1) − γi−2βi−2wk(i− 1).
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The equation above satisfied by wk is exactly the one satisfied by the {Di(λk)}n−1
i=0 in

Equation 7.7. That is, for 1 < i ≤ n, the coordinates wk(i) in the equation can be replaced

by Di(λk) and the equation still holds. The n−tuple

(D0(λk), D1(λk), . . . , Di(λn−1))

is exactly the row vector vk of the matrix V in Equation 7.6. The wk and vk satisfy the

same three term recurrence above for 1 < i ≤ n, with the same boundary values for all

1 ≤ k ≤ n and the first coordinate of each vector is the same for all k,

wk(1) = vk(1) = ψk(1).

Therefore, the kth row vector of ΨMB, wk equals the kth row of the matrix V , vk. Thus,

for any 1 ≤ k ≤ n, vTk = wTk = BψTk . Since ψk is the eigenvector of Mn corresponding to

the eigenvalue λk, substituting gives

MnB
−1vTk = λkB

−1vTk .

Since by the supposition of Proposition 7.3.2, the eigenvalues of Mn are distinct, this

identity uniquely defines the kth eigenvector of Mn up to multiplication by a scalar, y, and

shows that ψTk = yB−1vTk . Since B is strictly positive on the diagonal and vk has k− 1 sign

changes, so does ψk. That is, by Proposition 7.3.1, S±(ψk) = k − 1, completing the proof.

This concludes the treatment of the structure of the eigenvectors of a birth and death

chain. These results have several uses for data analysis. The results say that if the pro-

jection of the residuals of a model onto a low order eigenvector is large, the results can be

summarized by functions that have low variability on X. This is true for a decomposition

from any birth and death and is a robustness in such decompositions. Another use of the

results in this chapter is for ordination. If a projection onto a high eigenfunction ψk is large,

this function may indicate an underlying structure in the data into two groups: those points

x where ψk(x) is positive and those points for which ψk(x) is negative. This is elaborated

in the afterword. A final use for structure of the eigenvectors of birth and death chains

is their use to decompose data on contingency with ordered rows or ordered columns (see

Chapters 4 and 5 for application to two way tables): tensors of birth and death chains on
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one dimension of the table with walks on other dimensions give an overall decomposition of

data on the contingency table.

The next section describes the discrete nodal domain theorem which, for a Markov chain

M on any graph G, which relates the sign pattern of the eigenvectors of M to the structure

of G. Roughly, the discrete nodal domain theorem says that for a Markov chain M on a

graph G, the eigenvectors of M corresponding to an eigenvalue λk are more more variable as

k grows. Thus, if the residuals are well approximated by ψk and k is small, the residuals are

close to a function on G with relatively little variability. This idea is related to techniques

developed in Chapter 6.

7.4 The Discrete Nodal Domain Theorem

If ψk is an eigenvector of a reversible Markov chain on a graph G, then the structure of G
restricts where ψk can change sign. The previous section dealt with the special case where

G is the path. For any graph G, the discrete nodal domain theorem characterizes where the

kth eigenvector of a Markov chain on G can change sign. This section explains the discrete

nodal domain theorem which is stated in terms of graph Laplacians. The notation of graph

Laplacian is suppressed, and instead the theorem is stated in terms of transition matrices

of Markov chains.

A graph G can be associated to any π reversible Markov chain M so that M is a

weighted, directed walk on the edges G. This is simple. From the transition matrix M ,

construct weights on the directed edges {w(x,y)}x,y∈X by setting w(x,y) = M(x, y). The

graph G derived from M has X as its vertex set and edge set E with (x, y) ∈ E just if w(x,y)

or w(y,x) is larger than zero. From x, the Markov chain M proceeds on G by choosing an

edge out of x to y with probability w(w,y). Reversibility of M guarantees that (x, y) ∈ E
just when (y, x) ∈ E .

The discrete nodal domain theorem gives bounds on the number of sign changes of

an eigenvector of an irreducible π reversible Markov chain on a graph G according to the

properties of its corresponding eigenvalue and the structure of G. The bounds are in terms

of the multiplicity of its associated eigenvalue and depend implicitly on the structure of the

graph G. A sign change of a function f on a path is straightforward to describe: the sign

of f(i) and f(i + 1) differ for some i. The analogue of a sign change on a general graph

is called a nodal domain. A function f on a graph, G, takes value on the vertices, V , of
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G. There is a maximal connected subgraph of G where f is strictly positive. This region is

called a positive strong nodal domain and defined below.

Definition 7.4.1. Given a function f on the vertex set V of a graph G, there is a maximal

connected subgraph formed by connecting vertices in v, w ∈ V with f(v), f(w) > 0 (resp.

f(v), f(w) < 0) if (v, w) ∈ E. This maximal connected subgraph is called a positive (resp.

negative) strong nodal domain of f . A positive (resp. negative) weak nodal domain is a

maximal connected subgraph formed by connecting vertices in v, w ∈ V with f(v), f(w) ≥ 0

(resp. f(v), f(w) ≤ 0) if (v, w) ∈ E.

The number of strong (resp. weak) nodal domains of f is the sum of the positive

and negative strong (resp. weak) nodal domains. The following theorem gives bounds

on the number of nodal domains of the eigenfunctions of a Markov chain on a graph G.

Its statement and proof are in terms of a generalized graph Laplacian. This machinery is

suppressed in the statement below.

Theorem 7.4.2 (The Discrete Nodal Domain Theorem: 3.1 of [114]). Let M be

the transition matrix of a Markov chain on graph G with edge set E. That is, if (i, j) /∈ E,

then M(i, j) = 0. Then any eigenfunction ψk of M corresponding to the kth eigenvalue λk

where λk has multiplicity r has at most k weak nodal domains and k + r − 1 strong nodal

domains.

A corollary of this theorem due to Fiedler [43] is that the number of weak nodal domains

in the first nontrivial eigenvector is at most 2. To understand what this theorem says, draw

a graph G. If ψk is an eigenvector of a Markov chain on G, to count the strong nodal

domains, erase all edges (x, y) ∈ E where ψk(x) and ψk(y) are not both strictly positive or

strictly negative. This will leave a collection of connected components, and the number is

the number of strong nodal domains. The weak nodal domains are constructed in the same

way, but edges are erased if ψk(x) > 0 and ψk(y) ≤ 0, or vice versa.

There are refinements of the discrete nodal domain theorem for structured graphs.

Examples are a path or a tree. See [114] for a survey.



Chapter 8

Distribution Theory

This chapter develops distribution theory relevant to exploratory spectral analysis with

Markov chains. The theory can be used to give an indication of the size of the maximum

expected spectral coefficient. This can be used as a guideline for data analysis: when

a seemingly large maximum spectral component is actually what would be expected if

residuals were decomposed in a random basis. The first section presents a basic piece of

classical distribution theory for the components in a decomposition of Pearson’s chi square

test statistic for fitting data f to a fixed distribution π. Section 8.2 shows that conditional

on the norm of the residuals from fitting the model π to the data f , the distribution of

the spectral components produced by a random basis (chosen according to a modified Haar

distribution on the orthogonal group) can be computed. The rest of the chapter concerns

two fixed bases in which to view the components of the residuals, f̄ − 1: the rows of a

Hadamard matrix, and the eigenvectors of a Metropolized independent sampling chain, in

the special case where π is the uniform distribution. When the residual vector is permuted

coordinate-wise from a permutation chosen uniformly at random from the symmetric group

on n letters, and projected onto a fixed basis, the resulting coefficients are random variables.

Section 8.3 shows that under mild conditions, the empirical distribution of the coefficients

from a Hadamard decomposition converges to a normal distribution. Section 8.4 shows

that under the same conditions, if the Metropolized Independent sampling chain is used,

the empirical distribution may be far from normal.

187
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8.1 Classical Asymptotics

This thesis is focused on spectral decompositions of the residuals formed from data f on a

discrete n point space fit to a model π (see Chapter 2 Section 2.2 for more background on

notation). Fitting the N total observations comprising f to the model π produces a vector

of residuals, f̄ − 1, where the vector f̄ is defined coordinate-wise as

f̄i =
fi
Nπi

so

f̄ =
f

Nπ
.

As shown in Chapter 2 Section 2.3, the norm of the residuals is closely related to the

Pearson chi square statistic, X2, for testing goodness of fit of the data f to the multinomial

distribution specified by π. The Parseval relation expresses

X2 = N ||f̄ − 1||L2(π).

When f is an independent sample from π, assumed fixed and known, the limiting dis-

tribution of Pearson’s chi square statistic is a chi square distribution with n− 1 degrees of

freedom. Further, suppose a basis {ψi}n−1
i=0 orthonormal in L2(π) with ψ0 ≡ 1 is given. In

this basis, each spectral coefficient converges to a chi square distribution with one degree

of freedom. A simple proof of this well known fact is given below. The proof relies im-

plicitly on Fourier analysis and the Cramer-Wold device to prove the multivariate central

limit theorem. Similar results are available when π is an exponential family model and its

parameters are estimated from the data (see Appendix Section 3 of [1]), although the proofs

are more involved.

Proposition 8.1.1. Let X be a discrete n point space, π a probability on X and f a

sample from the multinomial distribution with parameters N and π. Let Π denote the

diagonal matrix with ith entry on the diagonal π(i). Let {ψi}n−1
i=0 be an orthonormal set of

vectors in L2(π) with ψ0 ≡ 1. Define the matrix Ψ by its rows: the kth row is ψk. With the

above notation, as N → ∞, the last n− 1 spectral coefficients converge in distribution to a

multivariate normal distribution with identity covariance matrix.
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√
NΨΠ(f̄ − 1)

D→ MVN (0, 0 ⊕ In−1) (8.1)

and the first coordinate on the left hand side is identically zero.

Proof. Clearly, E(f̄ −1) = 0. Let Σ be the covariance matrix of the vector
√
N(f̄ −1). The

multivariate central limit theorem (Theorem 29.5 of [10]), gives

√
N(f̄ − 1) → MVN (0,Σ).

It is easy to calculate Σ:

1. The diagonal elements of Σ are NE(f̄i − 1)(f̄i − 1) = 1−πi

πi
.

2. By a simple calculation, any off diagonal element of Σ, Σi,j with i 6= j is NE(f̄i −
1)(f̄j − 1) and are equal to −1.

This shows that Σ = −11T + Π−1. The continuous mapping theorem implies that

√
NΨΠ(f̄ − 1) → MVN (0,Σ′)

where

Σ′ = (ΨΠ)
(
−11T + Π−1

)
(ΨΠ)T

= −










1

0
...

0










(1 0 . . . 0) +
(
ΨΠΨT

)

= −










1

0
...

0










(1 0 . . . 0) + In

= 0 ⊕ In−1

by the orthonormality of the rows of Ψ in L2(π). This completes the proof.
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Theorem 8.1.1 can be used to find a rejection region for Pearson’s chi square test that f

is distributed according to π. In each data set considered in this thesis (Chapters 3, 4 and 5),

the X2 statistic for testing the data f against the original guess for its distribution, π, falls

in the far right tail of the chi square distribution with appropriate degrees of freedom. Thus,

the hypothesized model is rejected. For Weldon’s dice data, treated thoroughly in Chapter

3, the original guess is that the data follows a binomial distribution with parameters n = 12,

and p = 1
3 ; the X2 statistic for testing this hypothesis is 35.1 on 10 degrees of freedom and

P(χ2(10) > 35.1) = 0.0001. Since there is strong evidence against the null hypothesis, the

challenge is to understand a better model for the data.

The premise of spectral analysis with Markov chains is that a spectral decomposition

of the residuals f̄ − 1 may lead to an understanding of how the data and model deviate.

Practically, the idea is to look for a spectral decomposition in which one of the components

is much larger than the rest and accounts for most of the norm of f̄ − 1.

After dispensing with the null hypothesis and beginning exploratory analysis, it is not

appropriate to assume f is sampled uniformly from a distribution π. Instead, it may make

sense to refer the size of the coefficients to the distribution of spectral coefficients if a

spectral decomposition is chosen ‘at random’. This case is beyond the scope of Theorem

8.1.1, and new results are needed. Such results are presented in the following sections.

8.2 Bases Chosen from Modified Haar Measure

This section proves that the distribution of spectral coefficients produced from a basis chosen

according to a distribution called modified Haar measure are uniform on the sphere of radius

||f̄ − 1||L2(π). Proposition 8.2.1 makes this precise. To do this, modified Haar measure, a

distribution on orthonormal sets {ψi}n−1
i=0 in L2(π) must be specified.

This is done by fixing a matrix Vπ whose rows are orthonormal in L2(π) and whose first

row is constant and rotating the last n − 1 rows of Vπ by a random matrix which is Haar

distributed. The distribution of the resulting matrix is called a modified Haar distribution.

A convenient choice for the rows of Vπ are the eigenvectors of the Metropolized independent

sampling chain with stationary distribution π. These eigenvectors are used because their

coordinates can be written down explicitly without performing any matrix computations

(see Chapter 3 Section 3.5 for a definition). Thus, the matrix Vπ satisfies VπΠV
T
π = I where

I is the identity matrix of size n.
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Modified Haar measure is constructed using Haar measure on the orthogonal group On.

Haar measure on the orthogonal group is the unique invariant probability measure on this

group so that if X is Haar distributed, and x ∈ On, then X,xX,Xx and X−1 all have the

same distribution ([16]).

Let Q ∈ On−1 be chosen according to Haar measure on the orthogonal group embedded

in Mn−1, the set of real valued, square matrices of size n− 1. From Q, define

Ψπ =

(

1 0

0 Q

)

Vπ. (8.2)

Ψπ is a random matrix whose distribution is called modified Haar measure. The rows

of Ψπ are orthonormal in L2(π). The distribution of the spectral coefficients in the basis of

the rows of Ψπ can now be given.

Proposition 8.2.1. With the above notation, let y be a vector of n spectral coefficients

computed in the basis Ψπ:

y = ΨπΠ(f̄ − 1).

From y, define

ỹ = (y2, y3, . . . , yn),

the vector of the last n−1 coordinates of y. Let r2 = X2

N where X2 is Pearson’s X2 statistic

for testing the fit of the data vector f to the model π. Then

ỹ

r

is distributed uniformly on the unit sphere Sn−2 embedded in R
n−1.

Proof. To show that ỹ lies on the sphere or radius r, it is enough to show that y has

Euclidean norm equal to r2 and that its first coordinate is zero. Write out

y =

(

1 0

0 Q

)

VπΠ(f̄ − 1)

where Q ∈ On−1 is an orthogonal matrix. From its definition, the first row of Vπ is
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identically one. Denote the k + 1th row of Vπ as vk. This gives

y =

(

1 0

0 Q

)













〈1, f̄ − 1〉L2(π)

〈v1, f̄ − 1〉L2(π)

〈v2, f̄ − 1〉L2(π)

...

〈vn−1, f̄ − 1〉L2(π)













=

(

1 0

0 Q

)













0

〈v1, f̄ − 1〉L2(π)

〈v2, f̄ − 1〉L2(π)

...

〈vn−1, f̄ − 1〉L2(π)













= 0 ⊕Q










〈v1, f̄ − 1〉L2(π)

〈v2, f̄ − 1〉L2(π)

...

〈vn−1, f̄ − 1〉L2(π)










. (8.3)

Thus, the first coordinate of y is identically zero. Further, the last expression makes it

simple to compute the norm of y:

||y||22 = yTy

=










〈v1, f̄ − 1〉L2(π)

〈v2, f̄ − 1〉L2(π)

...

〈vn−1, f̄ − 1〉L2(π)










T

QTQ










〈v1, f̄ − 1〉L2(π)

〈v2, f̄ − 1〉L2(π)

...

〈vn−1, f̄ − 1〉L2(π)










=

n−1∑

i=1

〈vi, f̄ − 1〉2L2(π)

= ||f̄ − 1||L2(π)

=
X2

N

Using the Parseval relation (see Chapter 2 Section 2.3). This shows ỹ falls on a sphere
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of radius
√

X2

N . To finish the proof, it is left to show that ỹ is uniformly distributed on

Sn−2. To do this, write ỹ as in Equation 8.3:

ỹ = Q










〈v1, f̄ − 1〉L2(π)

〈v2, f̄ − 1〉L2(π)

...

〈vn−1, f̄ − 1〉L2(π)










.

Let A be any set in the sphere Sn−2. Recall Q was chosen according to Haar measure on

On−1. Hence, for any Q2 ∈ On−1,

P(ỹ ∈ A) = P(Q










〈v1, f̄ − 1〉L2(π)

〈v2, f̄ − 1〉L2(π)

...

〈vn−1, f̄ − 1〉L2(π)










∈ A)

= P(Q−1
2 Q










〈v1, f̄ − 1〉L2(π)

〈v2, f̄ − 1〉L2(π)

...

〈vn−1, f̄ − 1〉L2(π)










∈ A)

= P(ỹ ∈ Q2A),

where the second line follows from Q being Haar distributed. This shows directly that

ỹ is uniformly distributed on the sphere of dimension n− 1 and completes the proof.

For statistical application of Proposition 8.2.1, it is necessary to generate samples dis-

tributed according to Ψπ. This is straightforward because a matrix Ψπ can be generated

from a fixed matrix Vπ and a Haar distributed matrix, as in Equation 8.2. A Haar distributed

matrix can be generated by performing the Gram Schmidt orthogonalization procedure on

a matrix whose entries are independent standard Gaussians. See Diaconis [27] for a ref-

erence and discussion of Haar measure. The capacity to generate independent Gaussians

at random makes it possible to generate matrices whose distribution is the same as the

distribution of Ψπ.
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8.2.1 Inference for Spectral Decompositions

The size of the components in a spectral decomposition of residuals from a model can be

used to investigate structure in data. If the absolute value of one coefficient in a spectral

decomposition of the residuals, say |〈f̄−1, ψi〉L2(π)|, is much larger than the others, ψi seems

to summarize the data well. The concept of “large” needs to be made statistically precise.

Using Proposition 8.2.1, it is possible to do inference on the largest component component

in a spectral decomposition, |〈f̄ − 1, ψi〉L2(π)|, by comparing the largest to the maximum

absolute value of a the coordinates of a point chosen uniformly on the unit sphere. The

proposition below describes the distribution of the absolute value of the components of the

vector
√
NΨπΠ(f̄−1) when Ψ is chosen according to modified Haar measure. The main use

of this proposition is to say that a seemingly large spectral component is actually roughly as

large as the maximum component to expect if a “random basis” is chosen for a decomposi-

tion. This provides some justification for using modified Haar measure. Morally (although

of course not necessarily), the maximum component of a decomposition from a random

modified Haar basis should be smaller than the maximum component of a decomposition

from the eigenvectors of a set of potentially informative Markov chains.

Proposition 8.2.2. Assume the random vector

X = (X1, X2, . . . Xn)

is uniformly distributed on the unit sphere embedded in R
n, and let Mn(|X|) = maxi |Xi|.

As n→ ∞,
√

n

2 log 2n
Mn(|X|) P→ 1.

Proof of Proposition 8.2.2. Let {Zi}ni=1 be independent standard normal random variables.

Simple computations with covariance matrices show that the vector X can be related to

the vector Z = (Z1, . . . , Zn):

X
D
=

Z
√
∑n

i=1 Z
2
i

.

It is therefore possible to define the random variables {Xi}ni=1 in terms of the {Zi}ni=1.

This is done by setting Xi = 1√
Pn

i=1 Z
2
i

Zi. The next step is to use the strong law of large
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numbers, which says that as n→ ∞,

1

n

n∑

i=1

Z2
i
a.s.→ 1.

Now, let Mn(|Z|) = maxi |Zi|. Then,

Mn(|X|) =
Mn(|Z|)

√
n

√
Pn

i=1 Z
2
i

n

(∗).

Using bounds for the tail of the normal distribution and a straightforward modification

of 2.2.3 of Durrett [36],

Mn(|Z|)√
2 log 2n

P→ 1.

Therefore, multiplying the left hand side by 1 using the equality in (∗),

√
nMn(|X|)√
2 log 2n

√∑n
i=1 Z

2
i

n
P→ 1.

Since convergence in probability to an atom is equivalent to convergence in distribution,

Slutzky’s lemma implies that

√
n

2 log 2n
Mn(|X|) P→ 1 as n→ ∞.

For one dimensional data (Weldon’s dice data), Chapter 3 Section 3.5 gives an appli-

cation of Proposition 8.2.2 to determine if the maximum spectral coefficient in a decompo-

sitions is larger than expected. Chapter 4 Section 4.3 gives an application to contingency

table data (a survey of Manhattan residents cross-classified by mental health versus socioe-

conomic status).

The joint distribution of spectral coefficients from two or more bases is also interesting

from a data analytic perspective, but an area this thesis does not explore. When two spectral

decompositions are performed in two bases which are not orthogonal to each other, the

expected size of the largest component is related to the maximum of correlated Gaussians.

Taylor and Worsley [116] have derived bounds on maxima of n correlated Gaussians when

n is large.
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8.3 Uniform Distribution on Normalized Hadamard

Matrices

The previous section showed that if a basis for spectral analysis is chosen at random accord-

ing to Haar measure, the distribution of the normalized spectral coefficients of the residuals

will be distributed uniformly on a sphere. The subject of this section is a more realistic

model for randomness in spectral coefficients induced by the permutation distribution of

the residual vector, f̄ − 1.

Assume that π, the underlying model for the data, is uniform. Then, the residuals

should be exchangeable: given the unordered residuals, each permutation of them should

be equally likely. For a fixed basis for a spectral decomposition, the permutation distribution

of the residuals induces a permutation distribution for the spectral coefficients. This section

analyzes the permutation distribution of coefficients when the fixed basis are the rows of a

normalized Hadamard matrix. A Hadamard matrix of order n is an orthogonal matrix whose

entries are ±1. Remark 8.3.3 below shows that the spectral coefficients from a Hadamard

decomposition reflect whether a particular split of the data into two groups is informative.

The following notation is used for computing the permutation distribution of the coef-

ficients of f̄ − 1 in the basis of the rows of a Hadamard matrix. For a permutation σ, the

shorthand fσ is used to denote the vector whose ith component is fσ(i). Throughout the

section it is assumed that n is such that a Hadamard matrix of order n exists. If n = 2k,

a Hadamard matrix of order n always exists1. Further it is assumed that f is fit to π

where π is the uniform distribution. For any vector f , the notation f(i) will denote the ith

component in the vector.

The rest of this section will focus on the coefficients of f̄−1 in the basis of the rows of a

Hadamard matrix. Some Hadamard matrices are exactly the eigenvectors of simple Markov

chains on the hypercube. For the hypercube (Z/2)n, a Markov chain can be constructed

as follows. Fix 0 < p ≤ 1 and at each step in the chain, flip each coordinate of the binary

vector (x1, . . . , xn) ∈ (Z/2)n with probability p. The eigenvectors of this random walk are

1That a Hadamard matrix of order n = 2k exists is clear since the matrix with rows
( 1√

2
, 1√

2
), ( 1√

2
,− 1√

2
) is a Hadamard matrix. Taking its k-fold tensor gives an order n matrix. It is

believed that a Hadamard matrix exists if n is a multiple of 4 ([19] pg. 88)
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seen to be the rows of the Hadamard matrix M⊗n where

M =





1√
2

1√
2

1√
2

− 1√
2



 .

For this reason, at least sometimes, a decomposition in the basis of the rows of a Hadamard

matrix are a spectral decomposition from a conceptually simple Markov chain. The rest

of the section refers to a decomposition in the basis of rows of any Hadamard matrix as a

spectral decomposition.

Proposition 8.3.2 says that assuming mild conditions on the extrema of the data, the

permutation distribution of the spectral coefficients converges in distribution to the normal.

The work and ideas in proving Proposition 8.3.2 has been done by Freedman and Lane [49],

who were interested in the distribution of the Fourier coefficients of a random permutation

of data (the problem was considered by Fisher [45] and reviewed in Feller’s Introduction

To Probability Theory [42]). They give general conditions under which Proposition 8.3.2

holds; here is simply a practical application. Next, the Hadamard matrix is defined and

Proposition 8.3.2 is stated. For background on Hadamard matrices, see [19].

Definition 8.3.1 (Adaptation of Definition 3.2.13 of [19]). A normalized Hadamard

matrix H of order n is an n × n matrix of ±
√

1
n such that H times its transpose is the

identity:

HTH = I.

This definition is an adaptation of the definition of a Hadamard matrix which is defined

to have entries that are ±1.

Proposition 8.3.2. [Due to Freedman and Lane [49]] With all notation as above, let H be

the normalized Hadamard matrix of order n so HTH = I. Let σ be a permutation chosen

uniformly at random from the symmetric group on n letters. If

max
i

|f̄(i) − 1|
√

X2n
N

→ 0,
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as n→ ∞ then the distribution placing mass 1
n on each coordinate of the vector coordinates



H
(f̄σ(i) − 1)
√

X2

N





n

i=1

(8.4)

tends in probability (with respect to the uniform distribution on the symmetric group)

to N (0, 1) as n→ ∞.

When the residuals are from the uniform distribution on n points, the components of a

spectral decomposition from the rows of a normalized Hadamard matrix can be interpreted

as binomial goodness of fit test statistics. This relationship is stated below:

Remark 8.3.3. Denote the kth row of the normalized Hadamard matrix H as hk. hk

divides the set S = {1, 2, . . . , n} into a set A+
k = {m : hk(m) > 0} and its complement A−

k =

{m : hk(m) > 0}. Up to a constant depending on the data only through X 2, the Pearson

goodness of fit test statistic for the hypothesis that f follows the multinomial distribution

with parameters N and π, the kth component of the vector

H
(f̄σ − 1)
√

X2

N

(Equation 8.4 in Proposition 8.3.2) is
√

n
X2 times the square root of the Pearson chi square

statistic for testing the hypothesis that the number of points in Ak has the binomial distri-

bution with parameters N and 1
2 .

A simple calculation proves the remark.



H
(f̄σ − 1)
√

X2

N





k

=

√

N

X2
〈hk, f̄σ〉

=

√
n

X2

(
∑

i∈Ak
fσ(i) −

∑

i/∈Ak
fσ(i))√

N
.

To finish, recall that the Pearson chi square statistic (on one degree of freedom) for the test
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that
∑

i∈Ak
fσ(i) is distributed as Binomial(N, 1

2) is

(
∑

i∈Ak
fσ(i) −

∑

i/∈Ak
fσ(i))

2

N
.

The kth component of the Hadamard decomposition is proportional to the Pearson

goodness of fit test statistic that the ± sign pattern of the k th row splits the data into two

equally likely groups with the ith category falling into the first or second group according

as the ith column of the kth row is + or −.

The permutation distribution of the spectral components from a normalized Hadamard

matrix may be of interest in the following situation. A scientist specifies n different splits

of n recorded categories into two groups, and wants to test whether the data is equally

likely to fall into any category. If the overall X 2 statistic for testing for uniformity is large,

the components in the Hadamard decomposition corresponding to the n splits of the data

(as in Remark 8.3.3) may be investigated for lack of fit. Conditional on X 2, Proposition

8.3.2 and Remark 8.3.3 show that if the splits were chosen uniformly at random, the split

corresponding to the kth component in a Hadamard decomposition should be approximately

normal. To approximate the probability of seeing as extreme a value as the value of this

component, it can be compared to the probability that a normal random variable would

have as extreme a value. It this probability is small, there is evidence that the overall

deviation can be partially explained by the data not being equally likely to fall into the

groups from the split.

If a data analyst looks through all possible decompositions of data with normalized

Hadamard matrices until a large coefficient is found, the distribution theory developed here

is irrelevant because conditional on the data, it is possible to exactly calculate the largest

spectral coefficient in any ordering of the data (simply by ordering the vector f̄). If such

an exhaustive search is not performed, the permutation distribution of the coefficient in

Proposition 8.3.2 can be statistically useful.

The proof of Proposition 8.3.2 relies on a result of Freedman and Lane [49]:

Theorem 8.3.4 (stated without proof in Freedman and Lane). Let {xi}ni=1 be a

sequence of numbers, normalized such that
∑n

i=1 xi = 0 and
∑n

i=1 x
2
i = n. Let g be some

fixed function on the natural numbers such that as n→ ∞, maxi |xi| = o( 1
g(n) ). Fix a n×n

orthogonal matrix, Mn, with

max
i,j

|Mi,j | ≤ cg(n)
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for c not depending on n. Let π be a random permutation of the numbers {1, 2, . . . , n}.
Then the empirical distribution of

{
Mxπ(i)

}n

i=1

tends in probability to N (0, 1).

The proof follows quickly using the method of proof of Theorem 1 of Freedman and

Lane [49] and so is omitted. Now Proposition 8.3.2 can be proved.

Proof of Proposition 8.3.2. The proof is a simple application of Theorem 8.3.4. Take the

matrix Mn to be the normalized Hadamard matrix H of order n. The function g(n) =
√

1
n

satisfies the condition that maxi,j |Mi,j | ≤ cg(n) with c = 1 not depending on n. Define xi

to depend on the residuals by

xi =
(f̄(i) − 1)
√

X2

N

.

Since Proposition 8.3.2 supposes that

max
i

√
n

(f̄(i) − 1)
√

X2

N

→ 0 as n→ ∞ ,

Theorem 8.3.4 proves the proposition.

In testing data f for uniformity, the eigenvectors of the Metropolized independent sam-

pling chain associated to the uniform distribution also produce an interpretable spectral

decomposition. The next section shows that under mild conditions on the vector of resid-

uals, even the marginal distributions of most components in the Metropolized independent

sampling decomposition do not converge to a normal distribution.

8.4 Distribution of Spectral Components in the

Metropolized Independent Sampling Decom-

position when π is Uniform

The components in the spectral decomposition from the eigenvectors of the Metropolized

independent sampling chain have interpretations that are similar to the components of
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the spectral decomposition produced by the rows of a normalized Hadamard matrix. The

Metropolized independent sampling decomposition is detailed in Chapter 3 Section 3.5.

Briefly, for testing goodness of fit to the uniform distribution, the k th component in this

decomposition is approximately the Pearson X 2 test statistic that conditional on the sum,
∑k

i=1 f(i), of the first k data points, the sum of the first k − 1 data points,
∑k−1

i=1 f(i), is

binomial with success probability k−1
k .

The Metropolized independent sampling decomposition is particularly easy to work with

when the underlying distribution π is the uniform distribution, assigning equal mass to

each point in the space. The general expression for the kth eigenvector, ψk, depends on the

components of π and the complement of the cumulative distribution function, Sk =
∑n

i=k πk

(see [88] repeated in Chapter 3 Section 3.5):

ψk =



0, . . . 0
︸ ︷︷ ︸

k−1

,−
√

Sk+1

πkSk
,

√
πk

SkSk+1
, . . . ,

√
πk

SkSk+1



 .

When π is uniform, the expression simplifies:



0, . . . 0
︸ ︷︷ ︸

k−1

,−
√

n(n− k)

n− k + 1
,

√
n

(n− k)(n− k + 1)
, . . . ,

√
n

(n− k)(n− k + 1)



 . (8.5)

The main proposition of this section gives the limiting distribution of the components

in the Metropolized independent sampling distribution under certain conditions.

Proposition 8.4.1. Fix k with 1 ≤ k ≤ n. Let ω be chosen uniformly at random from the

symmetric group on n letters. Then ω can be written as a permutation fixing m, denoted

σ, composed with a transposition γ = (n − k + 1, m) where m is uniform on the letters

{1, . . . , n}. That is, ω = γ ◦ σ.
With π the uniform distribution on n points, placing mass 1

n on each, and X2 the

Pearson chi square goodness of fit test statistic for testing uniformity of f to π, for 1 ≤ i ≤ n,

define the vector x coordinate-wise by

xi =
f̄(i) − 1
√

X2n
N

.
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If {ψi}n−1
i=0 are the eigenvectors of the Metropolized independent sampling chain with

respect to π, define the random variable

Wk,γ◦σ =

√

N(n− 1)

X2
〈f̄γ◦σ − 1, ψn−k+1〉L2(π).

Conditional on γ = (n− k + 1, m),

sup
t∈R

∣
∣
∣
∣
∣
∣

P




Wk,γ◦σ +

√
(n−1)(k−1)

k xm(1 + 1
n−1)

√
(n−1−nx2

m)(n−k)
k(n−1)2

≤ t



− Φ(t)

∣
∣
∣
∣
∣
∣

≤

69 · 8
(

n− 1
√

n− 1 − nx2
m

)3

max
i

|xi|3
√

n− 1

(k − 1)(n− k)
+

24

n− 1

Proposition 8.4.1 concerns the n−k+1th normalized spectral component of the Metropolized

independent sampling chain for a random permutation of the data vector f conditional on

its n − k + 1th value being fm. For a sense of the random variable Wγ◦σ , data f that is

drawn from the uniform distribution π on n points, the X 2 statistic for testing f against π

converges in distribution to a chi square with n− 1 degrees of freedom. If X 2 is distributed

as a chi square random variable with n− 1 degrees of freedom,

E

(
X2

n− 1

)

= 1.

If X2

n−1 = 1,

Wk,γ◦σ =
√
N〈f̄γ◦σ−1, ψn−k+1〉L2(π).

Squared, the right hand side of the equation is exactly the n−k+1st component in the

Metropolized independent sampling decomposition of X 2. Morally, as n goes to infinity,

the right hand side is expected to be distributed as a standard normal. Proposition 8.4.1

says this is not the case in most situations. To investigate why, consider the simple case

where n is even and xi = ±
√

1
n so the constraint that 〈x, 1〉 = 0 shows that exactly half of

the xi < 0. To apply the theorem, it is necessary to bound
√
n− 1 maxi |xi|; in this case,

the bound is simply 1.

If the ratio of k to n is fixed, say α, and n → ∞, then as n → ∞, the right hand side

of the bound in Proposition 8.4.1 goes to zero. So, if xγ(n−k+1) = xm is positive, then
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√
nα

1 − α
(Wk,γ◦σ + 1)

D→ N (0, 1)

while if xm is negative,

√
nα

1 − α
(Wk,γ◦σ − 1)

D→ N (0, 1).

In the first case, Wk,γ◦σ converges in probability to −1 whereas in the second, Wk,γ◦σ

converges in probability to 1. By a straightforward argument using characteristic functions

and the continuity theorem (see [10]), the expectation of Wk,γ◦σ can be taken over σ and

then γ, which shows

Wk,ω
D→ 1

2
(δx=−1 + δx=1).

This can be seen informally as well. If k = αn, taking the inner product of the k th row

in the Metropolized independent sampling decomposition with the vector x averages the

first αn components in x and subtracts xm. As the proof of Proposition 8.4.1 shows,

Wk,γ◦σ
D
=

√

n− 1

k(k − 1)

k−1∑

i=1

(
xσ(i) − xm

)

for any vector x of unit length whose components sum to zero. If n is large, and

the xi = ±
√

1
n , then as an approximation, the coordinates xσ(i) can be thought of as

independent Bernouilli variables. In this case, if k → ∞, the strong law of large numbers

says that the average of the first k − 1 components in xσ converges almost surely to zero.

However,
√
n− 1 xm = ±1 so it is expected that Wk,ω

D→ 1
2(δx=−1 + δx=1).

The construction with each xi taking one of two values can be extended to the case where

the mean of the {xi} is zero and they take values in a set of size j, {ai}ji=1. Assuming ai

occurs with multiplicity ki, the condition that the sum of squares of the xi is one means

that
∑j

i=1 a
2
i ki = 1. In this case, a similar computation, conditioning on γ and then taking

expectations, assuming n→ ∞ and k = αn, shows that the limiting distribution of Wk,ω is

again possible to compute using characteristic functions and the continuity theorem:

Wk,ω
D→

j
∑

i=1

ki
n
δx=ai

.

Appropriate choices for {xi} can yield virtually any symmetric distribution. If f is a
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discretized n−point symmetric density function for the distribution function F , and the

histogram of {xi} converges point wise to f , then the argument above shows

Wk,π
D→ F.

To finish the chapter, the proof of Proposition 8.4.1 is presented. The idea of the proof

is to relate Wk,γ◦σ to a sample without replacement. Then, a result of Chatterjee which

gives simple bounds on the rate of convergence to normality is applied:

Theorem 8.4.2 (special case of Chatterjee [16]). Let A = {ai}n−1
i=1 be a discrete set of

n − 1 real numbers, and g : A → R an arbitrary function. Let τ be a permutation chosen

uniformly at random from the symmetric group on n− 1 letters, Sn−1. Define

• S(g) :=
∑k−1

i=1 g(aτ(i))

• µ(g) := 1
n−1

∑n−1
i=1 g(ai)

• σ2(g) := µ(g2) − µ(g)2

• s =
√

(k−1)(n−k)
n−1

• ḡ(ai) = (g(ai) − µ(g))/σ(g).

Then,

sup
t∈R

∣
∣
∣
∣
∣
P

(

S(g) − (k − 1)µ(g)

s
√

σ2(g)
≤ t

)

− Φ(t)

∣
∣
∣
∣
∣
≤ 69µ(ḡ8)

3
8

√

n− 1

(k − 1)(n− k)
+

24

n− 1
.

Using Theorem 8.4.2, the proof of Proposition 8.4.1 follows from simple calculations.

Proof of Proposition 8.4.1. The first part of the proof involves showing that the random

variable γ(n−k+1) is uniform on the set {1, 2, . . . , n}. As in the statement of the theorem,

ω is a permutation chosen uniformly on the symmetric group on n letters. Any permutation

in the symmetric group on n letters can be represented as an ordering of the numbers

1, . . . n, denoted (j1, . . . , jn). A permutation ω is specified by an ordering (j1, . . . , jn) by the

coordinate-wise relation ω(k) = jk. So, the measure placing mass 1
n! on each ordering of

the numbers (1, . . . , n) denoted (j1, . . . , jn) clearly puts uniform measure on the symmetric

group. With this distribution on the orderings of n numbers, it is also clear that the marginal
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distribution jn−k+1 is uniform on the numbers 1, . . . , n. Therefore, ω can be written as the

composition γ ·σ where γ = (n− k+1, jn−k+1), and where jn−k+1 is uniformly distributed

on {1, 2, . . . , n}, and σ fixes γ(n− k + 1).

For the rest of the proof, Theorem 8.4.2 will be applied to the function g which is the

identity, and to the numbers {ai}n−1
i=1 that will be defined from the vector x in Proposition

8.4.1. Given k, m and ω, define

ai = xω(i) − xm for 1 ≤ i < n− k + 1

and

ai−1 = xω(i) − xm for n− k + 1 < i ≤ n.

Thus the set of numbers {ai}n−1
i=1 = {xi − xω(n−k+1)}i6=m. Applying the definition of

S(g) in Theorem 8.4.2 to this g and these {ai}n−1
i=1 ,

S(g) =

k−1∑

i=1

aτ(i)
D
=

n−1∑

i=n−k+2

aτ(i)

since τ is uniformly distributed in the symmetric group on n−1 letters. Since 〈f̄−1, 1〉L2(π) =

0 and π is the uniform distribution, 〈x, 1〉 = 0. Since N ||f̄ − 1||L2(π) = X2, x has unit

norm: 〈x, x〉 = 1. From the first fact, µ(g) = −xm(1 + 1
n−1). Similarly, a straightforward

calculation shows that

µ(g2) =
1

n− 1

∑

i6=m
(xi − xm)2 =

1 − x2
m

n− 1
+ 2

x2
m

n− 1
+ x2

m

so

σ2(g) =
1

n− 1
+ x2

m

(

− 1

n− 1
− 1

(n− 1)2

)

=
n− 1 − nx2

m

(n− 1)2
.

As a note, Theorem 8.4.2 does not preclude the vacuous case where σ = 0 which will occur

in this application if exactly one xi =
√

n−1
n and the rest of the {xi}n−1

i=1 are
√

1
n . Continuing
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the calculations, since g is the identity,

max
i
ḡ(ai) =

xi − xm + xm(1 + 1
n−1)

√
n−1−nx2

m

(n−1)2

= (n− 1)

(

xi +
xm

n−1
√

n− 1 − nx2
m

)

.

Then, noting for emphasis that ḡ8 is the eighth power of ḡ (that is, ḡ8(ai) = (ḡ(ai))
8),

µ(ḡ8) ≤
(

n− 1
√

n− 1 − nx2
m

)8

max
i

∣
∣
∣
∣
xi +

xm
n− 1

∣
∣
∣
∣

8

≤
(

n− 1
√

n− 1 − nx2
m

)8

max
i

|2xi|8.

Therefore,

µ(ḡ8)
3
8 ≤ 8

(

n− 1
√

n− 1 − nx2
m

)3

max
i

|xi|3.

The final calculation uses the formula in 8.5 to give the n − k + 1th eigenvector of the

Metropolized independent sampling chain with respect to the uniform distribution on n

points, ψn−k+1:

ψn−k+1 =



0, . . . , 0
︸ ︷︷ ︸

n−k

,−
√

n(k − 1)

k
,

√
n

k(k − 1)
, . . . ,

√
n

k(k − 1)



 .
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This allows Wk,γ·σ to be expressed in terms of the sum S(g) in Theorem 8.4.2.

Wk,σ·γ =

√

N(n− 1)

X2
〈f̄γ·σ − 1, ψn−k+1〉L2(π)

= n

√

n− 1

n

√

N

nX2
〈f̄γ·σ − 1, ψn−k+1〉L2(π)

=
n

n

√

n− 1

n

√

N

nX2

√

nX2

N

√
n

k(k − 1)

n∑

i=n−k+2

(
xγ·σ(i) − xm

)

=

√

n− 1

n

√
n

k(k − 1)

n∑

i=n−k+2

(
xγ·σ(i) − xm

)

=

√

n− 1

k(k − 1)

n∑

i=n−k+2

(
xγ·σ(i) − xm

)

=

√

n− 1

k(k − 1)

n∑

i=n−k+2

(
xω(i) − xm

)

=

√

n− 1

k(k − 1)

n−1∑

i=n−k+1

ai

D
=

√

n− 1

k(k − 1)

k−1∑

i=1

aτ(i)

=

√

n− 1

k(k − 1)
S(g)

Thus, up to the constant
√

n−1
k(k−1) , the distribution of Wk,σ·γ is the same as the dis-

tribution of S(g). Proposition 8.4.1 now follows from plugging the above calculations into

Theorem 8.4.2.



Chapter 9

Afterword: Correspondence

Analysis, Kernels, Ordination,

Regression and Spectral Clustering

This thesis begins to develop the methodology of spectral analysis with Markov chains

for data analysis. Compared to established modern techniques, the Markov chain approach

offers some advantages and some disadvantages. An overview of its use and properties in re-

lation to regression techniques, simple correspondence analysis, kernel methods, ordination

techniques and spectral clustering follows.

9.1 Regression

As developed here, spectral analysis with Markov chains seeks a low dimensional space (a

few eigenvectors of a Markov chain) to approximate high dimensional data. There are some

key conceptual differences between regression and spectral analysis as well as differences

between types of data to which they are applicable. They are summarized below.

The main similarities between regression and spectral analysis with Markov chains are

that both techniques

• try to find only a few functions to approximate f

208
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• can suggest simple interpretations for f from a sparse decomposition of f

The main differences between regression and spectral analysis with Markov chains are

summarized below (recall N denotes the total number of observations and n the size of the

space X on which f takes value):

Regression Spectral Analysis with

Markov Chains

(usually) used when f(x) is

sparse and takes values in a

large space

f takes values in a discrete n

point space and is comprised

of N >> n observations

measurement error places the

estimation of f in a paramet-

ric framework

measurement error not a main

focus

used for prediction (at a new

value of x)

9.2 Correspondence Analysis

Chapter 5 shows how simple correspondence analysis arises naturally as a data analytic

procedure from an iterated optimization approach using spectral analysis with Markov

chains. Correspondence analysis is a special case of spectral analysis with Markov chains

for data on a contingency table. This is made rigorous in Chapter 6. For data in table

form, one correspondence analysis is the solution to one constrained optimization problem

for spectral analysis with Markov chains. However, spectral analysis with Markov chains is

more general: many forms of constraints can be imposed. A summary of the relationship

between correspondence analysis and general spectral analysis with Markov chains is given

below.

The main similarities between correspondence analysis and spectral analysis with Markov

chains are that both techniques:

• search through a constrained vector space to find a sparse decomposition of data

• use graphical representations of a few vectors to summarize data
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The differences between simple correspondence analysis and spectral analysis with Markov

chains are summarized below:

Correspondence Analysis Spectral Analysis with

Markov Chains

data usually nonnegative data can be real valued

null model is row/column in-

dependence

any null model can be used

captures row/column interac-

tions

can find patterned structure

(eg. a large diagonal)

solution found by singular

value decomposition (tensor

constraints)

solution may be computation-

ally intensive (more general

constraints)

automatic, well developed

graphical methods

less intuitive graphical meth-

ods

Correspondence analysis is a well developed and clear data analytic technique with a

long history. Spectral analysis with Markov chains has not reached this level of develop-

ment. Convincing examples where spectral analysis with Markov chains reveals structure

in difficult data analysis problem are needed. Much of the theory for spectral analysis with

Markov chains, especially statistical quantification of what constitutes “over searching”,

remains to be developed.

9.3 Kernel Methods

In a discrete n point space X, a positive definite kernel is completely described by its n

eigenvectors {ψi}ni=1 and eigenvalues {λi}ni=1. A kernel can be thought of as a function on

X×X = {1, . . . , n}×{1, . . . , n}. Kernels can be used in a regression context to approximate

data denoted f . Typically, to analyze data f using a kernel K, a user chooses or performs

experiments to find a kernel K which is then fixed in the subsequent analysis.

Regression with kernels approximates f using approximating functions which are the

eigenvectors of the kernel. The idea is to try to approximate f with eigenvectors corre-

sponding to larger eigenvalues of the kernel. More formally, this is done by specifying a

penalty parameter γ and approximating f with a function g that minimizes
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1

n

n∑

i=1

(f(i) − g(i))2 + γ||g||2K. (9.1)

Here, if g =
∑n

i=1 αiψi, the norm of g induced by the kernel K is defined as

||g||2K =
n∑

i=1

α2
i

λi
. (9.2)

Thus, for example, if ψi and ψj are two eigenvectors of K with unit Euclidean norm

and corresponding eigenvalues λi and λj , if λi > λj > 0, then

||ψi||2K < ||ψj ||2K.

In principal, almost any kernel K can be chosen when f takes value on a discrete set. In

practice, it is usual to use one of a few popular kernels which include natural cubic splines

and Gaussian radial basis functions. These kernels are among the kernels K defined below

(see [112], [108] or [115] for more extensive background):

• Gaussian radial basis functions: K(x, y) = K(x− y) = e−||x−y||2

• Polynomial of degree d: K(x, y) = (1 + x · y)d

• B-splines: K(x, y) = B2n+1(x− y) where Bk is the kth B-spline.

• Regularized Laplacian: K(x, y) = (I + σ2L(x, y))−1 where L is the Laplacian of a

graph (see [112])1 and σ is a tuning parameter. Note that because G is undirected, L

is symmetric.

The kernel most closely related to spectral analysis with Markov chains is the last one:

the regularized Laplacian. Like many kernels, it incorporates previously known structure of

the space on which data takes value. The eigenvectors of the graph Laplacian, as described

in Chapter 7 and later in this section are closely related to the structure of the underlying

graph: ordered according to their corresponding eigenvalue, the Laplacian eigenvectors are

1The graph Laplacian L is the matrix constructed from an undirected weighted graph G where
the (x, y) entry in L is the edge weight wxy in the weighted graph if x 6= y and L(x, x) is equal to
−∑y∈X wxy.
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more variable as functions on G. This is a consequence of the discrete nodal domain theorem

([114]) repeated as Theorem 7.4 of Chapter 7.

Suppose data f on a discrete n point space X with an undirected (possibly weighted)

graph G on X given to reflect the structure of X. A Laplacian L defined by G, and a

parameter σ defines a particular regularized Laplacian kernel. Fix some σ and denote the

resulting regularized Laplacian kernel by K. The eigenvalues and vectors of K are denoted

{ψi}ni=1 and {λi}ni=1 respectively. The eigenvectors may be computed numerically by a

singular value decomposition, by making use of a product structure of the underlying graph

or by approximation techniques (see [112]). In this case, the regression problem (9.1) can be

solved by fixing the penalty parameter γ on the kernel norm of the approximating function

g. If such a regression were performed, the output of the regression would find a function g

to approximate f as a linear combination of the eigenvectors {ψi}ni=1 of the graph Laplacian

L. The coefficients in this linear combination are denoted by the vector β whose components

are {βi}ni=1:

g =
n∑

i=1

βiψi.

Because the penalty term 9.2 places a greater penalty on the coefficient βi if |λi| is

small, the output of such a regression may produce an approximation of f with only a few

of the βi large (corresponding to the ψi whose respective |λi| were large), and the rest of

the coefficients small. Suppose this were the case. Then, the approximation is related to

spectral analysis with Markov chains. The regression would have found a few eigenvectors

of K to approximate f . The eigenvectors of a Markov chain M on G whose transition

probabilities from x to y are proportional to L(x, y) are the same as the eigenvectors of L,

and also the same as the eigenvectors of K. Spectral analysis with Markov chains seeks the

same solution as the solution of the kernel regression problem supposed above: to find a

few eigenvectors of M as an approximation to f .

There are also some conceptual and technical differences between the two methods.

The kernel regression problem (9.1) directly approximates the data f , and does so in the

Euclidean norm. In spectral analysis with Markov chains, a model π is specified for the

data, and the residuals, f̄−1 (rather than the data directly) are approximated in the L2(π)

metric. The following describes this in more detail. Kernel methods find the eigenvectors

of K by the singular value decomposition of L which is a symmetric matrix. Thus, the



9.3. KERNEL METHODS 213

eigenvectors are orthogonal in the Euclidean norm. Spectral analysis with Markov chains

uses the eigenvectors of a π reversible Markov chain M as the basis of functions used in

approximation. Since M is π reversible, its eigenvectors are orthonormal in L2(π). This

is also the metric in which the function approximation of f̄ − 1 with the eigenvectors of

M takes place. The effect is to give more weight to approximations where g(i) is a better

approximation to f(i) if π assigns more mass to the ith point in X. This difference may be

important in statistical applications.

A further difference is that spectral analysis with Markov chains attempts to use a

Markov chain such that a small subsets of its eigenvectors each individually provide a con-

cise summary of residuals from a model. That is, spectral analysis with Markov chains

aims to find a sparse representation of residuals. Kernel regression as in (9.1), even though

regularized, seeks to minimize a residual sum of squares between the data f and its approx-

imating function g. Finally, it is typical to apply regression to data which is sparse. On the

other hand, as developed in this thesis, spectral analysis is useful for many observations on

a small space. However, this difference is not a central one, and there are potential appli-

cations of spectral analysis to sparse discrete data, for example data on the permutation

group Sn when n is moderately sized.

The use of the regression problem in (9.1) to find smooth functions on an underlying

graph to approximate a response, such as gene expression is discussed in [40] and [3]. In

addition, many applications where kernels derived from the Laplacian are used to solve

the regression problem in (9.1) are for classification problems (see [124], [125], [112] for

applications to image classification, and [121] and [106] for applications to biology). One

such methodology relies on kernel principal components or kernel canonical correlation

analysis. The idea is to first represent data {yi}mi=1 taking value on a discrete n point space

X in the basis of eigenvectors of the kernel K and then use standard dimension reduction

techniques. For example, in kernel principal components analysis, a new matrix Y ′ is formed

by setting the (i, j) entry of Y ′ to be the jth data point projected onto the ith eigenvector

of K, ψi, so K(i, j) = 〈yj , ψi〉. Then principle components analysis is performed on Y ′Y ,

extracting the singular vectors of Y ′Y . The singular vectors are expressed in the coordinates

of the eigenvectors of the kernel K and the data expressed as linear combinations of these

singular vectors. The coefficients in the linear combinations are the transformed coordinates

of the data. Finally, some method is used to classify the data in the transformed coordinates

(for example a soft-margin hyperplane classifier) using the representation of the data by in
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the first few principle components (see in [108] Chapter 14 page 440).

The use of regularized Laplacian kernels for classification problems is different than

the main use of the Laplacian in spectral analysis with Markov chains where the goal is

to directly approximate functions. Another difference is that some kernel methods (see

[112]) focus on tuning the parameter σ of the regularized Laplacian rather than exploring

how varying the weights on the edges of the underlying unweighted graph have associated

Laplacians whose eigenvectors are different. Since their eigenvectors are different, these

Laplacians would likely produce different classifications of the data. For example, while

[112] introduces a family of kernels to analyze data on a given graph G, kernels in the

family differ only in their eigenvalues. They share the same set of eigenvectors. In kernel

applications, the Laplacian L is typically taken as auxiliary to the statistical problem (see

page 2 of [125]). In contrast, a main idea of spectral analysis with Markov chains is that

the eigenvectors of different Markov chains on the same graph G will provide different and

informative summaries of residuals f̄ − 1.

Still, the spirit of kernel methods based on the regularized Laplacian is similar to spectral

analysis with Markov chains: to use to use functional approximations that are related to

a graph structure summarizing the data. Next, spectral analysis with Markov chains is

related to a different set of methods for exploratory data analysis: ordination methods.

9.4 Ordination Methods

In exploratory analysis, it may be of interest to uncover a latent or unknown structure in

data. For example, in a two way contingency table, a seriation of rows and columns may

be desired. Chapter 5 discusses how a case of spectral analysis with Markov chains, or

equivalently, correspondence analysis can reveal such a structure. Ecologists are frequently

interested in discovering an underlying seriation of data, for example to order or relate

the similarity of species to each other based on observations of characteristics of several

species. Common ordination techniques include multidimensional scaling (see [83], [100]),

correspondence analysis (see [8] or [38]) and canonical or detrended correspondence analysis

(see [62] or [107]).

Spectral analysis with Markov chains has a potential to be used as an ordination or

clustering method. If the residuals f̄ − 1 from a model π are well summarized by an

eigenvector ψk, the sign pattern or ordering of the components of ψk can be used to cluster
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or seriate the data, respectively. In one dimension, an example of this is Weldon’s dice data

of Chapter 3 (counts on the space X = {0, 1, . . . , 12}) where the first nontrivial eigenvector

ψ1 of several birth and death chains provide a good summary of the residuals from fitting

a binomial model. One interpretation of this is that there is an underlying seriation of

the residuals: since a monotonic eigenvector provides a good summary, the residuals are

roughly monotonic. The derived seriation suggests the original order of the data is good.

That is, this seriation is consistent with the ordering of the space X. However, if an

eigenvector ψk corresponding to an eigenvalue λk with k > 2 accounted for most of the

norm of the residuals, a different underlying structure may be suggested. One natural way

to use ψk in order to reveal structure in the data is by the method described in Chapter

7: If ψk is an eigenvector of a Markov chain M on a graph G, then erasing edges (x, y)

in G if ψk(x)ψk(y) ≤ 0 produces no more than k connected components. These connected

components may reflect an underlying structure of the data. The use of this method for

data analysis remains to be explored.

9.5 Spectral Clustering

Spectral clustering refers to a broad range of techniques primarily developed in the machine

learning community to cluster data by using the singular value decomposition of a similarity

matrix formed from the data2. Suppose data points {xi}mi=1 are n dimensional vectors taking

value in a space X. Let d(x, y) be a non-negative similarity on X. If n data points are

observed, one may compute an m×m similarity matrix S with (i, j) entry d(i, j).

Two of the many variants of spectral clustering algorithms are described here. The first

is a method to partition the data x into two clusters (see Meila and Shi [94]). The approach

taken is to view the matrix S as a weighted graph G on the vertices {1, . . . , n}. An edge in

the graph is drawn between i and j if sij > 0 in which case the edge has weight sij. From

S, the diagonal matrix D is defined by setting d(i, i) equal to the sum of the weights of

edges from the ith vertex: d(i, i) =
∑

j sij. Finally, the stochastic matrix

P = D−1S

is defined. Since P is stochastic, it is the transition matrix of a finite Markov chain. Assume

2A statistical analysis of the consistency of spectral clustering algorithms is provided in [120].
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the stationary distribution is unique and denote it by π (a slightly more complicated expla-

nation is needed if π is not unique). The matrix P has n real eigenvalues and eigenvectors.

The eigenvector ψ2 of P corresponding to the second largest eigenvalue, λ2, (which may

not be less than 1) is used to cluster the data x into two groups. This is done by applying

some algorithm to cluster the components of ψ2 into two groups A and Ac.

One sensible clustering method is to cluster points i with ψ2(i) ≥ 0 into one cluster, A,

and points with ψ2(i) < 0 into the other, Ac. Although not invoked by the authors in [94],

the discrete nodal domain theorem repeated in Chapter 7 shows that the sign pattern of ψ2

divides the underlying graph G into no more than two connected components (by erasing

edges (i, j) in G if ψ2(i)ψ2(j) ≤ 0). No matter what the algorithm used to cluster the points

{ψi(x)}, the final step in spectral clustering to cluster the original data by assigning the

data point xi to cluster A if ψ2(i) is assigned to cluster A. Otherwise, xi is assigned to Ac.

After this clustering is performed, the algorithm can be applied recursively to separate the

cluster A or Ac into two sub-clusters using the same algorithm.

In a special case, this procedure can be related to spectral analysis with Markov chains.

Suppose data x is observed and the model π, the stationary distribution of P , is fit, pro-

ducing residuals f̄ − 1. Suppose that the underlying structure of the data space is reflected

by the edge set of a graph G; that is, two points in X are close just when there is an edge

between them in G. Define the unweighted graph G ′ with the same vertex and edge set as

the graph G. Perform spectral analysis with a Markov chain on G ′ whose transition matrix

is P as above, and suppose that the projection of the residuals onto the second eigenvector

of the chain accounts for a large fraction of the norm of f̄−1. In this case, both methods use

the second eigenvector of P , ψ2, to summarize the data x. If spectral analysis with Markov

chains were used to cluster the data, a natural method to do this would be by the sign of

ψ2, and would result in grouping the data in the same way as by the spectral clustering in

[94] summarized above.

Of course, this example is a very special case of spectral analysis with Markov chains. In

general, the Markov chain may be different than P , and hence have different eigenvectors.

Further, there is no reason to assume that the residuals will be well summarized by the

second eigenvector of the chain (as opposed to a higher eigenvector). In this case, if ψk for

k ≥ 3 were the best summary of the residuals, a clustering of the data by the connected

components resulting from erasing edges (i, j) of G ′ where ψk(i)ψk(j) ≤ 0 would likely be

different than iterating the clustering in [94] described above.
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Some spectral clustering algorithms use the first k eigenvectors of the matrix S (or

sometimes the matrix P ) to directly cluster the data into k groups, rather than recursively

partitioning x into two. A simple spectral clustering algorithm introduced by Ng, Jordan

and Weiss [97] (page 2) can be summarized as follows. Using previous notation,

1. Form the stochastic matrix

L = D− 1
2SD− 1

2 .

2. Let e1, . . . , ek be the first k eigenvectors of L and form the matrix E whose ith column

is the n dimensional vector ei.

3. Normalize the rows of E so they have Euclidean norm 1 and denote this matrix by

Ẽ.

4. Use some clustering algorithm (for example, k-means clustering) to cluster the rows

of Ẽ into clusters A1, . . . , Ap.

5. Assign xi to cluster Aj if the ith row of Ẽ, ẽi, is clustered into Aj .

In [97], the similarity matrix S is defined using a Gaussian. A parameter σ is fixed and

the distance d between the points xi and xj for i 6= j is defined as

d(xi, xj) = e−||xi−xj ||2/2σ2

and d(xi, xi) = 0.

When p is larger than 2, spectral clustering methods such as the one above are different

than spectral analysis with Markov chains. A main difference is that a natural clustering

of data into p groups using spectral analysis with Markov chains would use the p connected

components from just one eigenvector of the Markov chain D−1S (which, up to multiplica-

tion by a positive diagonal matrix, has the same eigenvectors as L) corresponding to the j th

largest eigenvalue with j ≥ p. On the other hand, spectral clustering methods that produce

p clusters use all of the first p eigenvectors of L.
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A.1 Tensor Notation

The notation Mm,n(R) is used to define the set of matrices with m rows and n columns

whose entries take value in the real numbers. The Kronecker product of two matrices,

not necessarily of the same size, is defined below. In this thesis, the Kronecker product is

referred to as the tensor product.

Definition A.1.1 (Definition 4.2.1 of Horn and Johnson [68]). The Kronecker product

of a matrix A = [aij ] ∈Mm,n(R) and = [bij ] ∈Mp,q(R) is denoted A⊗ B and is defined as

the block matrix

A⊗B =







a11B . . . a1nB
...

. . .
...

am1 . . . amnB






.

Using the Kronecker product, the multiplication of several matrices can be reduced to

vector multiplication, but one more definition is needed.

Definition A.1.2 (Definition 4.2.9 of [68]). Each matrix A = [aij ] ∈Mm,n(R) is asso-

ciated to a vector vec(A) ∈ R
mn defined by

vec(A) = [a11, . . . , am1, a12, . . . , am2, . . . , a1n, . . . , amn].

The fundamental property of the Kronecker product is used repeatedly in this thesis to

relate a linear matrix equation to a vector equation:
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Lemma A.1.3 (Lemma 4.3.1 of [68]). Let A ∈ Mm,n(R), B ∈ Mp,q(R), and C ∈
Mm,q(R) be given and X ∈Mn,p(R) be unknown. The matrix equation

AXB = C

is equivalent to the system of qm equation in np unknowns given by

(BT ⊗A)vec(X) = vec(C).

For more background on the Kronecker product, see Chapters 3 and 4 of [68].

A.2 The Singular Value Decomposition

The following theorem is the formal statement of the well known singular value decompo-

sition.

Theorem A.2.1 (Theorem 3.1.1 of [68]). Let A ∈ Mm,n(R) be given and let q =

min(m,n). There is a matrix Λ = [λij ] ∈ Mm,n(R) with λij = 0 if i 6= j and λ11 ≥ λ22 ≥
. . . ≥ λqq ≥ 0, and there are orthogonal matrices U ∈Mm,m(R) and V ∈Mn,n(R) such that

A = UΛV T .

A bound on the singular values can be obtained by the following theorem. First, the

definition of spectral radius, the maximum of the eigenvalues, is given.

Definition A.2.2 (Definition 1.1.4 of [66]). For an n by n square matrix A = [aij ] ∈
Mm,n(R), the spectral radius of A, ρ(A), is defined as

ρ(A) = max{|λ| : λ is an eigenvalue of A}.

Theorem A.2.3 (Theorem 8.1.22 of [66]). LetA = [aij ] ∈Mm,n(R) and suppose A ≥ 0.

Then

min
1≤i≤n

n∑

j=1

aij ≤ ρ(A) ≤ max
1≤i≤n

n∑

j=1

aij

and

min
1≤j≤n

n∑

i=1

aij ≤ ρ(A) ≤ max
1≤j≤n

n∑

i=1

aij .
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When A is stochastic, note that the first bound yields ρ(A) ≤ 1: no eigenvalue has

absolute value exceeding 1.
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